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Abstract
Insertion sequence variables have recently been introduced as a computational domain for modeling
routing and sequencing problems in constraint programming. Typically, search heuristics guide the
insertion process of new nodes into a partial growing path, while constraints eliminate infeasible
insertions. This paper investigates filtering for the (minimum) distance constraint over insertion
sequence variables. This global constraint links a sequence to a distance variable based on a given
distance matrix. So far, only a simple filtering algorithm has been proposed, which considers
the partial path but ignores mandatory nodes. Our contribution is to introduce stronger lower
bounds that also take mandatory nodes into account. These bounds further enable the derivation
of additional filtering rules for node insertions. An experimental evaluation on the TourMustSee
problem shows that the proposed filtering rules significantly reduce the search space compared to
the existing filtering approach.
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1 Introduction

Routing and sequencing problems arise in many applications of constraint programming,
including vehicle routing [7, 16], scheduling [19], and tour construction problems such as the
Traveling Salesman Problem and its variants [24]. Insertion-based sequence variables have
recently been introduced as a dedicated computational domain and modeling abstraction for
such problems [32, 5]. This domain enables the solutions to be constructed incrementally by
inserting nodes into a partial sequence while preserving structural constraints on the order of
visits. A central component of this framework is the ability to propagate global constraints
defined over sequence variables.

An important global constraint in this domain, which appears in many vehicle routing
applications, is the (minimum) distance constraint. This constraint links a sequence variable
to a distance variable based on a given distance matrix. Filtering all the infeasible insertions is
at least as hard as solving the Traveling Salesman Problem (TSP). Therefore, so far, the only
existing filtering algorithm for this constraint achieves the so-called relaxed-insert-consistency,
introduced in [6]. This level of consistency ensures that all direct insertions that would
immediately violate the constraint are removed, but it does not take required nodes into
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49:2 The Distance Constraint on Sequence Variables

account. In this paper, we introduce polynomial time filtering algorithms that are stronger
than the relaxed-insert-consistency level, as they also take required nodes into account, while
remaining weaker than a full filtering that would eliminate all infeasible insertions.

Our main contributions are the following:
Predecessor and successor lower bound: We propose a predecessor- and successor-
based lower bound that relaxes the connectivity and acyclicity constraints of the sequence,
while ensuring that each node is assigned exactly one predecessor or one successor.
Detour lower bound: We introduce a detour-based relaxation that computes a lower
bound on the cost of inserting independently the remaining required nodes.
Matching lower bound: We improve the predecessor and successor relaxation by
enforcing each node to be selected exactly once as predecessor and successor. This
relaxation preserves admissibility while capturing more structure than independent
predecessor or successor.
Filtering rules for infeasible insertions: For each relaxation, we derive filtering
rules that detect insertion that cannot produce any feasible sequence from an extension
of the partial sequence.
We evaluate the proposed propagation techniques on the TourMustSee problem [17]. The
experimental results show that the proposed filtering rules significantly reduce the size
of the search tree and improve solving performance compared to existing propagation
techniques for distance constraints over sequence variables.

2 Background

Let V be a finite set of nodes. We denote by S(V ) =
⋃

k≥0 V k the set of all finite sequences
over V . For a sequence −→t = (t1, . . . , tk) ∈ S(V ), we write nodes(−→t ) = {t1, . . . , tk} for the set
of nodes occurring in −→t . Given two sequences −→s and −→t , we say that −→s is a subsequence of
−→
t , denoted −→s ⪯ −→t , if −→s can be obtained from −→

t by deleting zero or more elements without
reordering the remaining ones.

A sequence variable −→S is a combinatorial variable whose values are ordered sequences
of pairwise distinct nodes from V . We assume that every value of −→S starts at a designated
origin node α ∈ V and ends at a designated destination node ω ∈ V . Hence, −→S ranges over
simple (α, ω)-paths in V .

Instead of enumerating explicitly all feasible sequences, we represent the domain of −→S
intensionally by a tuple D(−→S ) = ⟨R, X,−→s , N⟩ where:

R ⊆ V is the set of required nodes;
X ⊆ V is the set of excluded nodes;
−→s ∈ S(V ) is a mandatory partial sequence that must appear as a subsequence of every
feasible sequence;
N ⊆ V 3 is a set of triples, called NotBetween constraints: For each (i, j, k) ∈ N , node j

is forbidden to appear between i and k.

▶ Definition 1 (Domain Semantics). The set of values represented by ⟨R, X,−→s , N⟩ is

J⟨R, X,−→s , N⟩K =


−→
t ∈ S(V )

∣∣∣∣∣∣∣∣∣∣∣∣∣∣∣

−→
t is a simple (α, ω)-path,

R ⊆ nodes(−→t ),
nodes(−→t ) ∩X = ∅,
−→s ⪯ −→t ,

∀(i, j, k) ∈ N : ¬∃a < b < c

s.t. ta = i, tb = j, tc = k


.
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This domain representation is monotonic in the sense of constraint programming: adding
elements to R or N , enlarging X, or extending −→s yields a stronger domain (i.e., a subset of
the previous set of feasible sequences). It therefore provides a natural basis for incremental
domain filtering and propagation. An implementation of this domain proposed in [6], called
compact sequence domain, represents it using i) the partial sequence −→s and ii) a graph, used
to encode the NotBetween triples N consuming O(|V |2) memory. A non-exhaustive list of
available domain queries is given in Table 1, and domain updates in Table 2. Figure 1 shows
a sequence domain before and after an insertion.

Table 1 Non-exhaustive list of queries on a compact sequence domain.

Operation Description

isFixed() Returns true if the domain is fixed (no more insertions remain)
getNext(i) Returns the successor of node i in the partial sequence −→s
getInsertable() Enumerates the insertable nodes
getEdgesTo(i) Enumerates the ingoing edges of i in the graph representation
getEdgesFrom(i) Enumerates the outgoing edges of i in the graph representation
canInsert(i, j) Returns true if (i, j) is a feasible insertion:

j ∈ getInsertable() ∧ (i, j, getNext(i)) /∈ N

getInsert(j) Enumerates the insertions of j: { i | canInsert(i, j)}
getAllInsert() Enumerates all triplets of nodes {(i, j, k) | k ∈ getNext(i) ∧ canInsert(i, j)}

Table 2 Updates on a compact sequence domain.

Operation Description Condition

notBetween(i, j, k) Forbids j to be placed between i and k i and k must belong to −→s
insert(i, j) Inserts j after i in the partial sequence −→s canInsert(i, j)
require(i) Forces node i to be visited
exclude(i) Forbids node i from being visited

α 1 ω

2 3 4

R = {α, ω, 1, 3}
X = {2}
−→s = (α, 1, ω)
N = {(α, 4, 1)}

α 1 ω

2 3 4

R = {α, ω, 1, 3}
X = {2}
−→s = (α, 3, 1, ω)
N = {(α, 4, 1)}

Figure 1 Compact sequence domain representation. The partial sequence −→s is represented with
solid bold lines, while the remaining edges from the graph are shown with dashed gray lines. The
right part shows the domain from the left part after an insert(α, 3) domain update, inserting the
required node 3 into −→s and removing some edges to preserve domain invariants.

Distance constraint
▶ Definition 2. The cost of the sequence −→t = (t1, . . . , t|t|) is defined by:

d−→
t ←

|−→t |∑
i=2

dti−1,ti (1)

CP 2026



49:4 The Distance Constraint on Sequence Variables

▶ Definition 3 (Distance constraint). Let −→S be a sequence variable ranging over simple
(α, ω)-paths in V , h ∈ R≥0 and d : V × V → R≥0 be a distance matrix satisfying the triangle
inequality, the constraint dist(−→S , d, h) enforces that the total length of the path defined by −→S
does not exceed h. Formally, the set of satisfying assignments is

Jdist(−→S , d, h)K =
{
−→
t

∣∣∣∣∣
−→
t = (t1, . . . , tk) ∈ D(−→S ),
d−→

t ≤ h

}
.

We now introduce the consistencies presented in [6] for the distance constraint.

▶ Definition 4 (Consistency). A distance constraint dist(−→S , d, h) is consistent if there
exists at least one feasible assignment. Formally, Jdist(−→S , d, h)K ̸= ∅.

▶ Definition 5 (Insert Consistency). An insertion (i, j) is consistent if there exists an
assignment −→t ∈ Jdist(−→S , d, h)K such that j immediately follows i in −→t . The constraint
dist(−→S , d, h) is insert consistent if every feasible insertion (i, j) currently available in the
domain of −→S is consistent.

Enforcing insert consistency for the distance constraint is NP-hard, as its consistency
test could be used to directly solve the decision version of the Traveling Salesperson Problem
(TSP). Consequently, the existing filtering algorithm introduced in [6] is relatively basic and
ignores the set of required nodes R. Its consistency test simply verifies that the cost of the
mandatory partial sequence −→s does not exceed the upper-bound h. For filtering, it evaluates
each insertion candidate independently: if the cost of −→s combined with the added cost of a
specific insertion exceeds h, that insertion is considered inconsistent and is pruned through a
NotBetween.

▶ Definition 6. Let (i, k) be an edge from the subsequence −→s . The detour cost of the
insertion (i, j) is computed as follows:

∆(i, j, k)←di,j + dj,k − di,k (2)

▶ Proposition 7. Let L(−→s ) be the lower bound of the sequence −→S based on the subsequence −→s .
If L(−→s ) > h then the subsequence is inconsistent.

▶ Proposition 8 ([6]). The Original lower bound of the sequence variable −→S is:

LO(−→S )←d−→s (3)

Filtering. If adding the detour cost of an insertion to the lower bound exceeds the maximum
distance h, the insertion is removed. In the remainder of this paper, the set of insertable
nodes is defined as I = V \X \ nodes(−→s ).

▶ Proposition 9 ([6]). An insertion (i, j) is inconsistent in the subsequence −→s if:

LO(−→S ) + ∆(i, j, k) > h (4)

Time Complexity. The computation of this filtering is based on the cost of the subsequence,
which can be computed in O(|−→s |). Then, for each insertion, the cost of the corresponding
detour is added, which can be evaluated in constant time. Therefore, the overall complexity
of the filtering process depends on the total number of insertions in the subsequence, leading
to a time complexity of O(|I| × |−→s |).

This filtering can be improved by taking into account the set of required nodes R, and in
particular that some required nodes may not belong yet to the partial sequence −→s . The next
sections propose new lower bounds and filtering rules exploiting this information.
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3 Predecessor- and Successor-Based Lower Bound

The computation of this lower-bound is quite standard in the Asymmetric Traveling Salesman
Problem (ATSP) [4] and adapted to our compact sequence domain. It operates directly on
the graph induced by the compact sequence domain. The problem is relaxed by assigning to
each required node exactly one predecessor or one successor, while ignoring connectivity and
acyclicity constraints. The minimum-cost incoming edge for each required node is selected
and the costs are summed. This sum is taken over all required nodes, regardless of whether
they already belong to the current subsequence or remain insertable. A symmetric relaxation
based on the outgoing edges is then considered. The final lower bound is obtained by taking
the maximum of the two sums, since the incoming and outgoing edge relaxations compete
with each other.

▶ Proposition 10. Let −→S be a sequence variable and let R be the set of required nodes. The
lower bound Minimum Input or Output of −→S is defined by:

LMIO(−→S )←max

 ∑
j∈R\{α}

δ−
R(j),

∑
j∈R\{ω}

δ+
R(j)

 (5)

where, for any node j and any subset of nodes Y :
predY (j) = {i ∈ Y | (i, j) ∈ getEdgesTo(j)} is the set of predecessors of j restricted
to Y ,
succY (j) = {k ∈ Y | (j, k) ∈ getEdgesFrom(j)} is the set of successors of j restricted
to Y ,
δ−

Y (j) = mini∈predY (j) di,j is the minimum predecessor cost to j from Y , and
δ+

Y (j) = mink∈succY (j) dj,k is the minimum successor cost from j to Y .

Proof. In any complete sequence, every required node j ∈ R must be visited exactly once.
Consequently, each required node j ∈ R must have exactly one incoming edge from a
predecessor node i ∈ predR(j). The cost of this specific edge is di,j . This edge cost is
bounded from below by the minimum possible cost of an incoming edge from any required
node, meaning di,j ≥ δ−

R(j). Because the total sequence cost d−→
t is the sum of the costs

of all edges in the sequence, it is bounded below by the sum of the minimum incoming
edge costs for all required nodes. The symmetrical bound based on the outgoing edge holds
similarly. ◀

▶ Example 11. Figure 2 illustrates the computation of the bound. In Figure 2a, −→s = (α, 1, ω)
and 2 and 3 are required insertable nodes. The transition costs are written on the edges.
Edges from the partial sequence −→s are shown in black while the remaining ones are shown in
gray. The minimum cost sequence of this example is (α, 2, 1, 3, ω). In Figure 2b, the edges
represent the transitions selected to compute the lower bound. In this example, the sum of
the minimum incoming costs was selected, as it outperformed the sum of minimum outgoing
costs. Note that node 2 is selected as the predecessor of two nodes. The resulting lower
bound is equal to 10.

Filtering. To check the consistency of the insertion of a required node j ∈ R ∩ I between
nodes i and k, we subtract the cost of the smallest incoming edge of j and k or the outcoming
edge of i and j from the lower bound and add the cost ∆(i, j, k).

CP 2026
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α 1 ω

2 3

5 3

7

3 6 1

3

1

1

2

8

2

(a) Candidate transitions with their associated
costs. The optimal solution has a cost of 13.

α 1 ω

2 3

6

1

1

2

(b) Transitions selected to compute the lower
bound. The lower bound is equal to 10.

Figure 2 Illustration of the lower-bound computation using minimum predecessor costs.

▶ Proposition 12. An insertion (i, j) with j ∈ R∩ I is inconsistent for the sequence variable
−→
S if one of the following condition is satisfied:

We used predecessors to compute the lower bound and

LMIO(−→S )− δ−
R(j)− δ−

R(k) + ∆(i, j, k) > h (6)

We used successors to compute the lower bound and

LMIO(−→S )− δ+
R(i)− δ+

R(j) + ∆(i, j, k) > h (7)

If j is optional (j /∈ R ∧ j ∈ I), we apply a shaving strategy by temporarily treating j as
required, by considering R′ = R ∪ {j} instead of R. We then compute LMIO(−→S ) and apply
Proposition 12 using R′ instead of R.

Time Complexity. The computation of the lower bound with the incoming edge requires
traversing all required nodes, which can be done in O(|R|). For each required node, all
its predecessors among the required nodes are then examined. Overall, the computation
can be performed in O(|R|2). Symmetrically, considering the outcoming edge also yields a
complexity of O(|R|2).

The filtering step subtracts the minimum predecessor or successor cost, which can be
done in constant time by reusing the computations already performed for the lower bound.
It also requires computing the detour cost, which can likewise be obtained in constant time.
Therefore, the overall complexity of the filtering process depends on the number of insertions
in the subsequence and can be performed in O(|I| × |−→S |). For optional node filtering, instead
of computing the lower bound on R, we adapt it to R′ = R∪{j}. Since predR(i) ⊆ predR′(i)
and succR(i) ⊆ succR′(i), the lower bound can be updated without recomputing it from
scratch in O(|R|) time. The overall complexity is therefore dominated by O(|R|2).

4 Detour-Based Lower Bound

This lower-bound augments the cost of the partial sequence by adding the minimal detour cost
of each remaining required node. These costs are computed by considering not only insertions
within the current partial sequence, but also potential future insertions between two required
nodes that have not yet been visited. This relaxation ignores the interactions between
multiple insertions: each unvisited required node is assumed to be inserted independently at
its cheapest current or future insertion position. Consequently, a node may be conceptually
inserted anywhere, even between other future insertions, without modifying the underlying
partial sequence or affecting the insertion costs of other nodes.
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▶ Proposition 13. The lower bound Minimum Detour of the subsequence −→s is defined by:

LMD(−→S )←d−→s + Σi∈R∩I∆min
R (i) (8)

where, for any node j and any subset of nodes Y :
detY (j) = {(i, j, k) | i, k ∈ Y, i ̸= j ̸= k, j ∈ succ(i), k ∈ succ(i)∩ succ(j)} is the set of
detours of j where both extremities belong to Y and
∆min

Y (j) = min(i,j,k)∈detY (j) ∆(i, j, k) is the minimum detour cost of j where both ex-
tremities belong to Y .

Proof. The cost of a complete sequence can be decomposed into the cost of the subsequence
−→s plus the detour costs induced by the insertions of the remaining nodes. Each such
detour d = (i, j, k) is included in the set of all candidate detours of j among the required
nodes, d ∈ detR(j). Its cost is thus bounded from below by the minimum admissible
detour among all required nodes, ∆min

R (j). As insertions are independent of the order, the
lower bound is the same for every sequence −→t built from a subsequence −→s . We obtain
min−→

t ∈D(−→
S ) d−→

t ≥ LMD(−→s ) = d−→s +
∑

j∈R∩I ∆min
R (j). ◀

Note that this lower-bound may not correspond to the cost of a feasible sequence. Instead,
it is obtained by summing independent minimal contributions. In particular, the detours
used in the bound may be mutually incompatible and may not be performed simultaneously
in a single sequence. Moreover, some arcs may be removed multiple times.

▶ Example 14. Figure 3 illustrates the computation of the bound on the example from
Figure 2a. The arcs correspond to the transitions selected by the minimum detour relaxation.
The orange edge (1, ω) represents an excessive subtracted costs: an edge removed multiple
times as several insertions deleted it. The cost of the partial sequence (α, 1, ω) is 8. The
required nodes 2 and 3 are successively considered for insertion to increase this bound. The
insertion of node 2 uses the detour (1, 2, ω), deleting the edge (1, ω). The second insertion uses
the detour (1, 3, ω) which also deletes (1, ω) even though it no longer appears in the sequence.
The detour relaxation captures this effect by accounting for detour costs in the lower-bound
computation. The resulting lower-bound is therefore equal to 8 + 6 + 1− 3 + 1 + 2− 3 = 12.

α 1 ω

2 3

5 -3

6 1 1
2

Figure 3 Illustration of the lower-bound computation using minimum detours. The lower bound
is equal to 12.

Filtering. To test the insertion of a required insertable node j between i and k, we remove
the minimal detour cost of j from the lower bound and add the cost ∆(i, j, k).

▶ Proposition 15. An insertion (i, j) for a required insertable node j ∈ R ∩ I is inconsistent
in the subsequence −→s if the following condition holds:

LMD(−→s )−∆min
R (j) + ∆(i, j, k) > h (9)

Similarly to the Minimum Input or Output filtering from Section 3, we apply a shaving
strategy if a node j whose insertions must be filtered is optional (j /∈ R ∧ j ∈ I ). We
compute LMD(−→s ) and apply Proposition 15 using R′ = R ∪ {j} instead of R.

CP 2026
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Time Complexity. The filtering contains three steps: the bound computation, the filtering
for the insertable required nodes, and the shaving for the optional nodes.

For the lower bound, the cost of the subsequence is computed in O(|−→s |). For each required
insertable node j, we also compute its minimum insertion cost ∆min

R (j) with respect to the
required nodes. This step can be performed in O(|I| × |R|2). Given that nodes(−→s ) ⊆ R, this
gives an overall complexity of O(|I| × |R|2).

Regarding the filtering of insertions for the required insertable nodes, the minimum
insertion cost is subtracted for each insertion. This step can be done in constant time by
reusing the values computed for the lower bound. Then, the specific cost of the considered
insertion is added, which is also a constant-time operation. Consequently, the filtering
complexity depends on the number of candidate insertions in the subsequence and is O(|I| ×
|−→s |). Finally, for the filtering of insertions for an insertable node j not required, the shaving
strategy requires working with R′ = R ∪ {j}. Instead of computing the values for ∆min

R′ (i)
from scratch in O(|I| × |R′|2), we can exploit the fact that detR(i) ⊂ detR′(i), given that
R ⊂ R′, and examine only the difference between detR(i) and detR′(i) in O(|R|). Combining
this lookup for every node i ∈ R and the computation of detR′(j) for the node to filter yield
a complexity of O(|R|2). The total complexity is dominated by the initial computation of
the bound, in O(|I| × |R|2).

5 Matching-Based Lower Bound

This relaxation, inspired by the successor-based lower bounds for the asymmetric TSP [9],
guarantees that each node has a unique successor and predecessor, while relaxing the
requirement that the selected edges form a single connected component. The lower-bound is
obtained by computing a minimum-cost maximum-flow (MinCostMaxFlow), similar to the
approach used for the cardinality constraint with costs [26, 28].

A bipartite graph is constructed where both partitions represent the set of required nodes:
the left one corresponds to predecessors and the right one to successors. Edges denote direct
successor relations. Finding a perfect matching in this graph ensures that every node is
assigned exactly once as a predecessor and once as a successor. The matching is computed
by solving a flow problem from a source node s to a sink node t.

▶ Definition 16. The network flow is the directed graph N = (Y, E) with u(i, j) the
upper-bound capacity and di,j the cost on the edge from the node i to the node j. N is
obtained by:

Y1 = V \X ∪ {α}, Y2 = V \X ∪ {ω}, Y = Y1 ∪ Y2 ∪ s ∪ t

E = {(s, i) | i ∈ Y1}
∪ {(j, t) | j ∈ Y2}
∪ {(i, j) | i ∈ Y1, j ∈ Y2, (j ∈ succ(i)) ∨ (i = j ∧ i /∈ R)}
∪ {(t, s)}

∀(i, j) ∈ E − {(t, s)} : u(i, j) = 1
u(t, s) = |Y1|

A flow in N = (Y, E) is a function f satisfying the following conditions:
A conservation law is fulfilled at each node: ∀j ∈ Y :

∑
i∈Y f(i, j) =

∑
k∈Y f(j, k).

A feasible flow satisfies all upper bounds, 0 ≤ f(i, j) ≤ u(i, j).
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▶ Definition 17. The residual graph for a given flow f , denoted by R(f) = (Yr, Er), is the
directed graph with the same node set as in N = (Y, E) , ur(i, j) the upper-bound capacity,
dr

i,j the cost on edge from the node i to the node j and with the edge set defined as follows:
∀(i, j) ∈ Er:

f(i, j) < u(i, j): dr
i,j = di,j and ur(i, j) = u(i, j)− f(i, j).

f(i, j) > 0: dr
j,i = −di,j and ur(j, i) = f(i, j).

A classical method to solve the MinCostMaxFlow problem is the successive shortest aug-
menting path proposed by Ford-Fulkerson [12]. Algorithm 1 shows a possible implementation.

Algorithm 1 Minimum cost maximum flow algorithm.

1 input: a residual graph based on a zero flow
2 N = createNetworkFlow(); R = N

3 ∀(i, j) ∈ En, f(i, j) = 0
4 while a path exists from s to t in R do
5 SP (s, t) = shortestPath(R, s, t)
6 ∀(i, j) ∈ SP (s, t), f(i, j) = f(i, j) + 1
7 R = update(R, f) // Definition 17

At termination, no s− t path exists in the residual network and the flow is maximum.
Moreover, since each augmentation uses a shortest path, no negative-cost cycle is introduced
in the residual graph. This ensures that the resulting maximum flow is of minimum cost.

▶ Proposition 18. Let R(f) = (Yr, Er) be a residual graph and f be the MinCostMaxFlow of
R(f). The lower bound Matching Successor of the subsequence −→s is defined as:

LMS(−→S )←
∑

(i,j)∈Er

f(i, j)× dr
i,j (10)

Proof. A complete sequence over the required nodes can be decomposed into a set of edges
where each node (except α) is the successor of exactly one node. For every such edge
(j, k), we have k ∈ succR(j). Because the Matching Successor construction enforces exactly
one outgoing edge per node, and exactly one incoming edge per node, the set of edges of
a complete sequence defines a perfect matching over the required nodes. This matching
can be represented as a feasible flow f in the residual graph R(f) = (Xr, Er) such that
(j, k) = 1 if and only if k is the successor of j in the complete sequence. Hence, there exists
a feasible flow f corresponding exactly to any complete sequence. Moreover, the cost of
the sequence can be written as:

∑
(j,k)∈Er

f(j, k)× dr
j,k. Since the minimum cost maximum

flow in R(f) minimizes this quantity over all feasible flows of the same value, we obtain:
LMS(−→S ) ≤ min−→

t ∈D(−→
S ) d−→

t . Therefore, the cost of any feasible flow (and thus any complete
sequence) is bounded from below by the minimum cost maximum flow in R(f). ◀

▶ Example 19. Figure 4 illustrates the residual graph used to compute the matching successor
relaxation based on the example in Figure 2a, where we added an optional node 4 that can
only be inserted between 3 and ω. After applying the MinCostMaxFlow algorithm, the edges
oriented from Y2 to Y1 represent the minimum-cost matching. In Figure 4a, the graph shows
all candidate predecessor–successor transitions with their associated costs. The black arcs
correspond to edges selected by the minimum matching, while the others are shown in gray.
A matched arc indicates that the node in Y2 is selected as the successor of the corresponding
node in Y1.
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Figure 4b shows the interpretation of this matching in the sequence representation. In
this example, each node (except α) is selected exactly once as predecessor, but the resulting
structure is not connected. The total flow cost, which corresponds to the lower bound, is 11.

α

1

2

3

4

Y1 1

2

3

4

ω

Y2

s t

-7
5
5
6

3

-1

2

2
0 -1

3
1

8

2

-2

(a) Residual graph. Edge (s, t) is not drawn.

α 1 ω

2 3 4

7
1 1

2 0

(b) Arcs selected to compute the lower bound in the
sequence graph. The lower bound is equal to 11.

Figure 4 Example residual graph of a Matching Successor relaxation. The edge representing the
minimum matching are shown in black, while the other ones are shown in gray. Only the node 4 is
not required.

Filtering. A classical filtering technique for cardinality constraints with costs consists in
temporarily enforcing an assignment between two nodes and checking whether a feasible
solution satisfying the constraint still exists. In our setting, this corresponds to enforcing the
direct successor of a given node.

Since we cannot directly remove successor assignments in the sequence variable (domain
updates are limited to those depicted in Table 2), we proceed indirectly. First, for a given
node, we examine all its candidate direct successors in the residual graph of the matching
relaxation. If only one feasible successor remains, corresponding to the unique matching
edge in the residual graph, then this successor is forced and cannot appear before the node
in the sequence.

For any pair of nodes i and j, SPR(f)(i, j) denotes the cost of the shortest path in the
residual graph from node i to node j in the graph.

▶ Proposition 20. Let R(f) = (Yr = Y1 ∪ Y2 ∪ s ∪ t, Er) the residual graph of a flow f ,
i ∈ Y1 and j ∈ Y2 with f(i, j) = 1. If
∀k ∈ Y1 \ {i}, (k, j) ∈ Er, cost(SPR(f)(j, k)) > h− LMS(−→S )− dr

k,j and
j ∈ R then j can only be a direct successor of i and j is not between α and i.
j /∈ R and i = j then j cannot be assigned to any node other than itself and becomes
excluded from −→

S .

In a second step, we apply the symmetric reasoning to predecessors: if a node has a unique
feasible predecessor in the residual graph, then this predecessor is forced and cannot appear
after the node in the sequence.

▶ Proposition 21. Let R(f) = (Yr = Y1 ∪ Y2 ∪ s ∪ t, Er) the residual graph of a flow f ,
i ∈ Y1 and j ∈ Y2 with f(i, j) = 1. If
∀k ∈ Y2 \ {j}, (i, k) ∈ Er, cost(SPR(f)(k, i)) > h− LMS(−→S )− dr

i,k and
j ∈ R then i can only be a direct predecessor of j and i is not between j and ω.
j /∈ R and i = j then j cannot be assigned to any node other than itself and becomes
excluded from −→

S .
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LO LMIO LMD LMS

LO × ✓ ×
LMIO × × ✓
LMD × × ×
LMS × × ×

Figure 5 Pairwise comparison of the lower bounds. A checkmark indicates that the method in
the row is strictly dominated by the method in the column, while a cross indicates that the row
method is not strictly dominated by the column method.

The algorithm most often assigns an optional node to itself since the cost of the optional
edge is 0 and the distances satisfy the triangular inequality, which keeps optional nodes out
of any subsequence. To force an optional node to belong to an approximate sequence, the
flow on the optional edge must be set to zero. As a result, the optional node automatically
has a predecessor and a successor different from itself. If an optional node is not assigned to
itself, we can attempt to enforce this assignment. If doing so results in a matching with cost
greater than h, then the optional node must necessarily belong to the required nodes in the
sequence.

▶ Proposition 22. Let R(f) = (Yr = Y1 ∪ Y2 ∪ s ∪ t, Er) the residual graph of a flow f ,
i ∈ Y1 and j ∈ Y2 with i, j /∈ R and f(i, j) = 0. If

cost(SPR(f)(j, i)) > h− LMS(−→S )− dr
i,j (11)

then j cannot be assigned to itself and is therefore include in the required nodes of −→S .

Time Complexity. To compute the lower bound, we apply the MinCostMaxFlow algorithm
on the network flow. The MinCostMaxFlow algorithm computes a shortest path for each
node in Y1. We used the Bellman-Ford [1, 11] algorithm to compute the shortest path with
a complexity in SP = O(|Y | × |E|). Therefore, the overall complexity is O(|Y1| × SP ) =
O(|V | × SP ).

Regarding the filtering phase, for Propositions 20 and 21, a shortest path is computed
for each node in Y2, leading to the overall complexity of O(|Y2| × SP + |I| × |R|) =
O(|V | × SP + |I| × |R|).

6 Dominance

Figure 5 presents a pairwise comparison of the proposed lower bounds. For each pair
of methods (Li, Lj), a checkmark indicates that Li is dominated by Lj , meaning that Lj

provides a strictly greater lower bound. Conversely, a cross indicates that Li is not dominated
by Lj on at least one instance. Table 5 highlights that the dominance relations between the
proposed lower bounds form a partial order rather than a total order. In other words, no
single method dominates all others in every situation. The lower bound LO is dominated
by LMD. Indeed, LMD starts from the cost of the subsequence and can only increase it.
Moreover, LMIO is strictly dominated by LMS, since LMS also considers minimum successors
but additionally restricts the successor degree of each node.

Figure 6 presents the computation of the proposed lower bounds for three insertion
sequence variables. In each subfigure, the solid nodes (α, 1, ω) and solid edges represent the
partial sequence −→s . The colored nodes {2, 3} correspond to required nodes that must still be
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α 1 ω
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(a) LO = 12, LMIO = 15,
LMD = 14, LMS = 16.
The optimal cost is 17.
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(b) LO = 8, LMIO = 10,
LMD = 12, LMS = 11.
The optimal cost is 13.
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(c) LO = 11, LMIO = 14,
LMD = 13, LMS = 14.
The optimal cost is 20.

Figure 6 Examples of the computation of the lower bounds. Nodes (α, 1 and ω) and bold edges
represent the partial sequence −→s , while other nodes and dashed edges correspond to required nodes
that can be inserted and their links. The label on an edge denotes its cost. For each example, the
values of the lower bounds LO, LMIO, LMD, and LMS are reported below the corresponding subfigure,
the best one being shown in bold.

inserted. The numbers displayed on the edges denote the associated transition costs. All
subfigures share the same structure but differ in edge costs, allowing a comparison of the
lower bounds. The reported values show how the relative strength of the bounds depends on
the cost structure. Figures 6a and 6c illustrate that LMD can be dominated by LMIO and
LMS, whereas Figure 6b shows that LMD can dominate the two others.

7 Related Work

The (A)TSP has been extensively studied in CP, typically through successor-based or
permutation-based encodings. Classical ATSP models represent a tour using successor
variables constrained by a global circuit constraint to enforce Hamiltonicity, often combined
with alldifferent to ensure permutation properties. Several filtering algorithms have been
proposed for the circuit constraint [23, 15, 8].

Hybrid CP and OR approaches have significantly strengthened such models by integrating
relaxation-based lower bounds into CP. In particular, the work of Michela Milano and
Francesca Focacci [10] demonstrated how linear relaxations can be embedded within CP
search to compute tight bounds for routing problems, improving pruning while preserving
modeling expressiveness. These approaches highlight the benefits of using relaxation to
improve the CP Filtering.

Cost-based global constraints further illustrate this integration. The alldifferent with
cost constraint [26] extends the classical alldifferent [25] by associating costs to assignments
and computing minimum-cost matchings to derive bounds. Flow-based filtering algorithms
enable polynomial-time propagation while maintaining strong lower bounds. Such techniques
exploit the assignment structure underlying permutation problems, including the TSP.

One of the most classical Lagrangian relaxations for the TSP is the Held–Karp [14] bound
based on 1-tree relaxations. It computes strong lower bounds by relaxing degree constraints
while preserving connectivity constraint. This technique has been used within CP to filter
the endges in [2], and in [21] using ML to optimize learn the Lagrangian multipliers.

In contrast to classical successor-based encodings, our approach models tours using
sequence variables. Instead of reasoning over positional or successor arrays, we operate on
partial sequences and insertions, which enables the integration of additional lower-bounding
techniques. This perspective differs from previous CP models in that the sequence structure
itself becomes the central modeling primitive. It remains an open question how to adapt,
for instance, existing CP-based Lagrangian filtering techniques for the TSP to the distance
constraint for the sequence domain.
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8 Experiments

We conducted experiments on the TourMustSee problem (TMSP), introduced in [31]. It is a
tour recommendation problem where the goal is to find a path maximizing a sum of score,
collected on visited nodes, while keeping the traveled time below a given budget. Some nodes
are mandatory in any solution, while others are optional, and the first and last nodes are
enforced. Given that this problem exhibits both a distance constraint as well as mandatory
and optional nodes, we expect to observe a difference between the original filtering and newly
proposed ones.

A model using sequence variables for this problem is as follows:

max
∑

scorei ×Ri(
−→
S ) (12a)

s.t. Ri(
−→
S ) = 1 ∀i ∈M (12b)

dist(−→S , d, h) (12c)

The objective maximizes the sum of score scorei ∈ Z for nodes vi visited in a solution (12a),
where Ri(

−→
S ) is a boolean variable telling if the node vi belongs to the sequence −→S [6]. Some

nodes from a set M are mandatory in any solution (12b). The traveled distance over the
visited nodes is tracked using a Distance constraint, limiting the available time for the trip
to h (12c). The transition cost di,j from a node i to a node j includes the travel time from i

to j plus the service duration at node i.
The search space is explored using Depth-First-Search without restarts. The search

procedure consists in selecting the insertable node j ∈ I having the fewest number of
insertions. We compute its insertion with the smallest cost ∆(i, j, k), and either apply this
insertion on the left branch of the search tree, or refute it on the right branch through a
notBetween. Whenever no insertable node remains during the search, the sequence variable
−→
S is fixed and a solution has been found.

The implementation of the filtering algorithms has been done with Java in MaxiCP [27].
All experiments within this section have been carried out on two Intel(R) Xeon(R) CPU
E5-2687W in single-threaded mode, with GNU Parallel [30]. The dataset used is described in
Appendix A. It includes 1020 instances ranging from 20 to 38 nodes. All models, instances
and results considered are available at https://github.com/augustindelecluse/cp26_
distance. We first compare the proposed filtering algorihtms before comparing them to a
more classical CP model.

8.1 Bound comparison
We compare the following filterings:
Original: the initial filtering from [6], relying on Propositions 8 and 9;
I/O Min: the filtering proposed in Section 3;
Min Detours: the filtering proposed in Section 4;
Matching: the filtering proposed in Section 5.

Figure 7 shows the cumulated number of TMSP instances solved over 15 minutes of run
time, as well as the final value of the gap compared to the best found solutions during all
our experiments. The Min Detours filtering appears as the clear winner, solving 88.9% of
instances compared to the 69.1% solved with the original filtering, reaching smaller gaps
in the remaining instances, and obtaining, within a few seconds, the gap found within 15
minutes by the other filterings. By contrast, the I/O Min filtering provides little benefits,
while the Matching worsens the gap found over time.

CP 2026

https://github.com/augustindelecluse/cp26_distance
https://github.com/augustindelecluse/cp26_distance


49:14 The Distance Constraint on Sequence Variables

10−1 100 101 102 103

Runtime [s]

0

25

50

75

100
N

u
m

b
er

o
f

in
st

a
n

ce
s

[%
] Instances solved

0 25 50 75 100

Gap to b.k.s. [%]

Gap on unsolved instances

Min Detours

I/O Min

Original

Matching

Figure 7 Cumulated number of instances solved and final gap over 15 minutes of run time. The
legend is sorted according to the final number of instances solved, showing the best filterings on
the top.

Figure 8 provides a pairwise comparison on the number of nodes explored in the search tree
to solve an instance. We observe that the matching does improve on all instances compared
to the original filtering, but it is still too slow to provide benefits when considering the
runtime. A similar analysis comparing the runtime on instances is available in Appendix B.

8.2 Comparison to a successor model

To put the results from Section 8.1 in perspective, we compare the sequence variable model
to a more classical CP model relying on successor variables instead. The model is as follows:

max
∑

scorei × (succi ̸= i) (13a)

s.t. subcircuit(succ) (13b)
succi ̸= i ∀i ∈M (13c)∑
i∈V

di,succi ≤ h (13d)

The main decision variables are the successor succi of every node i ∈ V within the path.
A node i is visited if its successor succi is different from the node itself. The visited nodes
are connected in a circuit while every unvisited node forms a self-loop, which is enforced by
a subcircuit constraint (13b). Only the last node ω may point towards the first node α (i.e.
succω = α). The mandatory nodes must always be visited (13c). The total time available
for the trip is at most h (13d) using element constraints to compute the distance between a
node i and its successor in the distance matrix. The objective consists in maximizing the
sum of score over the visited nodes (13a).

The model (13a)-(13d) was implemented using MiniZinc [20]. We use three different CP
and Lazy Clause Generation (LCG) solvers: Gecode [29], OR-Tools [22] and Chuffed [3]. We
also considered two Mixed Integer Linear Programming solver using their MiniZinc backend:
CPLEX and Coin-Bc [13]. The linearization for the subcircuit performed in Minizinc is based
on the Miller–Tucker–Zemlin formulation of the Travelling Salesman Problem for subtour
elimination [18].
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Figure 8 Comparison of search tree nodes between filtering methods. Each point represents an
instance solved optimally by both methods. The triangles below the diagonal line indicates that the
filtering in the row outperforms that in the column, the triangles above indicates deterioration, and
round indicates similar performance (within 10%).

Figure 9 compares the number of instances solved over time between the Original filtering,
the Min Detours and the MiniZinc backends. The original filtering only manages to dominate
Gecode, while the improved filtering manages to outperform all backends but one in terms of
the number of instances solved over time. CPLEX, the best performing MiniZinc backend on
this problem, manages to catch and dominate Min Detours after a few seconds of runtime,
and gives slightly smaller gaps on the unsolved instances.

Given the performance of CPLEX using its MiniZinc backend, we can expect a dedicated
MILP model to outperform the proposed MiniZinc model. Still, the improved filtering on
sequence variables allows to outperform the CP and LCG solvers that were considered, and
whose dedicated modeling language is close to the one from MiniZinc.
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Figure 9 Cumulated number of instances solved and final gap over 15 minutes of run time. The
legend is sorted according to the final number of instances solved, showing the best performers on
the top.

9 Conclusion

We have proposed three new filterings for the distance constraint on insertion sequence
variables. Two of them, I/O Min and Matching, reason on the selection of edges for
computing a lower bound on the distance. The third, Min Detours, reasons on the selection
of insertions directly. Each filtering comes with rules for using these lower bounds to remove
infeasible insertions. These rules manage to improve the computation of bounds on the
distance and remove additional insertions compared to previous work, but increase the
computation time of a single filtering call. Experiments on the TourMustSee Problem show
that the filtering Min Detours, based on insertions, reduces the computation time from
several minutes to a few seconds to find and prove optimality on multiple instances. It also
improves the number of instances solved over time compared to a classical CP model relying
on successor variables.
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A TMSP Dataset

Although the authors from [31] describe how their dataset is constructed for the TMSP, they
do not provide their instances directly nor do they give numbers on the runtime of their
approach. We have thus replicated their generation of instances.

We use the Points of Interest (POIs) of height cities, derived from the Yahoo Flickr
Creative Commons 100 Million Dataset (YFCC100M) as nodes for our instances. The travel
time between the POIs is computed by converting the distances between POIs into minutes,
by considering a walking speed of 4kph. The scores are computed based on the number of
geo-tagged photos taken at a given POI. The service time is computed through the average
duration at each POI using the timestamps of the photos. This process is the same as the
one depicted in [17], which provides more details on the Flickr dataset.

For the selection of mandatory nodesM, we randomly select between 1 to 10 nodes in the
instance. Similarly, the start and end locations are also chosen randomly. From this selection,
the time budget h is chosen based on h∗: the sum of the median travel time and service
duration for each POI, as proposed in [31]. We consider three values for h: either 60%, 80%
or 100% of h∗. This allows generating instances where even the feasibility is hard. For each
of the 1 to 10 mandatory nodes to select, we create 2 instances with different selections of
mandatory nodes M, start and end location. Multiplied with the three values for h, this
means that 60 instances are created per city.

Finally, to experiment with a relatively large set of instances, we have derived smaller
ones from each city, by only considering a subset of the nodes, chosen randomly. Overall,
1020 instances are used in our experiments. Their characteristics are depicted in Table 3.
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Table 3 Dataset overview.

City #PoI #nodes for instances #instances

Budapest 38 {20, 30, 38} 180
Delhi 23 {20, 23} 120
Edinburgh 28 {20, 28} 120
Glasgow 27 {20, 27} 120
Osaka 27 {20, 27} 120
Perth 22 {20, 22} 120
Toronto 29 {20, 29} 120
Vienna 28 {20, 28} 120

Overall 23, . . . , 38 {20, 22, 23, 27, 28, 29, 30, 38} 1020

B Runtime Comparison

Figure 10 provides a pairwise comparison on the runtime to prove optimality on the TMSP.
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Figure 10 Runtime comparison between filtering methods. Each point represents an instance
solved optimally by both methods. The triangles below the diagonal line indicates that the filtering
in the row outperforms that in the column, the triangles above indicates deterioration, and round
indicates similar performance (within 10%).
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