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—— Abstract

The large-scale requirements of modern tooth manufacturing call for automated scheduling methods
that can optimize multiple cost objectives while accounting for complex constraints.

Previously, the artificial teeth scheduling problem (ATP) was formally introduced, along with
exact and heuristic methods to approach challenging real-life scenarios. Although existing approaches
provide feasible solutions for all practical benchmarks evaluated, optimal results remain unknown.

We propose a novel solver-independent constraint modeling approach that solves the ATP
through an innovative two-stage process. The first stage uses a subproblem formulation that batches
product demands into compact jobs via constraint programming or column generation. In the second
phase, the job sequence is optimized using a single-machine model with interval variables and global
scheduling constraints.

Experimental results with state-of-the-art constraint solvers and a heuristic demonstrate the ap-
proach’s effectiveness, yielding improved solutions across the majority of realistically sized benchmark
instances.
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1 Introduction

Modern-day artificial tooth manufacturing relies on highly automated production processes.
Therefore, a large number of tooth products are manufactured daily to fulfill orders from
customers all over the world. Due to these large-scale requirements, efficient automated
production scheduling methods are needed to minimize costs and account for all constraints
arising in complex machine environments.

Previously, the artificial teeth scheduling problem (ATP) was formally introduced in [19]
to model scheduling problems originating from this area. In addition, an exact approach
using constraint modeling was proposed to solve the problem, as well as a local search-based
simulated annealing approach to tackle large-scale industrial problem instances. Empirical
results showed that the exact approach could find optimal cost results for some small instances.
However, only the heuristic method could provide solutions for realistically-sized instances
in a reasonable time. In [20], a set of low-level heuristic operators was proposed that can
be used with hyper-heuristic approaches [4] to solve the ATP. Experiments showed that
the evaluated hyper-heuristics could improve results over previous heuristic results in the
majority of cases.

Although existing heuristic methods produce solutions for practical ATP instances, there
is still great potential to achieve improved results, as optimal solutions and reasonable cost
lower bounds remain unknown for all real-life instances.
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Some properties of the ATP are similar to batch scheduling problems [15, 7]. However, the
crucial difference is that in traditional batch scheduling problems, the jobs, and in particular
their duration and due dates, are predetermined. Multiple jobs can then be batched together
to form bigger jobs. While there are some similarities, the investigated application is quite
different, as the first stage must meet unique color-compatibility and resource-availability
constraints to build jobs. Further, due dates cannot be checked for individual jobs but
depend on the final job sequence.

Further, there are similarities between the ATP and lot-sizing problems [3]. However,
traditional lot-sizing problems are mainly optimizing the balanced distribution of items within
predetermined time periods under storage and production capacities, thereby completely
ignoring the scheduling aspect and how different items can be efficiently batched into
individual jobs.

In this paper, we propose a novel constraint programming (CP) approach for the ATP
that decomposes the problem into two stages. In the first phase of the approach, we use
a novel subproblem formulation with constraint-solving technology to optimize production
jobs by efficiently batching all required product demands. Afterwards, we determine an
optimized schedule for the jobs generated in the second phase, which we model using a
unique single-machine scheduling problem with setup times and due dates. We note that the
second phase has similarities to the traveling salesman problem with time windows (TSPTW)
(e.g., [6]). However, the main difference from the TSPTW is that due dates are not defined
for individual jobs (which are often hard constraints in TSPTW), but instead are given
for products. Thus, it depends on the final job sequence, which jobs provide products for
the different demand dates. Finally, the objective function uses a unique combination of
makespan and tardiness, unlike traditional TSPs.

The solution of machine scheduling problems using a two-stage decomposition has been
successfully applied in the past. For example, in [21], the authors proposed a mixed-
integer programming (MIP) approach to solve a complex single-machine scheduling problem
originating in the steel industry. An experimental evaluation shows that decomposing the
problem into two stages yields better results than a single-stage approach on large industrial
instances. Another work in [16] investigated solution methods for a complex batch-scheduling
problem in the composite manufacturing industry. The authors used two-phase hybrid
techniques that integrate CP and heuristic methods.

Although previous work successfully applied two-stage approaches to other scheduling
problems, existing decomposition methods cannot be effectively applied to the ATP, as
traditional batch scheduling problems typically assume that full jobs, defined as input
parameters, are grouped into batches. Instead, instances of the ATP define customer
demands but do not specify job information. Thus, a novel decomposition technique is
required to design and schedule jobs that efficiently meet the demands of the batch product
while accounting for many unique constraints, such as color-compatibility between different
batched products and tool resource constraints. In addition, due dates are specified on
product orders, so the ATP tardiness objective calculation depends on the decisions in stage
one and the positions of multiple jobs in stage two. This contrasts with most traditional
batch scheduling problems, where due dates are specified per job.

The main contributions of the paper can be summarized as follows:

We propose a novel two-stage solution approach to the ATP.

Thereby, we formally introduce and model two real-life constraint optimization problems
to efficiently batch and schedule industrial-sized product demands.

To solve the first stage, we investigate two methods: A solver-agnostic constraint modeling
approach and a column generation approach.
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To model the second stage, we propose three alternative solver-agnostic modeling ap-
proaches: A direct formulation, a second formulation using the circuit global constraint,
and a formulation based on interval variables and the disjunctive global constraint.

We additionally investigate a local search approach to solve the second stage.

We evaluate all proposed techniques using the publicly available real-life benchmark set
from the literature. Thereby, we empirically investigate the performance differences of the
different modeling variants and optional search strategies together with state-of-the-art
CP and MIP solving technology.

The proposed approaches can successfully provide high-quality upper and lower bounds
for the introduced subproblems. Furthermore, the proposed two-stage approach for the
ATP can significantly improve results compared to existing approaches for the majority
of instances.

Using the two-stage approach, we provide improved upper bounds and lower bounds for
many of the publicly available realistic benchmark instances.

The newly generated subproblem instances derived from the real-life ATP instances can
serve as valuable benchmarks for the CP community.

In the remainder of the paper, we first briefly review the definition of ATP in Section 2 and
provide an overview of the two-stage decomposition in Section 3. Afterwards, in Section 4,
we propose constraint modeling and column generation approaches for the first stage. The
details of the second stage are provided in Section 5, where we further propose several
modeling variants to approach the second subproblem. Finally, we present computational
results in Section 6, before we give concluding remarks at the end of the paper.

2  The Artificial Teeth Scheduling Problem

In the artificial tooth manufacturing industry, various shapes and colors are processed using
automated machinery that can produce many products simultaneously. Due to the large
number of teeth that must be produced each day, it is important to design efficient jobs
that meet all the required tooth-production demands. Thus, the main aim of the ATP is to
efficiently create a set of jobs that fulfill the given demands and find an optimized schedule
for these jobs to minimize makespan, tardiness, and waste.

A job usually consists of several different product molds to produce teeth. Each mold
type produces a specific tooth shape and is associated with a product line, so that all molds
in the same line form a family of related shapes. In addition, a job needs to decide which
color to apply to each tooth produced. Therefore, the final tooth product type is determined
not only by its product line but also by the applied color.

Each job is further configured by a length and a production program parameter. The
length parameter sets the number of production cycles for the job, which determines the total
number of teeth produced. Note that each cycle produces the same teeth using the molds
that are assigned to the job and that the number of cycles must lie between a given minimum
and a maximum number of cycles. The production program assigned to a job determines
how many molds are simultaneously processed and further defines a set of compatible mold
types. As every production program requires a fixed amount of molds to be processed in
each cycle, it might be necessary to produce more teeth than necessary in some cycles. We
thus allow for the overproduction of teeth as long as all product demands are fulfilled and
the jobs use compatible combinations of products.
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J3: P2
J2: P1 J1: P1
M5 x 4, L4
M3 x 4, L2 M3 x 3, L2
M2 x 2, L1 M4 x 4, L3
M2 x 2, L1 |-
M1 x 4, L1 M1 x 5, L1 M4 x 4, L3

t1 2 t3 t4 t5 6

Figure 1 An example solution for a small instance of the ATP [19].

Consecutively scheduled jobs may either use different production programs or share the
same program with a different set of mold and or color assignments. A predetermined setup
time is required between two jobs. However, if different production programs are used, a
longer setup time is required.

Figure 1 illustrates the problem by visualizing three jobs for a small example instance.

The figure shows three jobs J1, J2, and J3 which are used to fulfill various product demands.
While the vertical length of each job indicates the number of molds processed simultaneously,
the horizontal length depends on the number of cycles used. Jobs J1 and J2 both use the
production program P1, whereas job J3 uses a different program P2. Furthermore, the
horizontal length of the jobs indicates the number of assigned production cycles. Therefore,
J2 uses more cycles than J1.

Because the production program defines the total number of molds assigned, we can see
in Figure 1 that J1 and J2 each use 10 molds per cycle, while J3 uses 12. Mold types M1,
M2, and M3 are compatible only with the program P1, and mold types M4 and M5 are
associated with P2. We can further see in the figure that each mold type is associated with a
specific product line (e.g. M3 corresponds to line L2), and that the same mold type may be
used with different colorings within the same job (e.g. in J3, mold type M4 is used in white
and dark gray). Note that any two colors can be used within the same job only if they are
compatible. Which pairs of colors are compatible is specified as part of the problem’s input.

A set of constraints imposes restrictions on the feasible product combinations within
a job:

The total number of molds used must match exactly the number of mold slots specified by

the selected program.

Only mold types associated with the selected program can be used.

Mold availability must be respected for each mold type. For example, if 4 M1 molds are

available, the jobs can use only up to 4 of them.

A job cannot use two incompatible colors. For example, if colors C1 and C3 are incompat-

ible, they may not appear together in a single job.

The number of tooth products used in a single job cannot be greater than a given maximum

number of products. This number is calculated by counting all the line/color combinations

appearing in the job. For example, in Figure 1, each of the three jobs uses three different
products. J3 uses only two colors. However, two different product lines (L3 and L4) are
used with the same color, which is considered to be two products.

The number of cycles for each job must lie between a given minimum and maximum

number of cycles.

The objective function of the ATP aims to minimize three solution objectives:
1. Minimize the total makespan of the schedule
2. Waste (i.e. the number of molds produced excessively) should be minimized
3. The total tardiness of all demands in the schedule should be minimized
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Figure 2 Graphical visualization of the proposed two-stage approach for the ATP.

The objectives are aggregated in a normalized weighted sum where the objectives marked
with * denote the normalization factors:

makespan waste tardiness

mimimaize

(1)

The full formal specification of the ATP that was introduced in [19] is provided in the
appendix. However, the models introduced later in this work are self-contained.

makespanx  wastex  tardinessx

3 A Two-Stage Approach to the ATP

In this work, we propose a novel two-stage decomposition approach to the ATP. The main
idea is to separate the job creation and job scheduling aspects of the problem into two
consecutive stages. Thus, the first stage focuses on creating efficient jobs to meet all product
demands, while the second stage aims to find an optimized schedule for the jobs created in
the first stage.

Figure 2 provides a graphical visualization of the approach.

The method processes an instance of the ATP and, in the first step, creates multiple
subproblems for the job creation phase. Stage 1 focuses on efficiently batching product
demands into jobs to minimize overproduction while accounting for all constraints on product
combinations. Since every product demand corresponds to a unique production program, we
can solve stage 1 for each program independently.

Then, all jobs created for the different programs are merged into a single job scheduling
instance for the second stage. In this stage, the focus lies on finding an optimized job
sequence to minimize the tardiness and makespan objectives of the ATP. However, the jobs
are no longer modified, so there are no constraints on the jobs or on the fulfillment of product
demands to check.

The two-stage approach must convert the input parameters and the solutions of the
individual subproblems. First, the input parameters regarding the constraints on feasible
jobs and product demands must be isolated and grouped for each production program to
create stage 1 instances. Secondly, instances for stage 2 are created by collecting all job
information from the jobs created in the individual stage 1 solutions. Finally, the solution
schedule from stage 2 must be converted into an ATP solution schedule by reintroducing
job information from the stage 1 solutions. All these conversion steps are straightforward
pre- and postprocessing tasks that are not algorithmically challenging. The source code
containing all implementation details is publicly available .

! https://doi.org/10.48436/qvzg8-c9t90
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Table 1 Input parameters of the ATPBP.

Description Parameter

Maximum number of products per job TeN

Minimum cycles per job UeN

Maximum cycles per job VeN

Set of mold types M

Set of product demands D

Set of product lines L

Set of colors C

Available molds per mold type am EN Vme M

Number of mold slots in a job seN

Product line associated with each mold type I, € L VYme M

Mold type required by each demand re € M YdeD

Mold quantity required by each demand i €N Yde D

Product line associated with each demand la(=1lyy) €L VYdeD

Color required by each demand ca € C VdeD

Set of incompatible color pairs I={(c1,e2) € C?: ¢y and c¢» are incompatible}
Set of demands that require a given color D.={d€D:ca=c} VYeceCl

4 Modeling and Solving Stage 1

The first stage of the decomposition approach involves solving a challenging product-batching
problem to create efficient jobs, which we will refer to from now on as the artificial teeth
product-batching problem (ATPBP).

We first propose a constraint model that serves as a formal specification.

Based on the input parameters in Table 1, we define the following decision variables:?

Number of jobs: ne N J={1,...,n}

Demand quantities produced per job: z;4 € [0..5] Vje J de D

Mold quantities assigned to each job: z;,,, € [0..s] VjieJmeM

Number of cycles per job: v; € [U..V] VjeJ

The following constraints impose restrictions on feasible jobs 3.
Mold availabilities must be respected for each job:
Tim < am VjEJImeM (2)

Assigned demand quantities must be less than or equal to the corresponding mold
assignments for each job:

Z[Td =m|zja < Tjm Vj€JSmeM (3)
deD

Incompatible color demands cannot be assigned to the same job:

Z Zjd, | =0V Z Zjd, | =0 Vi e J, (01,02) el (4)
d1E€D.; d2€D.,

The total number of molds assigned must match the number of mold slots:

Z Tim=s Vjed (5)

meM

2 We use [a..b] as integer interval notation (where a,b € Z).
3 We make use of the Iverson bracket notation [P] = 1, if P = true and [P] = 0 if P = false
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All product demands need to be fulfilled (overproduction is allowed):

qq < sz"d i Vde D (6)
jeJ

The number of products assigned to each job cannot exceed the maximum allowed. Here,
we use auxiliary definitions for each job j € J that capture the number of different
products determined by the assigned demands cl;, the number of different product lines
determined by the assigned demands di;, and the number of different product lines defined
by the assigned mold types ml;. To not violate the maximum number of products cl;
and ml;, neither can be greater than the maximum allowed. As the assigned demand
quantities form a subset of the assigned mold quantities dl; < ml; always holds. In
addition, dl; < cl; holds, as the number of product lines determined by the assigned
demands is included in the number of different products determined by the assigned
demands. Thus, we can constrain the aggregated value of all three definitions by adding
ml; to cl; and subtracting di;:

cj = Z [(Z[ld:i/\cd:c]zj’d>>01 VjedJ (7)

ceCyieL | \deD
i€L meM
dij =Y [(Z[ld = i]zj,m) > 01 vieJ 9)
i€l deD
mlj + Clj - dl] <T VjelJ (10)

The objective function minimizes the total number of production cycles:

minimize Z vj (11)
JjeJ

4.1 Solving the ATPBP with Constraint Programming

To solve the ATPBP instances that arise in the first stage, we propose a high-level constraint
model that can serve as an exact solution method when combined with CP solvers. Therefore,
we implemented the variables and constraints given earlier in this section using the solver-
independent modeling language MiniZinc [13].

Most constraints of the model are directly solvable with constraint programming solvers.
Constraint reification is implicitly used to express conditional sums and logical implications.
In addition, the element constraint is used implicitly to allow the usage of variables as indices
for array access.

The model we propose uses arrays for the decision variables, with lengths determined by
the maximum number of jobs that can be scheduled. The problem instances do not impose
any restrictions on the number of jobs, but an arbitrary number would lead to an unnecessary
blow-up in the model’s variables. Thus, we add an upper bound S on the number of jobs
and set the number of jobs variable to n = S.

To determine the input parameter S, we count the number of jobs used in the solution
to the corresponding original ATP instance created by the construction heuristic from [19].
Since this heuristic greedily batches all product demands into jobs, we know that a feasible
solution of reasonable quality can be achieved within this bound.

58:7
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We also add Boolean variables u; € {0,1} Vj € J to the model. Setting u; = 0 for a
job j, allows the solver to not use all n jobs. Thus, we modify the constraints regarding the
number of molds used per job (Equation 5) as follows:

> ujlajm=s Vi€ > fu;=0lzjm =0 VjeJ (12)
meM meM

Finally, we include a symmetry-breaking constraint that aligns used jobs in the variable
array and adapts the objective function to not include unused job variables:

Uj > Uj41 Vj S [1..71 — 1] (13)
minimize Z[uj}vj (14)
j€J

We further propose the following custom search strategy that CP solvers can use as an
alternative to their default strategy: the search should start by assigning values to all z; 4
(demand quantity) variables first (selecting min domain values first), before the remaining
variables are set using the solver’s default strategy. The variables z; 4 are sorted so that
demands are selected in descending order based on their quantity. In other words, the search
strategy selects all demand variables for the first job (in descending order of demand quantity)
before proceeding to the next job in input order.

4.2 A Column Generation Approach for the ATPBP

In this section, we propose a column-generation solution approach for the ATPBP. Intuitively,
the master problem defines decision variables for possible job patterns, whereas the duals of
the relaxed master problem are used to find additional job patterns that potentially improve
the solution of the master problem.

The input is a set of job patterns (P), the number of cycles per pattern (cycles, € N,¥p €
P), and the number of mold quantities provided per pattern and demand (0,4 € N,Vp €
P,d € D). The master problem is then defined as follows:

minimize Z cyclesy, - x, (15)
peEP
qq < Z Tp-0pqg VdED (16)
peP
prgn Vp e P (17)
peP
z, €[0,n] VpeP (18)

The constraint on demand fulfillment is similar to the column generation approach for
the cutting stock problem [17], as each pattern produces different item quantities and the
aggregated sum must satisfy all demands. However, we also need to include the number of
cycles for each pattern and constrain the total number of jobs.

In the first iteration of the column generation approach, we solve the linear programming
(LP) relaxation of the master problem with initial patterns generated with the construction
heuristic for the ATP from [19]. We then take the dual costs of the master problem’s
constraints as an additional input for the subproblem. The subproblem is formulated using
the same constraint model as for the ATPBP, with the restriction that only a single job is
used and that the demand constraint (Constraint 4) are removed.
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The objective of the subproblem is stated as follows, where v is the number of chosen
cycles, z4 is the number of demands produced, J4 are the dual costs of the demand constraint
(Constraint 17) and o are the dual costs of Constraint 18:

minimize v — Z 2d 04— O (19)
deD

To solve the subproblem, we implemented the adapted constraint model using the
solver-independent MiniZinc modeling language, which can be used with CP or MIP solver
backends [1] to obtain solutions. Note that the subproblem can be viewed as a variant of the
knapsack problem with constraints on mold availability and color compatibility.

Finally, the column generation approach repeatedly solves the LP relaxation of the master
problem before it solves the corresponding subproblem to determine whether additional job
patterns with negative reduced costs can be achieved. Note that the LP relaxation can
yield different cycle configurations from a single pattern by using continuous values for the
variables. Thus, we can enforce cycles, =V Vp € P (V = maximum cycles per job) to
increase efficiency without losing possible solutions.

After no more patterns with negative reduced costs can be produced, the procedure stops

generating columns and eventually solves a dedicated integral version of the master problem.

Before solving the final integral master problem, we generate additional pattern variables

by copying each pattern for all feasible cycle configurations cycles, = o Va € [U.V].

Although the last step is not necessary, we can often improve the solutions obtained from the
integral master problem since it may not reach all integral cycle values that the LP version
can use with continuous variables.

Note that we did not implement a branch-and-price approach, and thus, the column
generation method cannot prove global optimality for stage 1. However, the best-found LP
bound remains a valid lower bound on the optimal cost. Extending the proposed approach
within a branch-and-price framework is the subject of future work.

5 Modeling and Solving Stage 2

We create an instance for the job scheduling problem in stage 2 by combining all job solutions
for each individual program from stage 1. Thus, we obtain a set of jobs (one for each job
created in stage 1) that serve as input parameters for stage 2, which are summarized in
Table 2.

Using these, we define the following variables:

The main decision variables capture each job’s successor job (or @ for the beginning/end

of the schedule): z; € JU{@} Vje JU{a}

Job end time variables: y; € N VjeJ

Demand end job variables that capture the job after whose completion time the demand

ismet: eg€J Vde D

Demand end time variables capturing the time at which a demand is met: f; € N Vd € D

Demand tardiness variables: g4 € N* Vd € D

Total product quantities available at the end of each job (includes the quantities produced

by the job plus all quantities produced earlier): h;, € N* Vje Jpe P

We use auxiliary variables tardiness € N* and makespan € N to capture the objectives

58:9
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Table 2 Input parameters of the job scheduling problem solved in stage 2.

Description Parameter

Set of jobs J

Set of programs Q

Set of products P

Set of demands D

Setup time between jobs of the same programs s; € N

Setup time between jobs of two different pro- sz € N

grams

Job programs G EQ VjeJ
Job time (determined by the number of cycles) r; €N Vje J

Product quantities produced by each job
Demand due date

Demand product

Demand quantity

Total demand quantity (accumulate quantities

zjpEN VjeJpeP

tae N Vde D

mqg € P VdeD

vg €N VdeD

wd:Zd’eD[md:md' ANtg <tqlog Vd € D

of all earlier demands with the same product)

In addition, the following constraints must be met:

Each job can be used as a successor exactly once. The successor of @ is the first job in
the schedule, and the job that has & as its successor is the last job in the schedule:

jleJu{a}
The end time of the first job in the schedule is determined by its job time:
(o =J)=(=r;) VjielJ (21)

The end time of a job is determined by the end time of its predecessor, including
program-dependent setup times:
(@G = 4G2) N TGy = J2) = W) = Y6 +7Ga) T51) Vi ja €
(4G1) # 4G2) N TGy = J2) = YGa) = YGu) + 762y +52) Vi g2 €J

The total product quantities are determined based on the produced quantities of the
predecessor job and the job itself:

(ZL'g :]) = (hj,p = ijp) V] e J,p S P
() = J2) = (hia)p = hiyp + 2ip) Vi1, je € ,p€P

(24)
(25)

Ensure that the demand end job variables are set to jobs that fulfill the total demand

quantity:
(ea=j)=>(ea=y;) VjedJdeD (26)
(ea=1) = (hj(my > wa) Vi€ deD @)
Calculate the tardiness of each demand, the total tardiness, makespan:
ga > eq—tq VdED (28)
tardiness = Z 9d (29)
deD
makespan > y; Vj € J (30)
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The objectives are aggregated in a normalized weighted sum where the objectives marked
with * denote the normalization factors:

L makespan tardiness
minimize

31
makespanx  tardiness (31)

5.1 Solving Stage 2 with Constraint Programming

Similar to the constraint modeling approach in stage 1, we implemented the constraint model
for stage 2 in MiniZinc. Here we use some trivial lower and upper bounds to restrict the
domains of the job end time and tardiness variables.*

As an alternative to the constraint from Equation 20, we consider the use of the circuit
global constraint [8], which enforces that all job successor variables form a circuit:

circuit({z; : j € JU{@}}) (32)

Additionally, we consider a model variant that introduces job start time variables y; €
N Vj e J and uses a disjunctive global constraint [18] that ensures no overlapping job times
(where a pair (s € N, e € N) denotes a job interval variable with start time s and end time e):

disjunctive({(y;,y;) : Vj € J}) (33)

For this model variant we further replace the constraints from equations 22-23 with the
following constraints:

(rg=j)=y; =0 VjeJ (
yi=y;+r; VjielJ (35
(G = 9G2) N TGy = J2) = W) = YGa) +51) Vi, gz € J (
(9Gr) 7# Gy N2y = J2) = Wiy = Yo +52) Vi j2 € J (

Using the disjunctive constraint is redundant, as the constraints of the original model
that set the job end times based on the job successor variables implicitly enforce that no jobs
overlap. However, using the global constraint together with start and end time variables to
capture job intervals can help constraint solvers to utilize efficient scheduling propagators and
heuristics. With this interval-variable-based model, we further propose using a programmed
search strategy that first sets the job end times before continuing with the remaining variables,
based on the constraint solver’s default settings. Within the set of job end time variables,
the search strategy selects the variables with the smallest remaining values in their domains
first. As value selection starts with the lowest-domain values first and job start times are
inferred from end times, this search strategy aims to find good solutions quickly, similar to
an earliest-completion-time-first job dispatching heuristic, which can be helpful for tackling
large-scale instances.

5.2 Solving Stage 2 with Local Search

We also consider a simple local-search-based metaheuristic, inspired by the approach to the
full ATP from [19]. We start with an initial candidate schedule that sequences all jobs in
input order and then iteratively aim to find local cost improvements by randomly selecting a
pair of jobs and swapping their positions.

4 For example, an upper bound on the end time would be ZjeJ(Tj + (|J] — 1) * min{s1, s2}), the full
model is publicly available online under https://doi.org/10.48436/qvzg8-c9t90.
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Table 3 Size parameters of the used benchmark instances.

Inst. C M D L P Inst. C M D L P
I1 5 38 20 4 2 111 18 114 224 3 1
12 4 28 24 3 1 112 13 o4 36 1 1
I3 4 16 7 1 1 113 23 153 1152 4 2
14 5 38 4 4 2 114 18 114 1894 3 1
I5 4 28 9 3 1 115 18 63 1227 1 1
16 3 16 1 1 1 116 21 153 1867 4 2
I7 22 153 799 4 2 I17 18 114 2060 3 1
I8 18 114 390 3 1 118 18 63 2121 1 1
19 18 64 285 1 1 119 18 114 2278 3 1
Iio 22 153 190 4 2 120 18 114 2659 3 1

After a single random move is sampled uniformly, we evaluate the change in the current
solution’s quality that the move would cause. Based on the result, we decide whether to
apply the move to the current solution. We use a move acceptance function based on
simulated annealing [11] that ensures that a cost-improving move is always accepted, whereas
a non-cost-improving move is only accepted with probability p that depends on the change in
solution quality as well as the current temperature value T'. Details on how the acceptance
probability is calculated are given in appendix C.

6 Computational Experiments

We conducted experiments with the proposed methods using the 20 publicly available ATP
benchmark instances from [20], where instances I1-I6 include small scenarios, while instances
17-120 consist of large-scale real-life instances using up to 2659 demands, 153 mold types, and
23 colors. Table 3 summarizes the instance parameters of the evaluated benchmark instances
(C = Colors, M = Molds, D = Demands, L. = Product Lines, P = Production Programs).
We used a runtime limit of 30 minutes for experiments evaluating the individual stages.
For experiments with the two-stage approach, the total runtime limit is thus 1 hour. However,
if stage 1 ends early by proving optimality, stage 2 is given the additional remaining time.
Similarly, we split the 30-minute runtime limit for stage 1 experiments evenly among each
subproblem. Again, if a subproblem ends early, the remaining time is evenly divided over all
remaining subproblems. All experiments were run on a 10-node computing cluster, each node
featuring two Intel Xeon Silver 4314 CPUs (16 cores @ 2.40GHz). Each run had a 36.5GB
RAM limit (for the final parallel solver experiments, we increased the limit to 73GB).

6.1 Experimental Results for Stage 1

We evaluated the constraint model of Section 4 using the solver backends for CP-SAT
(v9.15) [14], Chuffed (v0.13.2) [2], IBM CPOptimizer (v22.1) [12], and Gurobi (v13) [9]°
For Chuffed and CP-SAT, we additionally set the free search parameter, which allows
interleaving search between a given custom search strategy and several worker threads that
use different solver default strategies and heuristics. The column generation (CG) approach
was implemented using Gurobi. Solving the CG subproblems involved using another MiniZinc
implementation, where we also used Gurobi as a solver backend and set the time limit to 120
seconds for each individual subproblem.

5 Although Gurobi is an MIP solver, it can be used as a solver backend for MiniZinc [1] In particular,
Gurobi was the best performing solver backend for the ATP in previous work [19].
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Due to space limitations, we present only aggregated results for each ATP instance in
this work, although some instances require solving several sub-instances for each program in
stage 1. All results are publicly available online ©.

Figure 3 illustrates the summarized relative best cost results (i.e., the result divided by
the overall best cost, resulting in 1.0 for solvers that achieved the best costs) using the best
performing methods in stage 1 (cg=Column Generation, cpsat=CP-SAT with default search,
cpsat-s=CP-SAT with custom search, chu-s = Chuffed with custom search). We additionally
evaluated the Gurobi and CPOptimizer solver backends, as well as Chuffed with the default
strategy. However, these solvers were unable to solve all instances and are therefore omitted
in Figure 3. Full results can be found in the appendix (Table 7).

The results displayed in Figure 3 show that CP-SAT overall achieved the best results.
Sometimes, using the custom search proposed in Section 4 helps, but in other cases the
default search yields better results. The column generation approach also solved all instances,
but, in general, produced results with slightly higher costs than CP-SAT. Chuffed could
not compete with CG and CP-SAT but benefited from the custom search strategy, as it
could not achieve solutions without it in many cases. Note that for instances 1 to 6 (which
are smaller-sized instances), all evaluated methods perform similarly, and the performance
difference becomes more significant for realistic-sized large-scale instances 7-20.

Figure 4 displays the relative cost lower bounds (achieved lower bound divided by the
overall best cost, resulting to 1.0 for solvers that could prove optimality), achieved by the
best performing solvers for stage 1. Here, we include Gurobi (grb), which could achieve some
of the best lower bounds, and omit Chuffed, which does not provide lower bounds. We can
see in Figure 4 that only a few instances in stage 1 were solved to optimality within the
runtime. It appears challenging to provide good lower bounds, particularly for realistically
sized problems. For large instances, clearly CG overall provides the best lower bounds, which
are often close to 1.0 (except for instances 12 and 13, where Gurobi achieves the best bounds).
These bounds are interesting because they not only give us information about the quality of
the results for the subproblem in stage 1, but can also be used to provide lower bounds on

5 https://doi.org/10.48436/qvzg8-c9t90
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Figure 5 Relative cost results per instance, achieved by the best performing methods for stage 2.

the waste objective for the original ATP. In fact, the experimental results provide previously
unknown lower bounds on the full multi-objective cost function of the ATP problem for 7
real-life instances, through these strong bounds on the waste objective.

6.2 Experimental Results for Stage 2

We implemented all model variants from Section 5 in MiniZinc and evaluated them with the
CP-SAT and Gurobi solver backends. We set the normalization factors for the makespan and
tardiness objectives based on reference-solution costs (as suggested in previous work [19])
and thus did not evaluate the other solver backends that do not support a continuous-domain
objective. Furthermore, we used the solutions of the overall best-performing solver in the
stage 1 experiments (CP-SAT without custom search) to generate the problem instances for
the stage 2 experiments.

Figure 5 illustrates the relative best cost results using the best performing methods
(grb-disj/cpsat-disj=Gurobi/CP-SAT with disjunctive global constraint, cpsat-disj-s=CP-
SAT with disjunctive and custom search, grb=Gurobi without disjunctive, sa=Local Search
approach). In early experiments, we observed that using the circuit global constraint gave clear
performance improvements for CP-SAT and thus always used it in subsequent experiments
(for Gurobi, this makes no difference, as it uses a constraint decomposition similar to the
direct model). We also omitted CP-SAT without the disjunctive global constraint in Figure 5,
as using the global constraint led to clearly improved results. Full results can be found in
the appendix (Table 8).

The results show that the local search technique using simulated annealing achieved the
best overall results for all instances. Further, we see that CP-SAT did not solve all instances,
and Gurobi produces the best results with the constraint model from Section 5. However, in
some cases, CP-SAT produced better results than Gurobi (e.g., instances 8 and 20). The
redundant disjunctive global constraint yielded improved results in most cases. Only in a
few cases has Gurobi produced better results without the disjunctive constraint. A summary
of the stage 2 lower bound results is given in the appendix (Figure 8).

6.3 Experimental Results for the Two-Stage Approach

To evaluate the two-stage approach, we reran experiments using the best-performing solver
configurations from the individual-stage results. Thus, we used CP-SAT (without custom
search) for stage 1. For stage 2 Gurobi, CP-SAT, and the local search reached the best results
using several model variants for different instances. Thus, we included multiple configurations
in our evaluation for stage 2. To improve performance, we assigned 8 parallel worker threads
to CP-SAT and Gurobi (as recommended by CP-SAT developers) for the final experiments.
To provide a comparison with existing methods for the ATP, we used the source code of the
algorithms proposed in [20] to evaluate the state-of-the-art heuristic (HAHA). We reran the
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Figure 7 Box plots showing relative tardiness results for methods that solved all ATP instances.

HAHA solver in using the same computational environment as the two-stage approach and
performed 10 independent runs per instance, since the solver uses a stochastic search. The
best result from 10 repeated runs is compared with the results of the methods from this work.
We further reevaluated the best performing MiniZinc model for the full ATP from [19], in our
computational environment in preliminary experiments using 1 worker thread with CP-SAT
and Gurobi (Summarized results can be found in the appendix in Table 10). However, the
methods were unable to provide solutions within runtime for the majority of instances, which
is why we excluded this model from the final experiments.

Figure 6 illustrates the relative cost results using the evaluated solution methods for the
ATP (haha=heuristic from [20], cpsat=Two stage approach, CP-SAT without disjunctive
in stage 2, cpsat-disj=Two stage approach, CP-SAT with disjunctive in stage 2, cpsat-disj-
s=Two stage approach, CP-SAT with disjunctive and custom search in stage 2, grb=Two
stage approach, Gurobi with disjunctive in stage 2, grb-disj=Two stage approach, Gurobi
with disjunctive in stage 2, sa=Two stage approach, local search in stage 2). The proposed
two-stage approach, using CP-SAT in stage 1 and local search in stage 2, achieved the best
overall results. However, there are some exceptions: for instances 9 and 11 using CP-SAT in
stage 2 produced the best results, and for instance 17, the existing heuristic achieved the best
result. CP-SAT greatly benefited from the 8 parallel worker settings in the final experiments,
as it could solve all instances using the disjunctive global constraint and custom search, even
producing better results than Gurobi in almost all cases.

As the ATP minimization objective consists of three objective components, we also
want to take a closer look at the individual relative waste, tardiness, and makespan results.
In Figure 7, we can see that HAHA actually achieves the best tardiness results in our
experiments, closely followed by the results achieved with the two-stage approach using
local search in stage 2. The tardiness objective appears to be the most challenging for the
two-stage approach, as stage 1 focuses on creating efficient jobs, thus effectively minimizing
waste and makespan. This can reduce tardiness. However, it can also increase tardiness if
demands with different due dates are packed into a single job. The latter appears to be the
case, in particular for instances 16 and 17, as well as for some of the small-sized instances,
although for several instances, reduced tardiness was achieved by the two-stage approach.
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Table 4 Best cost results achieved by HAHA, the approach using CP-SAT in both stages (CP-CP),
and the approach using CP-SAT in stage 1 and local search in stage 2 (CP-SA).

HAHA CP-CP CP-SA HAHA CP-CP CP-SA
instancel 2.53 2.55 2.55 instancell 2.76 2.4 2.38
instance2 1.94 2.02 2.03 instancel2 2.95 2.52 2.53
instance3 2.23 2.23 2.23 instancel3 2.85 2.6 2.51
instance4 2.54 2.54 2.54 instancel4 2.83 2.66 2.46
instanceb 2.12 2.24 2.16 instancelb 2.81 2.04 2.04
instance6 3 3 3 instancel6 2.69 3.01 2.69
instance7 2.85 2.74 2.71 instancel7 2.79 2.96 2.84
instance8 2.47 1.75 1.74 instancel8 2.72 2.32 2.11
instance9 2.86 2.4 2.48 instancel9 2.7 2.18 2.15
instancel0 2.69 2.01 2 instance20 2.78 2.33 2.27

Regarding the makespan and waste objectives, experimental results show that two-stage
approach clearly obtains the best results for all instances (Boxplots are included in Figure 9
and Figure 10 in the appendix).” Finally, Table 4 compares the results for the overall
best performing methods evaluated on the ATP. We can see from the results that the
proposed approach clearly improves performance across the large majority of realistically
sized instances. Detailed results for all evaluated methods in the final experiments are shown
in Table 9 in the appendix.

Although the methods proposed in this work have not been deployed in practice, we
have used the solution validator that was developed together with expert practitioners from
the field to verify all produced solutions. Thus, we can confidently say that the 2-stage
approach is able to reduce up to 30% (on average 15%) of the total costs for realistic instances
compared to the baseline heuristic from [19], which has been deployed in practice.

7 Conclusion

In this work, we introduced an innovative two-stage CP approach for the ATP. Thus,
we formulated two unique subproblems: One that optimizes the generation of efficient
jobs by batching various product demands in the first stage. And a second one that
obtains an optimized schedule for these jobs in the second stage. To solve stage 1, we
proposed an approach using a solver-independent constraint model and column generation
method. Regarding the second stage, we investigated additional solver-independent constraint
modelings using global scheduling constraints and a local search-based method.

We evaluated all proposed methods using an extensive set of experiments with industrial-
sized real-life benchmark instances for the ATP. All of our models were evaluated using
state-of-the-art CP and MIP solvers together with programmed search strategies we designed
for the introduced subproblems. The proposed two-stage CP approach could successfully
achieve improved cost results over the state of the art for the large majority of realistically
sized ATP instances. Experimental results on the individual stages further show that the
CP approaches benefit from the use of the global constraint modelings and custom search
strategies investigated. Further, the column generation approach could yield strong lower
bounds on the ATP’s waste objective and thereby achieve previously unknown cost lower
bounds for several ATP benchmark instances.

Future work could investigate extending the column generation method within the
branch-and-price framework.

7 We omit tables with the detailed individual cost components due to space limitations in this paper, but
full results are publicly available at https://doi.org/10.48436/qvzg8-c9t90.
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A  Formal Specification of the ATP

Using the instance parameters shown in Table 5 and the variables shown in Table 6 the
constraints of the ATP are defined as follows:®

Table 5 Input parameters of the ATP.

Description Parameter

Set of colors C
Set, of programs P
Set of mould types M
Set of product lines L
Set of demands D

Setup time between identical programs sjeN
Setup time between different programs speN
Max product types per job w € Ny
Min cycles per job Cmin € N>o
Max cycles per job cmax € N>o

Number of available moulds per type am € NVme M
Number of mould slots per program amp, e NVp e P
Cycle time per program tp, € Nso Vpe P
Admissible program per mould type Pm € PVYme M
Product line of each mould type lm e LYmeM
Requested mould type per demand dmg € M Vd €

Requested mould quantity per demand
Due date of each demand

Requested color for each demand
Set of compatible colors per color

dcq e CVde D
comp. € 2 Ve e C

Table 6 Variables of the ATP.

Description

Variables

Number of assigned jobs

Program assigned to each job

Length of each job (i.e. the number of cy-
cles)

The number of mould types (with color)
assigned to each job

The total number of mould types (with
color) produced by each job

The processing time for each job

The finishing time for each job

The finishing job for each demand (after

completion the demand is fulfilled)

JEN J={1,....5}
jpieP Yield
jli€N>0 VieJ

iMimec €EN VieJme M, ceC
totaljmi m,c = jMim,c - jli
Jt; € Nso VieJ

je¢€N>o ViedJ
dja€J YdeD

The number of assigned moulds to each job must be equal to the number of mould slots

of the job’s program:

Z iji,m,c = aMjp,) VieJ

meM ceC

8 We make use of the Iverson bracket notation: [P] = 1, if P = true and [P] = 0 if P = false

Vie JmeM,ceC
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The number of scheduled moulds per job must not exceed mould availability:

iji,m,c <ay, VieJmeM
ceC

the allowed maximum:

SN (=1 [Mime >0) <w VieJ

ceClelL meM

The number of different product types within a single job must be less than or equal to

All demands need to be fulfilled:

Z[dmd =mAdcg=c] dgg < Ztotaljmi,mc VYme M,ceC
deD ieJ

Job moulds must be compatible with the job’s program:

iji,m,c : []pz #pm] =0 Vie J,m e M
ceC

A single job must not use incompatible colors:

[Z jmi,m,cl > O] S lz jmi,m,cQ = 0‘|
meM

meM
Vie Jep € Coea € (C\ compe,)

Set the job processing times: jt; = jl; - t(jp,) Vi€ J
Set job finishing times:

jei =gty + Y (itk + si + [ipk # jpr—1] - (sp — s4)) Vi € J
k=2

Set demand finishing jobs:
djaq
Ztotaljmi,m,c > Z dqq Vd € D where m = dmy,
i=1 d'eD’

c=dcq, D' ={d € D|ddy < ddy Ndmg =m Adcg = c}

The objective function of the ATP aims to minimize three solution objectives:
1. Minimize the total makespan of the schedule: ms = je;

2. Waste (i.e. the number of excessively produced moulds) should be minimized:

waste = Z Z Z totaljm; m,c — Z dqq

i€cJ meM ceC deD

3. The total tardiness of all demands in the schedule should be mimized:

tard = Z max(0, je(q;,) — dda)
deD

The objectives are aggregated in a normalized weighted sum where objectives marked with *
denote the normalization factors:

L ms waste tard
minimize
ms*  wastex  tardx
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Table 7 Table displaying detailed cost results for stage 1.

grb cg cpsat cpsat-s chuffed chuffed-s cpopt cpopt-s

instance

instancel 17 18 17 17 17 17 17 17
instance2 37 38 36 36 37 36 36 36
instance3 5 6 5 5 5 5 5 5
instance4 5 5 5 5 5 5 5 5
instanceb 22 24 22 22 22 22 22 22
instance6 2 2 2 2 2 2 2 2
instance7 324 323 319 322 1053 427 319 319
instance8 172 157 159 214 162 162
instance9 265 269 261 263 920 333 263 263
instancel0 137 156 137 137 519 158 138 138
instancell 121 119 114 116 169 115 115
instancel?2 60 63 60 60 60 60 60 60
instancel3 487 522 472 469 651 478 478
instancel4 590 580 560 849

instancel5 619 591 537 548 829 597 597
instancel6 640 680 633 638 803 678 678
instancel? 870 822 832 869

instancel8 789 729 697 698 1163 774 773
instancel9 800 804 633 633 857 800 800
instance20 889 725 714 938

Table 8 Table displaying the detailed cost results for stage 2.

®
s
7
A
=

&
w
8

cpsat  cpsat-disj cpsat-disj-s grb
instance

instancel 2
instance2 2.02
instance3 2.24
instance4 2.54
instanceb 2.18
instance6 3.00
instance7
instance8
instance9 2.55
instancel(
instancell 2.61
instancel2 2.52
instancel3
instancel4
instancelb
instancel6
instancel7 3.30 3.21
instancel8

instancel9 2.57 2.57 2.57
instance20 2.58 2.50 2.63
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Table 9 Table displaying the detailed cost results for the final experiments.

haha cpsat cpsat-disj cpsat-disj-s grb  grb-disj

)
&

instance

instancel 2.53 2.55 2.55 2.55 2.55 2.55 2.55
instance2 1.94 1.99 2.03 2.02 2.03 2.04 2.03
instance3 2.23 2.24 2.24 2.23 2.23 2.23 2.23
instance4 2.54 2.54 2.54 2.54 2.54 2.54 2.54
instanceb 2.12 2.22 2.12 2.24 222 2.13  2.16
instance6 3.00 3.00 3.00 3.00 3.00 3.00 3.00
instance? 2.85 2.75 2.74  2.88 2.82 2.71
instance8 2.47 1.76 1.75 1.75 1.89 2.08 1.74
instance9 2.86 2.44 2.40 2.40 248 2.54  2.48
instancel0 2.69 2.02 2.01 2.01 2.18 2.07 2.00
instancell 2.76 2.36 2.37 240  2.63 2.67 2.38
instancel2 2.95 2.53 2.53 2.52 2.52 2.53  2.53
instancel3 2.85 2.54 2.60 2.79 2.87 2.51
instancel4 2.83 2.62 2.66  2.66 2.80 2.46
instancelb 2.81 2.17 2.04 2.30 2.17 2.04
instancel6  2.69 3.07 3.01 3.19 3.25 2.69
instancel? 2.79 2.90 2.96 3.41 2.84
instancel8 2.72 2.31 2.32 245 2.30 2.11
instancel9 2.70 2.19 2.28 2.18  2.47 2.35 2.15
instance20 2.78 2.58 2.42 233  2.73 2.70 2.27

Table 10 Table displaying cost results for experiments with the best performing model on the
full ATP from [19] using CP-SAT (full-cpsat) and Gurobi (full-grb).

full-cpsat  full-grb
instance

instancel 2.53 2.52
instance2 1.92 1.96
instance3 2.23 2.23
instance4 2.54 2.54
instanceb 2.10 2.10
instance6 3 3.00
instance7
instance8
instance9
instancel(
instancell
instancel2 2.54 2.55
instancel3
instancel4
instancelb
instancel6
instancel7
instancel8
instancel9
instance20
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A Two-Stage Constraint Programming Approach for Artificial Teeth Scheduling

—— grb-disj
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Figure 8 Relative lower bounds per instance, achieved by best performing methods for stage 2.

B Additional Experimental Results

Figure 8 displays the best relative lower bounds achieved.

The experiments show that models using the disjunctive global constraint overall produced
the best bounds, except for instance 10. No instance could be solved to optimality within
the runtime limit, but instance 15 was close.

Regarding the makespan and waste objectives, experimental results show that two-stage

approach clearly obtains the best results for all instances. Boxplots are displayed in Figure 9
and Figure 10.

o
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Figure 9 Box plots showing relative waste results for methods that solved all ATP instances.
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Figure 10 Box plots showing relative makespan results for methods that solved all ATP instances.

C Local Search Acceptance Probability

Equation 38 shows how probability p is calculated based on the costs of the current solution
S and the candidate solution S*, which has higher costs than S.

p = eap( f(cost(S*)Tf cost(S))) (38)

Regarding the temperature 7', we set the initial temperature T;,;; and the final tem-
perature T';nq using user-defined parameters. The cooling rate, which determines how
quickly the temperature is lowered after each search iteration, is dynamically adjusted in
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our approach. Thus, the cooling rate for the next iteration is calculated from the average
runtime per move and the remaining time budget. Thus, we set the cooling rate to a value
that ensures that the temperature converges to the final temperature value T'y;nq at the end
of the run time, assuming the current average run time per iteration.

D Computational Complexity

In this section, we briefly discuss the computational complexity of the problems encountered
in stages 1 and 2 of the two-stage approach proposed in this work.

The problem encountered in stage 1 is NP-hard, as we can provide a polynomial-time
reduction from the clique cover problem [10] to the decision variant of the ATPBP introduced
in Section 4: We generate instances for the ATPBP by assigning a unique color to each
node of the clique cover problem, and by creating color compatibilities exactly between those
colors whose associated nodes in the clique cover instance were connected by edges. We also
create a single mold type, set the number of slots per job to the number of nodes, and create
a demand for each color that requires 1 mold. All other ATPBP instance parameters can
be set in a non-restrictive manner. Then, clearly, there exists a solution using a number of
cycles less than or equal to an integer k if and only if there exists a k-clique cover of the
original clique cover problem, as the resulting job patterns directly map to cliques in the
original input graph for clique cover.

The problem encountered in stage 2 is NP-hard, as it is a unique variant of a single-
machine scheduling problem that minimizes tardiness, whose decision variant is known to be
NP-hard [5].
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