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Abstract
Nested counter systems (NCS) are a generalization of counter systems to higher-order counters.
Here, a higher-order counter is allowed to have other (lower-order) counters as elements, instead
of just a number. Such systems can be viewed as working on trees, where the height of the tree
naturally corresponds to the highest order counter that the system is working with. It is known that
the coverability problem for NCS, which asks if a given final tree can be covered from a given initial
tree, is Fϵ0 -complete. Here Fϵ0 is a class in the fast-growing hierarchy of complexity classes.

In this paper, we consider an extension of NCS called nested reset counter systems (NRCS) that
extends NCS with resets. We show that coverability for NRCS over order-k counters is FΩk -complete
where Ωk is the tower of height k of the ω ordinal. This gives the first natural hierarchy of complete
problems for all of these classes. Furthermore, to prove our upper bounds, we also develop length
function theorems for any fixed amount of applications of the multiset operation on finite sets.

As an application of our results, we improve existing upper bounds for various problems from
XML processing, graph transformation systems, π-calculus, logic and parameterized verification.
Furthermore, using our completeness results for k-NRCS, we also prove FΩk -completeness of the
considered problems from the realms of parameterized verification and logic, for all k.
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1 Introduction

The last decade has seen the rise of a significant research program in theoretical computer
science, namely understanding the precise complexity of problems which are non-elementary,
i.e., problems whose running times cannot be bounded by any fixed tower of exponentials
of the input size. This has resulted in the development of a rich collection of mathematical
techniques in order to prove both upper and lower bounds for various decision problems.
Examples of such problems include reachability for Petri nets [37, 36, 10], coverability for lossy
counter machines and lossy channel systems [45, 18, 44], emptiness of alternating 1-register
and 1-clock automata [32, 13], coverability for unordered data nets, ν-Petri nets and various
other enriched nets [41, 35, 27], analysis problems for fragments of π-calculus [39, 4, 2],
broadcast networks [3, 12], bisimulation equivalence of pushdown automata [30], rewriting
systems [28, 22] and logics [5, 23, 24, 34, 33]. We refer the reader to the excellent survey
by Schmitz [43] for a wide collection of such problems from automata theory, logic, formal
languages and verification, which have been proven to be complete for various classes in the
fast-growing hierarchy of complexity classes. This hierarchy allows for a finer classification of
the complexity of problems lying beyond the elementary realm.
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11:2 The Complexity of Nested Reset Counter Systems

When such results are viewed from a tractability perspective, they are naturally negative.
However, what we get out of them are fundamental insights that allow us to transfer techniques
across a wide range of domains. Furthermore, there are various non-elementary problems for
which tools have been developed (such as MONA for solving WS1S [15]) and considerable
effort has been spent in developing approximations for well-studied and important non-
elementary problems such as the Petri net reachability problem [6, 8, 9, 7, 21, 25, 17]. This
implies that understanding the precise complexity of a problem can help us solve it by
reducing it to other well-studied problems from different fields.

In this spirit, one of the most fundamental tools that allow us to understand the complexity
of problems is the notion of completeness. Indeed, once we have proven a problem to be
complete for a certain class, we can now use this problem to prove hardness results for
problems of interest to us, instead of starting from scratch, i.e., from Turing machines
or Minsky machines. (A similar argument applies for obtaining upper bounds as well).
Completeness is such a fundamental notion of complexity classes, that once a complexity
class has been introduced, almost always “natural” complete problems for it are sought, i.e.,
complete problems that are not defined explicitly by Turing machines. For instance, in their
invited paper for CONCUR 2013 [47], Schmitz and Schnoebelen explicitly state the program
of investigating “master” complete problems for classes in the fast-growing hierarchy. Various
results have been proven in the context of this program, allowing the complexity classes
along this hierarchy to be populated with a wide variety of problems [43].

This paper is a contribution to this line of research. We consider an infinite hierarchy of
complexity classes and produce the first natural hierarchy of complete problems for all of
these classes. More precisely, for every fixed exponential tower of the ordinal ω of height
k (hereafter denoted by Ωk), we provide a complete problem for the complexity class FΩk

.
Some of the milestones along this hierarchy include FΩ1 = Fω, also called the Ackermann
class and FΩ2 = Fωω , also called the Hyper-Ackermann class. Prior to our results, (natural)
complete problems were known only for the first 3 levels of this hierarchy. We generalize
these results and provide complete problems for all of these levels.

The specific hierarchy of problems that we prove to be complete are inspired by a model
of computation working over higher-order counters. Intuitively, an 1-order counter is a usual
counter over the natural numbers, which we can either increment or decrement by a constant.
A 2-order counter is a counter in which we can increment or decrement 1-order counters. A
3-order counter similarly then works over a 2-order counter and so on. Such systems can be
naturally viewed as labelled trees, where a tree of height 1 can model a collection of 1-order
counters (The root models the state of the machine and the number of children of the root
with label ℓ denotes the value of the counter ℓ). A tree of height 2 can similarly model a
collection of 2-order counters and so on. Such a model is called a nested counter system,
which has been considered in [11].

In this paper, we extend this model to also allow reset operations to the counters. For
instance, over 1-order counters, this would simply correspond to resetting the value of a
counter to 0, giving rise to the equivalent model of reset Petri nets [48]. The resulting systems
that we get out of adding resets to nested counter systems are called nested reset counter
systems (NRCS). The main result of this paper is to show that the coverability problem for
k-dimensional nested reset counter systems, is FΩk

-complete for any k. This generalizes the
known result for k = 1 [43, Section 6.1.2].

In order to prove our upper bound results, we develop length function bounds for nested
multiset well-quasi-orders. Intuitively, a nested multiset well-quasi-order is obtained by
starting from the empty set and then closing it under disjoint sums as well as applications
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of any fixed number of the multiset operation on well-quasi-orders. As one of our main
contributions, we provide upper bounds on the so-called controlled bad sequences for such
well-quasi-orders.

We demonstrate the applicability of our results and the NRCS model in understanding
the complexity of other problems, by providing various applications: As a first step, we use
the upper bound techniques developed in this paper to improve existing upper bounds in the
literature for a hierarchy of problems from various fields such as XML processing [22], graph
transformation systems [31], π-calculus [39], parameterized verification [12] and logic [11].
Furthermore, we use our completeness result for NRCS to show that the hierarchy of problems
from parameterized verification and logic are also complete for FΩk

for each k, thereby adding
more natural problems for all of these complexity classes. This demonstrates the efficacy of
NRCS to serve as master problems for all of these classes, thereby contributing significantly
to the program of understanding decision problems beyond the elementary regime.

Related work. The closest work to ours is [11], where the authors proved that the coverability
problem for k-dimensional nested counter systems (without resets!) is FΩk−1-hard and in
FΩ2k

. Our result significantly improves upon their upper bound by bringing it down to FΩk
.

Length function theorems for various well-quasi-orders are known in the literature - for
instance for the product ordering over the natural numbers [18], for the subword ordering [45],
for powersets and multiset of natural numbers [41], for the priority subword ordering [26] and
for multisets of words [24]. However, none of those results except for the priority subword
ordering are applicable in our setting, because they can only be used on problems lying
in classes below FΩ4 . The priority subword ordering is a general tool that can be used to
place a problem in Fϵ0 (roughly speaking, ϵ0 is the limit of Ω1, Ω2, · · · ); however, since tight
bounds are not known for it, we cannot use them in our setting here.

As mentioned before, many results are known regarding complete problems for the first
three levels FΩ1 , FΩ2 and FΩ3 of the hierarchy and also for classes below FΩ1 , as well as for
classes between FΩ1 and FΩ2 . However, prior to our results, no natural complete problems
were known for FΩk

for any k > 3. Curiously, however, we do know of complete problems for
Fϵ0 [26, 11, 4]. But a finer understanding of the classes in between FΩ3 and Fϵ0 was missing
prior to our work. As we demonstrate, this is not due to a lack of interesting problems - any
fixed problem in the hierarchy of problems mentioned above in parameterized verification,
logic and other fields fall between FΩ3 and Fϵ0 .

Our techniques. As mentioned above, there are no known natural complete problems
for FΩk

for any k > 3. Hence, our lower bounds are from first principles, i.e., proven by
reductions from bounded counter machines. To this end, we show that k-NRCS can be used
to perform weak computations of Hardy functions and their inverses - this allows us to build
a very large but ultimately bounded counter which we can use to simulated bounded counter
machines.

Similar techniques have been used for proving lower bounds for other problems in the
literature; for instance, the ideas closest to ours are from [11] for proving hardness of k-
NCS (note the absence of resets). However, the hardness result was only for the class
FΩk−1 . Furthermore, their construction seems to contain a subtle flaw: To perform (weak)
computations of Hardy functions, the underlying machines need to be able to represent and
manipulate ordinals. One important operation that would be necessary to implement such
computations would be to (lossily) identify the smallest term in the CNF of a represented
ordinal. The construction given in [11] seems to use the embedding ordering on ordinals in
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11:4 The Complexity of Nested Reset Counter Systems

order to isolate the smallest term, i.e., when it compares two terms, it is only guaranteed to
return a term that is smaller than both in the embedding ordering. This indicates that there
will be no reliable run of the Hardy computation, when two terms are incomparable under
the embedding ordering (for instance, when comparing ωω and ω2, the construction in [11]
seems to always return some ordinal below ω, whereas it must allow to return any ordinal
below ω2). To overcome this, we develop novel gadgets that allow us to compare two different
terms in the representation of an ordinal and (lossily) pick the smaller one among them
according to the usual ordering. This requires various new ideas that allows to construct
such “comparator” gadgets for ordinals below Ωk, in an inductive fashion. Furthermore, since
a k-NRCS can be easily simulated by a 2k-NCS, this also allows to show a FΩk

-hardness
result for coverability of 2k-NCS, thereby correcting the proof in [11] and recovering the
Fϵ0 -completeness result of [11].

Turning to upper bounds, we use the framework of well-structured transition systems
to show that coverability for k-NRCS is decidable and bound its running time by length
function theorems for normed well-quasi-orders (nwqos). To estimate the latter, we interpret
trees of height k as k-nested applications of the multiset operator to a finite set. Then, using
the framework developed by Schmitz, Schnoebelen and others [18, 45, 41, 24], we develop
length function theorems for such nested multiset nwqos, which allows us to prove that
coverability of k-NRCS is in FΩk

. While [41] provides such a length function theorem for
2-nested multiset nwqos, we show how to generalize the insights there to all k, by designing
the right operators for defining k-nested multiset nwqos.

Finally, we show that the upper bound techniques developed here are of wider applicability
beyond just k-NRCS. We use it to reduce the current upper bounds for hierarchies of
problems from XML processing, graph transformation systems and π-calculus. Combining
these techniques with the lower bound of k-NRCS also allow us to prove other complete
problems from the fields of parameterized verification and logic for all FΩk

. We believe this
is evidence that the model of NRCS is well-suited to understand complexity classes in the
fast-growing hierarchy.

The rest of this paper is structured as follows: In Section 2 we introduce the model
of k-NRCS. In Section 3, we prove the FΩk

lower bound for coverability of k-NRCS. In
Section 4, we provide the corresponding tight upper bounds. In Section 5, we present the
applications of k-NRCS to other models from the literature. We then conclude in Section 6.

2 Preliminaries

In this section, we introduce our model of nested reset counter systems (NRCS) and state
our main result regarding them. We begin by defining NRCS.

2.1 Nested Reset Counter Systems

Nested Reset Counter Systems (NRCS) are a generalization of usual counter systems to
higher-order counters, i.e., counters which can themselves contain other (lower-order) counters.
The essential idea is that an 1-order counter is a usual counter over the natural numbers,
which can either add or subtract 1. A 2-order counter is a counter which can add or subtract
1-order counters and so on. As mentioned in the Introduction, a system with k-order counters
can be readily interpreted as labelled trees of height k. Addition and subtraction operations
on the counters then correspond to creating and destroying nodes in the respective tree.
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Figure 1 A run of the machine from Example 1.

Viewed this way, an NRCS is similar to the model of nested counter systems (NCS) [11,
Section 3] (which itself is similar to the model of nested Petri nets [38]). However, in the
NCS model, only addition and subtraction operations are allowed. An NRCS extends an
NCS by also allowing (higher-order) counters to be reset. We now proceed to formally define
the syntax and semantics of an NRCS.

A k-NRCS is a tuple N = (Q, δu, δr) where Q is a finite set of states, δu ⊆
⋃

1≤i,j≤k+1(Qi×
Qj) is a finite set of update transitions and δr ⊆

⋃
1≤i≤k(Qi × Q × Qi) is a finite set of reset

transitions. The union of both δu and δr will be called the set of transitions of N . For ease
of notation, we will depict an update transition ((p0, . . . , pi), (q0, . . . , qj)) as (p0, . . . , pi)

u
99K

(q0, . . . , qj). Similarly, we will depict a reset transition ((p0, . . . , pi), (p), (q0, . . . , qi)) as
(p0, . . . , pi)

r,p
999K (q0, . . . , qi).

The set CN of configurations of N is defined as the set of all finite, rooted, unordered
labelled trees of height at most k, with labels from the set Q. (Throughout this paper, we
will refer to a node at level i in a tree if it is at distance i from the root). The operational
semantics of N is defined in terms of a step relation −→⊆ CN × CN on its configurations. This
relation −→ will be based on the transitions of N , which we distinguish into three cases.

Suppose t = (p0, . . . , pi)
u
99K (q0, . . . , qj) is an update transition such that i ≤ j ≤ k (If

i = j then t is a renaming transition and if i < j, then t is an incrementing transition).
We say that there is a step between a configuration C and a configuration C ′ by means of
the transition t (denoted by C

t−→ C ′), if there is a path v0, . . . , vi in C starting at the root
such that for each 0 ≤ ℓ ≤ i, vℓ is labelled by pℓ and C ′ is obtained from C by 1) for every
0 ≤ ℓ ≤ i, changing the label of vℓ to qℓ and 2) for every i + 1 ≤ ℓ ≤ j, creating a new node
vℓ with label qℓ and attaching it as a child to vℓ−1.

Suppose t = (p0, . . . , pi)
u
99K (q0, . . . , qj) is an update transition such that j < i ≤ k (We

say that t is a decrementing transition). Then C
t−→ C ′, if there is a path v0, . . . , vi in C

starting at the root such that for each 0 ≤ ℓ ≤ i, vℓ is labelled by pℓ and C ′ is obtained
from C by 1) for every 0 ≤ ℓ ≤ j, changing the label of vℓ to qℓ and 2) removing the subtree
rooted at vj+1.

Finally, suppose t = (p0, . . . , pi)
r,p
999K (q0, . . . , qi) is a reset transition with 0 ≤ i < k.

Then C
t−→ C ′, if there is a path v0, . . . , vi in C starting at the root such that for each

0 ≤ ℓ ≤ i, vℓ is labelled by pℓ and C ′ is obtained from C by 1) for every 0 ≤ ℓ ≤ i, changing
the label of vℓ to qℓ and 2) removing every subtree rooted at a child v of vi such that v is
labelled by p.

We say that C −→ C ′ if C
t−→ C ′ for some transition t. We say that C

∗−→ C ′ if there is a
sequence of steps C

t1−→ C1
t2−→ C2 . . . Cn−1

tn−→ C ′ for some t1, t2, . . . , tn and some C1, . . . , Cn.
If C

∗−→ C ′ holds, we say that C can reach C ′. Finally, we say that a k-NRCS N is a k-NCS,
if its set of reset transitions is empty.

▶ Example 1. Consider a 2-NRCS with states {q0, q1, q2, q3} and transitions given by
t1 := (q0, q1) u

99K (q1), t2 := (q1) u
99K (q0, q1, q2) and t3 := (q0)

r,q1
999K (q3). A run of this

machine is given in Figure 1.
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11:6 The Complexity of Nested Reset Counter Systems

To state the problem of interest to us, we need to set up some notation. We say that a
configuration C is smaller than another configuration C ′, denoted by C ≤is C ′ if C is an
induced subgraph of C ′, i.e., there exists an injection h from the nodes of C to the nodes
of C ′ such that 1) h maps the root of C to the root of C ′, 2) for every node u ∈ C, the
labels of u and h(u) are the same and 3) for any two nodes u, v ∈ C, (u, v) is an edge in C

iff (h(u), h(v)) is an edge in C ′. It can be easily seen that C ≤is C ′ iff C can be obtained
from C ′ by deleting some subtrees in C ′.

We say that a configuration C can cover a configuration D if C can reach a configuration
C ′ that is bigger than D i.e., there exists C ′ such that C

∗−→ C ′ and C ′ ≥is D. We are now
ready to state the main problem that we shall consider in this paper, namely the coverability
problem for k-NRCS

Coverability for k-NRCS
Given: A k-NRCS N and two configurations C, C ′

Decide: Whether C can cover C ′

The main result of this paper is to provide tight complexity results for this problem, for
every k. To that end, we first introduce the complexity classes that we shall require, namely
the fast-growing complexity classes.

2.2 Fast-growing Complexity Classes

The fast-growing hierarchy of complexity classes are defined using a hierarchy of functions
indexed by ordinals. To that end, we recall some basic facts about ordinals.

Ordinal Terms. Throughout this paper, an ordinal term (or simply ordinal) is any term
that can be obtained by the following grammar

α := 0 | α + α | ωα

where addition, i.e., the + operator, is associative with 0 as the neutral element. We often
use 1 for the term ω0 and ω for ω1. The set of ordinals can be ordered by a linear order <

defined as follows: For any two ordinals α, α′ we have α < α′ iff either 1) α = 0 and α′ ̸= 0 or
2) α = ωβ + γ, α′ = ωβ′ + γ′ and β < β′ or 3) α = ωβ + γ, α′ = ωβ′ + γ′, β = β′ and γ < γ′.

An ordinal α is in Cantor Normal Form (CNF) if α = ωα1 + ωα2 + · · · + ωαn where
α1 ≥ α2 ≥ · · · ≥ αn are ordinals that are themselves in CNF. The terms ωα1 and ωαn are
respectively called the biggest and smallest terms in the CNF of α. If αn = 0, then α is a
successor ordinal and if αn > 0, then it is a limit ordinal. We will usually use λ to denote
limit ordinals throughout this paper. Note that, in the CNF notation, 0 is the empty sum,
and each number c ∈ N is simply

∑c
i=1 ω0 =

∑c
i=1 1.

For c ∈ N, let ωβ · c denote
∑c

i=1 ωβ . We sometimes write ordinals in a strict form as
α = ωβ1 · c1 + ωβ2 · c2 + · · · + ωβm · cm where β1 > β2 > · · · > βm and the coefficients ci are
all strictly positive. We can use CNF (or its strict form) to represent any ordinal less than
ϵ0 (where ϵ0 is the supremum of ω, ωω, ωωω

, . . . ).
We end this introduction to ordinals, by defining the natural sum operator ⊕ as follows:

(
∑n

i=1 ωαi) ⊕ (
∑m

j=1 ωβj ) =
∑n+m

ℓ=1 ωγℓ where γ1 ≥ γ2 ≥ · · · ≥ γm+n is a rearrangement of
α1, · · · αn and β1, · · · , βm.
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Hardy, Cichoń and the Fast-Growing Hierarchies. Using ordinals, we can now describe the
required hierarchy of functions and its complexity classes. First, we introduce a definition.

A fundamental sequence for a limit ordinal λ is a sequence of ordinals (λx)x∈N whose
supremum is λ. We fix this sequence as follows:

(γ + ωβ+1)x = γ + ωβ · x, (γ + ωλ)x = γ + ωλx

Using fundamental sequences, we can now define a hierarchy of functions as follows. Let
h : N → N be a strictly increasing function. The Hardy hierarchy for h is given by a hierarchy
of functions (hα)α<ϵ0 as

h0(x) = x, hα+1(x) = hα(h(x)), hλ(x) = hλx(x)

Similarly the Cichoń hierarchy for h is given by

h0(x) = 0, hα+1(x) = 1 + hα(h(x)), hλ(x) = hλx
(x)

Finally, the fast-growing hierarchy for h is given by

fh,0(x) = h(x), fh,α+1(x) = fx
h,α(x), fh,λ(x) = fh,λx

(x)

where fx
h,α denotes the x-fold composition of fh,α with itself.

We will use Hα, Hα and Fα to denote the Hardy, Cichoń and fast-growing hierarchies
that we get when h is the successor function. It is known that F2 grows like an exponential
function, F3 grows much faster than any fixed tower of exponentials and Fω grows roughly
like the Ackermann function.

Fast-growing complexity classes. We now use the fast-growing hierarchy defined above to
define our fast-growing complexity classes. Recall the functions Fα obtained by instantiating
the fast-growing hierarchy on the successor function. Using this, we are now going to define
two hierarchies of complexity classes.

The first one is a complexity class of functions, called the extended Grzegorczyk hierarchy.
More precisely, for any ordinal α > 2, we set F<α as the collection of all functions from N
to N that can be computed by a deterministic Turing machine running in time Fβ(n) for
some β < α. Intuitively, F<α contains functions that grow strictly slower than Fα(n). Of
special interest to us are the functions from ∪n<ω Fn, which are called the class of primitive
recursive functions.

The second one is a complexity class of decision problems, called the fast-growing
complexity classes. More precisely, for any ordinal α > 2, we set Fα as the collection of
decision problems solvable by a deterministic Turing machine running in time Fα(p(n)) for
some p ∈ F<α. Intuitively, Fα contains all decision problems that can be solved in time
bounded by Fα composed with some “slower” function p(n) ∈ F<α. This composition of Fα

with a “slower” function is required in order to get Fα-completeness through F<α-reductions.
Having defined the fast-growing complexity classes, we are now in a position to state

the main result of this paper. For any k, let Ωk denote the ordinal obtained by a tower of
exponents of ω of height k, i.e., Ω1 = ω and Ωk+1 = ωΩk . Our main result is that

▶ Theorem 2. For any k ≥ 1, the coverability problem for k-NRCS is FΩk
-complete.

LICS 2026



11:8 The Complexity of Nested Reset Counter Systems

3 Lower Bound for Coverability of k-NRCS

In this section, we prove an FΩk
lower bound for the coverability problem for k-NRCS. We

do this by reducing from the coverability problem for HΩk+1-bounded Minsky machines. A
Minsky machine is a machine with some number of counters, which it can either increment,
decrement or test for zero. Intuitively, they are just like a 1-NRCS except instead of having
resets, they have zero-tests. They are well-known to be an equivalent model to Turing
machines. The reachability problem for HΩk+1 -bounded Minsky machines asks to decide, if a
given Minsky machine with a finite set of states Q can start from a given initial configuration
and cover a given final configuration using runs where its counters are bounded by HΩk+1(|Q|).
(Recall that HΩk+1 is the Hardy function obtained from the successor function at ordinal
Ωk+1). This problem is known to be FΩk

-hard [43, 20]. In order to give the reduction from
this problem to coverability for k-NRCS, we need some notation and auxiliary results, which
we shall now state.

3.1 Encoding Ordinals by Labelled Trees

As a first step, recall that the Hardy function HΩk+1 is defined inductively in terms of
ordinals below Ωk+1. Intuitively, this means that, if we want to simulate counters bounded
by HΩk+1(n) (for some n) in a k-NRCS, we need to have the ability to manipulate ordinals
up till Ωk+1 using k-NRCS. To this end, we provide a way of encoding ordinals less than
Ωk+1 as labelled trees of height at most k in the following way.

Fix a number ℓ for the rest of this section and consider all ordinals below (Ωk+1)ℓ.
(Recall that this is the ℓth element in the fundamental sequence for Ωk+1 and is just

ω···ωℓ
}

k stacked ω′s). To each α ≤ (Ωk+1)ℓ, we first associate a forest FOα of height at
most k as follows: If α = 0, then FOα is the empty forest; Otherwise, let α =

∑n
i=1 ωβi in

CNF. Intuitively, FOα will have one tree for each ωβi , obtained by unifying all of the trees
in FOβi

by a new root. More precisely, each tree of the forest FOα is obtained by taking
each FOβi

and connecting all of the trees in FOβi
by a new root labelled by ω.

Note that FOα only gives us a forest of height at most k and not a tree of height at most
k. To remedy this, for every ordinal α ≤ (Ωk+1)ℓ, we can define a tree T ′

α which is obtained
by taking all the trees in the forest FOα and connecting them with a new root labelled by ω.
(In this notation, T ′

0 is then the empty tree).
However, there is still a problem, namely that the tree T ′

α can be of height k + 1. Hence,
in case T ′

α has height k + 1, we need to cut down one of its levels. To this end, note that
any node at level k in T ′

α can have at most ℓ children; indeed, if it has more than ℓ children,
then α > (Ωk+1)ℓ, which would be a contradiction. Therefore, we can compress a level in T ′

α,
by taking any node at level k in T ′

α with 0 ≤ j ≤ ℓ children and replacing this node and its
children with a single node labelled by ωj . In this way we get a new tree Tα of height at
most k. (Note that if there are no nodes at level k in T ′

α, then Tα is simply T ′
α). We stress

that the exact labels of the nodes in all but the kth level of Tα are irrelevant - they are all ω.
Hence, even if we rename all the labels except the ones from the kth level, we will still have
a representation of the ordinal α, i.e., given any tree constructed by renaming Tα in this
way, we should still be able to uniquely identify the underlying ordinal α. This holds even
if we rename the labels at the kth level, as long as the renaming also preserves the original
label, i.e., the renaming is done as a pair with both a new label as well as the old label in
ω0, . . . , ωℓ.
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Figure 2 Trees T ′
1, T1, T ′

ω+1 and Tω+1, given in that order for k = 1 and ℓ = 2.

▶ Example 3. Fix k = 1 and ℓ = 2. Let us consider the ordinals 1 = ω0 and ω +1 = ωω0 +ω0.
Its trees T ′

1, T1, T ′
ω+1 and Tω+1 are given in Figure 2.

Having defined this encoding of ordinals into trees, we now show that we can (weakly)
compute the value HΩk+1(n) using k-NRCS for any number n. To this end, we first view
Hardy computations as a set of rewrite rules over pairs (α, n) with α ≤ (Ωk+1)ℓ and n ∈ N:

(α + 1, n) →H (α, n + 1) (λ, n) →H (λn, n)

If we let ∗−→H denote the reflexive and transitive closure of this relation, then, by the definition
of the Hardy functions, we have that (α, n) ∗−→H (α′, n′) implies Hα(n) = Hα′(n′).

We will now construct k-NRCS that can mimic these rewrite rules. To make this more
precise, first we define a tree Cα,n for any ordinal α ≤ (Ωk+1)ℓ and any number n as follows:
We take the tree Tα and to its root, we add n children, each labelled by a symbol #. The
core results behind our lower bound are the following two theorems. Intuitively, they say
that it is possible for k-NRCS to compute the Hardy function Hα(n) for any α ≤ (Ωk+1)ℓ

and any n. We first describe the first main theorem.

▶ Theorem 4. There exists a k-NRCS N fwd such that for any α ≤ (Ωk+1)ℓ

If (α, n) ∗−→H (α′, n′), then there exists a run from Cα,n to Cα′,n′ in N fwd.
Suppose there exists a run in N fwd from Cα,n that ends in a configuration C ′ with the
root labeled by ω. Then C ′ = Cα′,n′ for some α′ ≤ (Ωk+1)ℓ, n′ ∈ N and there exists α′′, n′′

such that Tα′ ≤is Tα′′ and Hα′(n′) ≤ Hα′′(n′′) = Hα(n).

Note that this theorem guarantees that we can compute the Hardy function in a weak
sense. More precisely, the first condition guarantees there will be a run which will start from
Cα,n and will reach C0,n′ where Hα(n) = H0(n′) = n′. However, the second condition is
only a weak converse to the first one, in the sense that it only guarantees that other runs of
the machine will never exceed Hα(n) (but can go lower than it).

Similar to the above theorem, we also show the following theorem, which shows that we
can compute the Hardy function in a backward manner, i.e., going from C0,n′ to Cα,n.

▶ Theorem 5. There exists a k-NRCS N bwd such that for any α ≤ (Ωk+1)ℓ

If (α′, n′) ∗−→H (α, n) with α′ ≤ (Ωk+1)ℓ, then there exists a run from Cα,n to Cα′,n′ in
N bwd.
Suppose there exists a run in N bwd from Cα,n that ends in a configuration C ′ with the
root labeled by ω. Then, C ′ = Cα′,n′ for some α′ ≤ (Ωk+1)ℓ, n′ ∈ N and there exists
α′′, n′′ such that Tα′ ≤is Tα′′ and Hα′(n′) ≤ Hα′′(n′′) = Hα(n).

If we can prove these two theorems, then we can generalize the ideas given in [48, 26] to
simulate HΩk+1 -bounded Minsky machines using k-NRCS. Indeed, given any such machine M
with states Q, we set α = (Ωk+1)|Q| and weakly compute the Hardy function HΩk+1(|Q|) =
Hα(|Q|) using N fwd to get some value n. Then, we start simulating M by 1) replacing its
zero-tests with resets and 2) balancing any increments/decrements in the counters of M
with decrements/increments in the counter containing the value n (hence this counter acts
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11:10 The Complexity of Nested Reset Counter Systems

as a budget for the other counters). Note that replacing zero-tests with resets can cause
“lossy” errors, i.e., might make the simulation take a transition even when the counter value
is not zero, which in turn, might make the total value of all the counters drop. Then when
the simulation of M reaches a final state, we start moving all the values from the counters
of M to the budget counter and start running N bwd. By the Theorem 5, if we can cover
Cα,|Q|, then we are guaranteed that the value in the budget counter was never lost and so all
the resets behaved like zero-tests in the simulation of M. This will then prove the required
lower bound for k-NRCS.

Hence, to prove the lower bound, it suffices to prove Theorems 4 and 5. We will present
here the main ideas behind Theorem 4; the ideas for Theorem 5 are similar and dual to it.

Proof structure of Theorem 4

Before we present the main ideas behind Theorem 4, we first give a global picture of how the
construction shall proceed. First in Subsection 3.2, we show that constructing N fwd can be
reduced to constructing two types of gadgets using k-NRCS, that we call the k-smallest-child
gadget and k-copy gadget respectively. Intuitively, the k-smallest-child gadget, when applied
on a tree that looks like Tα, identifies the subtree that corresponds to the smallest term in
the CNF of α. Similarly, a k-copy gadget can be used to copy a subtree of some given tree.
Using these two types of gadgets, in Subsection 3.2 we show that N fwd can be constructed.

Then, in Subsection 3.3, we show how to construct these gadgets. To begin with, we
show how k-copy gadgets can be constructed for any k ≥ 1, by a DFS style exploration of
the tree. To construct the k-smallest-child gadget, we introduce two other types of gadgets,
that we call k-comparator gadget and k-biggest-child gadget respectively. Just like the
k-smallest-child gadget, both these gadgets work on trees that look like Tα for some ordinal α.
The k-biggest-child gadget is just like the k-smallest-child gadget, except it marks the subtree
that corresponds to the biggest term in the CNF. The k-comparator gadget is a weaker type
of gadget compared to the k-smallest-child and k-biggest-child gadgets and can only be used
to compare two different subtrees and mark which one the two terms corresponding to these
two subtrees is smaller.

We then show how to construct all these three types of gadgets, by induction on k. For the
base case, we first show that a 1-comparator gadget can be easily constructed. Then, assuming
a k-comparator gadget exists (for some k), we show how to construct a k-smallest-child
gadget and a k-biggest-child gadget. Finally, assuming that k-comparator, k-smallest-child
and k-biggest-child gadgets exist (for some k), we construct a (k + 1)-comparator gadget.
Chaining all of these results, proves that all three types of gadgets exist for any k. See
Figure 3 for a pictorial representation of this inductive construction.

With this global picture in mind, we now move to Subsection 3.2, where we show how to
prove construct N fwd, assuming k-smallest-child and k-copy gadgets exist.

3.2 Computing Hardy Functions
Before we define our smallest-child and copy gadgets, we set up some intuition as to why they
are needed for constructing N fwd. Recall that (α+1, n) →H (α, n+1) and (λ, n) →H (λn, n).
Hence, in order to perform the Hardy computations using k-NRCS, we need a way to move
from Cα+1,n to Cα,n+1 and from Cλ,n to Cλn,n. The former is quite easy - we need to remove
one ω and in its place, add a #. However, the latter is quite tricky - We have to compute λn

from λ, i.e., the nth element in the fundamental sequence of λ. To do this, we first need to
isolate the smallest term in the CNF of λ. This poses a challenge when working over Cλ,n,
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1-comp.
gadget
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1-biggest
-child gadget

2-comp.
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2-smallest
-child gadget

2-biggest
-child gadget

3-comp.
gadget · · ·

Figure 3 Inductive construction of the k-comparator, k-smallest-child and k-biggest-child gadgets.
Arrows from a set of gadgets S to a gadget G means that G can be constructed assuming all the
gadgets in S exist.

since the tree is unordered. To perform this successfully, we need a gadget which allows us
to isolate the subtree corresponding to the smallest term in the CNF of λ. We now formalize
and construct such a gadget.

Fix some k and consider some α ≤ (Ωk+1)ℓ. Consider the tree Tα. Note that, by
construction, every child subtree of the root of Tα corresponds to a unique term in its CNF,
whose child subtrees correspond to unique terms in their CNFs and so on. Also, recall that
the exact labels of the nodes in all but the kth level are irrelevant, i.e., even if we change the
labels of Tα whilst retaining the labels of the nodes in the kth level, the resulting tree still
uniquely represents α, the resulting children of the root still uniquely represent terms in the
CNF of α and so on. We will call a tree T an encoder for α if T is obtained from Tα by any
such renaming.

We shall now define specific types of encoders for an ordinal α, each of which we will use
for a specific task. The first is called a small-initialized encoder and is defined as follows.

▶ Definition 6. A small-initialized encoder for α is an encoder T where the root is labelled
by startsm.

The root being labelled by startsm signals that we now want to find the smallest term in
the CNF represented by the tree T . Ultimately, we want a gadget that will start from an
initialized encoder and among all ordinals represented by the children of the root marked by
ω, it will mark the child corresponding to the smallest ordinal. To this end, we define a lossy
smallest-child encoder as follows.

▶ Definition 7. Given a small-initialized encoder T for α, a lossy smallest-child encoder for
T is a tree T ′ that looks exactly like T , except for the following changes:

Let v1, . . . , vn be the children of the root labeled by ω in T . T ′ contains all the nodes of
T , except possibly for some nodes in the subtree of any of v1, . . . , vn.
Every node in T ′ has the same label as its corresponding node in T , except that the root
is labeled by endsm, and each vi (if it exists in T ′) is labeled as follows:

If the ordinal represented by the subtree rooted at vi in T ′ is the smallest among all the
ordinals of any of the subtrees of all the other vj in T ′, then vi is labeled by smallest.
Otherwise, vi has the same label as it had in T .

A lossy smallest-child encoder is called a perfect smallest-child encoder if T ′ contains all the
nodes of T .

Ideally, we want a gadget that, starting from a small-initialized encoder T for some α,
arrives at a perfect smallest-child encoder for it. This would, among all the children of the
root marked by ω, correctly pick a node that represents the smallest ordinal in the CNF of
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11:12 The Complexity of Nested Reset Counter Systems

α. However, this is too strong a requirement for k-NRCS. Hence, we will allow the gadget to
make “lossy” errors, i.e., we will allow the gadget to drop nodes from the subtrees of the
children of the root marked by ω. In return, we are only guaranteed that the node marked
by smallest represents the smallest ordinal in T ′ (not in T !). We now formalize what it
means for such a gadget to exist.

▶ Definition 8 (Smallest-child gadgets). A k-smallest-child gadget is a k-NRCS such that for
any α ≤ (Ωk+1)ℓ and any small-initialized encoder T for α:

There exists a run from T to the perfect smallest-child encoder of T .
Suppose there exists a run from T to some T ′ such that the root of T ′ is labeled by endsm.
Then T ′ is a lossy smallest-child encoder of T .

Hence, a smallest-child gadget is always guaranteed to find a lossy smallest-child encoder
of a small-initialized encoder. One of the main results that we shall show in the next
subsection is that

▶ Theorem 9. For any k, a k-smallest-child gadget exists.

Hence, these smallest-child gadgets allow us to identify the smallest term in the CNF of
an ordinal encoded as a tree, thereby facilitating the computation of the nth element in the
fundamental sequence of a limit ordinal λ. However, this alone is not enough to perform
the Hardy computation (λ, n) −→H (λn, n), for the following reason: Suppose λ = γ + ωβ+1

for some γ, β. Then λn = γ + ωβ · n. Hence, after marking the smallest term ωβ+1 in the
encoder, we need to reduce its exponent by one (which is easy) and then copy it n − 1 times
(which is tricky). Hence, we also need a type of copy gadget which makes multiple copies of
a subtree. For this purpose, we define marked encoders and lossy copy encoders as follows.

▶ Definition 10. A marked encoder for α is an encoder for α where the root is labeled by
startcopy and exactly one of its children is labeled by mrkd.

Given a marked encoder T for α, a lossy copy encoder for α is any tree T ′ obtained as
follows: Let v be the child of the root labeled by mrkd in T . T ′ is obtained from T , by first
deleting some (possibly zero) nodes from the subtree of v, then duplicating this subtree as
another subtree of the root and then deleting some (possibly zero) nodes from the subtree of v

and then finally changing the label of the root to endcopy, the label of v to ω and the label of
the copy of v as cpd. A lossy copy encoder is called a perfect copy encoder if no nodes from
the subtree of v were deleted.

Now similar to k-smallest-child gadgets, we can define k-copy gadgets. In the next
subsection we show that

▶ Theorem 11. For any k, a k-copy gadget exists.

Assuming Theorems 9 and 11, we now show how to prove Theorem 4, i.e., how to construct
N fwd. To this end, we have to devise a k-NRCS that allows us to go from Cα+1,n to Cα,n and
Cλ,n to Cλn,n. We have already sketched how to do the former and so we concentrate on the
latter. To go from Cλ,n to Cλn,n, we first invoke the k-smallest child gadget to mark the child
v of the root corresponding to the smallest term of the CNF of λ. We non-deterministically
decide whether this term is of the form ωβ+1 or ωλ′ for some limit ordinal λ′. In the former
case, there must be a leaf child of v, which we remove (to get the ordinal to ωβ) and then
invoke the copy gadget repeatedly for at most n − 1 times (where n is stored by means of n

children of the root labelled by #). We can do this by transforming a # into #′ every time
we invoke the copy gadget, then at some point non-deterministically resetting all the # and
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then transforming all the labels #′ back into #. In the other case of ωλ′ , we now have to
compute λ′

n, for which we need the smallest ordinal in the CNF of the tree of v. So, we now
invoke the (k − 1)-smallest gadget on the node v and then recursively continue.

If we never make any lossy errors, then our computation will be perfect and we will end
up exactly moving to Cλn,n. On the other hand, if we make lossy errors, then the Hardy
computation value will only go smaller, i.e., we will only move to some Cλ′,n′ such that
Hλ′(n′) ≤ Hλ(n). The intuitive reason is that, through lossy errors, we are only dropping
down to lower ordinals (not just over the usual ordering, but in a precise sense over the
so-called embedding ordering, which is the same as the induced subgraph ordering on the
corresponding trees of the ordinals) and this will only make the Hardy computation go
smaller. The construction of the k-NRCS N bwd is symmetric and requires other dual types
of gadgets.

Therefore, in order to prove Theorem 4, it suffices to construct smallest-child and copy
gadgets, which we shall do next.

3.3 Constructing Smallest-Child and Copy Gadgets
We first show how to construct copy gadgets, because we will also need them for our smallest-
child gadgets. The main idea is the following: In order to construct a k-copy gadget, we
need to start from a marked encoder T , where some child v of the root is labelled by mrkd

and we need to (lossily) copy the subtree rooted at v. To begin with, we make another copy
of just the node v (call it v′). Then, the idea is simply to perform a (lossy) depth-first search
(DFS) of the subtree rooted at v and copy branches of this subtree at v to branches of the
subtree at v′. More precisely, we start at v and systematically explore each of its branches in
a DFS manner, marking each branch as we go along. At any point, we non-deterministically
decide if either the current branch can be extended or we have hit a leaf. In the former case,
we recursively continue by selecting some child at the end of this branch. In the latter case,
we simply copy this branch as another branch of v′ and reset all the children of the last node
of this branch. (If we had guessed correctly, there would be no such children to reset; if we
had guessed wrongly, then we make a lossy error). Then we go back up one level along our
current branch and continue the DFS. In this way, we would have (lossily) copied the subtree
of v as the subtree of v′. When we end the DFS, we remove all the marked information from
all of the branches in v and label the root as endcopy and v′ as cpd. This proves Theorem 11.

To show how to construct a k-smallest-child gadget, we first introduce two other types
of gadgets. The first is a k-biggest-child gadget, which given an encoder of some ordinal α,
(lossily) marks the child of the root representing the biggest term in the CNF of α. The
second is a k-comparator gadget, which given an encoder of some ordinal α and two marked
children vA and vB of the root, (lossily) compares the ordinals represented by the subtrees
of vA and vB and marks the smaller one among the two of them. We now show how to
construct all these three types of gadgets, by induction on k, following the structure outlined
in Figure 3.

For the base case of k = 1, we first show the following.

▶ Theorem 12. An 1-comparator gadget exists.

Indeed a 1-comparator gadget can be easily constructed: Any marked children in the
encoder for a 1-comparator gadget are leaves whose labels must have entries of the form ωj

and ωj′ for j, j′ ≤ ℓ and so it is quite easy to compare which of them is bigger (j > j′ or
j < j′) or whether both of them are equal (j = j′) by means of transitions of an 1-NRCS.

As the next step, we show the following.
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▶ Theorem 13. Suppose, for some k, a k-comparator gadget exists. Then a k-smallest-child
gadget exists.

The main idea behind this theorem is the following: In order to compute the child of the
root corresponding to the smallest term, we first pick some child vA of the root labelled by ω.
Then, we pick another child vB of the root labelled by ω and use the k-comparator gadget
to compare the subtrees of vA and vB . Once we have marked the smaller one (say vA), we
label the other one (vB) as ω′ and pick some other child vC labelled by ω to now compare
with vA. We continue doing this until we non-deterministically guess that we have gone over
all of the children. Once we make that guess, we mark the current smallest candidate as
smallest, reset all children of the root labelled by ω, convert all the children of the root
labelled by ω′ back into ω and then mark the root as endsm. This completes the description
of the main idea behind Theorem 13.

As the next step, we can now show the following.

▶ Theorem 14. Suppose, for some k, a k-comparator gadget exists. Then a k-biggest-child
gadget exists.

While the idea behind this theorem is the same as the one for Theorem 13, there is one
non-trivial step. To explain this step, we first outline an incorrect idea and then show how to
correct it: To compute the child of the root corresponding to the biggest term, we pick two
children vA, vB of the root labelled by ω, compare them using the k-comparator gadget and
then mark the bigger one (say vA). Then, we pick another child vC of the root and compare
it with vA and so on. In this way, when we non-deterministically guess that we have gone
over all the children, we stop and declare our current candidate child as the biggest child.

The problem with this approach is the following: After comparing vA with vB , suppose
vA is declared the bigger child. After that, suppose vA and vC are compared and vA is
once again declared the bigger child. Because this computation is lossy and some subtrees
of vA might be lost, it need not be the case anymore that vA is still bigger than vB. To
solve this problem, we do the following: At the start of the computation, we pick some
child vA of the root as a candidate biggest-child and copy its subtree. Then, we keep the
copied version and compare the original version with each of the other children. If all the
comparisons declare that the original version of vA is the bigger child, then since the copied
version was never modified and since the copied version is at least as big as the original
version, we are guaranteed that the copied version of vA is the biggest child. In this way,
we can (lossily) compute the biggest child. This completes the description of the main idea
behind Theorem 14.

As a final step for the induction, we can then show the following theorem.

▶ Theorem 15. Suppose k-comparator, k-smallest-child and k-biggest-child gadgets exist.
Then a (k + 1)-comparator gadget exists.

Similar to Theorem 14, we will first sketch an incorrect idea for this theorem and then
show how to correct it. Suppose we are given two nodes vA and vB of the root and suppose
their corresponding ordinals are α =

∑n
i=1 ωαi and β =

∑m
j=1 ωβj . Note that α < β iff

either α1 < β1 or α1 = β1 and
∑n

i=2 αi <
∑m

j=2 βj . Hence to compare them, we first use the
k-biggest-child gadget to mark the biggest children of vA and vB respectively and then use a
k-comparator gadget on them. If one of them turns out to be smaller than the other, then we
can immediately deduce which one among vA or vB is smaller. On the other hand, suppose
both the biggest children of vA and vB are equal. In that case, we mark them as ω′ and we
move on to finding the next biggest children of vA and vB and repeat the process again.
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However, there is one problem with this approach: Because of lossy computation, upon
applying the k-comparator gadgets on the biggest children of vA and vB , they might cease
to remain as the biggest children of vA and vB. To fix this problem, we do the following:
Before applying the k-comparator gadget on these two biggest children, we first copy them
and then apply the k-comparator gadget on the copies, whilst also performing the exact
same operations of the k-comparator gadget on the original versions. This ensures that the
original versions always stay smaller or equal to the copied versions. Then at the end of
executing the k-comparator gadget, we check that the original versions are still the biggest
children of vA and vB and if so, remove them (if not, we deadlock). Since the copied versions
are at least as big as the original versions, if this check passes, the copied versions will still
remain as the biggest children of vA and vB. This concludes the description of the main
ideas behind Theorem 15, thereby proving Theorem 9 and hence also Theorem 4.

4 Upper Bound for Coverability of k-NRCS

In this section, we prove our upper bound for the coverability problem for k-NRCS. Namely
we shall show that for any k ≥ 1, coverability for k-NRCS is in FΩk

. We first present a
global proof structure of how we prove this result. First, in Subsections 4.1 and 4.2 we
show that k-NRCS can be viewed as a well-structured transition system (WSTS) [1, 19] by
means of the induced subgraph ordering on trees of height at most k, which is known to be a
(normed) well-quasi-ordering (nwqo). This allows us to reduce the problem of proving upper
bounds for coverability of k-NRCS to the so-called length function theorems for controlled
bad sequences over the induced subgraph nwqo. Then, in Subsection 4.3, we show that this
nwqo can be interpreted in terms of another nwqo that we call nested multisets. In the next
three subsections, we then show how to prove length function theorems for controlled bad
sequences over nested multisets. We do this, by leveraging the framework of Schmitz and
Schnoebelen [46]: First, we compute the length function theorems by unraveling the descent
equation; next, we approximate each step of the unraveling by reflections; finally, we use the
machinery of order type and derivatives to bound the estimate of each reflection.

Having stated our proof strategy for the upper bound, we now proceed to Subsection 4.1,
where we recall the notion of well-quasi-orders.

4.1 WQOs and Controlled Bad Sequences

Well-Quasi-Orders. A quasi-order over a set X is a relation ≤X which is reflexive and
transitive. We write x <X y to mean that x ≤X y and y ≰X x. A well-quasi-order (wqo)
over a set X is a quasi-order ≤X such that in any infinite sequence x0, x1, x2, . . . , of elements
from X, there exists i < j such that xi ≤X xj . Finally, a norm function over X is a function
| · |X : X → N such that for any n ∈ N, the set X≤n := {x ∈ X : |x|X ≤ n} is finite.

A normed well-quasi-order (nwqo) is a tuple (X, ≤X , | · |X) such that (X, ≤X) is a wqo
and | · |X is a norm. The set X will be called the domain of the nwqo. If (X, ≤X , | · |X) is a
nwqo and S ⊆ X, then the nwqo induced by S is the nwqo (S, ≤S , | · |S) where ≤S and | · |S
are the restrictions of ≤X and | · |X to S respectively.

Whenever the underlying order ≤X and norm | · |X are clear from the context, we will
drop those and simply refer to the nwqo by the set X. Given any two nwqos X, Y we say
that X ≡ Y when X and Y are isomorphic structures, i.e., there must be an isomorphism f

from X to Y such that x ≤X x′ iff f(x) ≤X f(x′) and |x|X = |f(x)|Y for any x, x′ ∈ X.
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▶ Example 16. Let Γi denote the nwqo over any set {x1, . . . , xi} such that any two distinct
elements are unordered and |xj | = 0 for any j. Clearly, Γi is a nwqo. (Note that Γ0 has
empty domain and is hence called the empty nwqo). Similarly, the set N with the usual
ordering and the identity function as the norm is also a nwqo.

Good, bad and controlled sequences. Let X be a nwqo. A sequence x0, x1, . . . over X is
called good if there are i < j such that xi ≤X xj . A sequence that is not good is called bad.
By definition, every bad sequence in an nwqo is finite.

For our purposes, a control function is any function g : N → N that is strictly increasing,
primitive recursive, inflationary (g(n) ≥ n) and superadditive (g(x + y) ≥ g(x) + g(y)).
For any n ∈ N, a sequence x0, x1, . . . is called (g, n)-controlled if for all i, |xi|X ≤ gi(n) =
g(g(· · · (g(n) · · · ))︸ ︷︷ ︸

i times

. It is known that for every nwqo X, every control function g and every

n, there exists a finite maximum length L for (g, n)-controlled bad sequences of X [45,
Proposition 2.5]. Hence, we can define a length function LX,g(n) which for every X, g, n

maps it to the maximum length of (g, n)-controlled bad sequences over X.

Constructing complex nwqos. The final item that we shall need regarding nwqos are two
constructions that allow us to construct “complex” nwqos from simpler ones. The first
construction that we shall use is the disjoint sums construction.

▶ Definition 17 (Disjoint sums). Let X1 and X2 be two nwqos. Their disjoint sum is
the nwqo X1 + X2 whose domain is the set {(i, x) : x ∈ Xi}, whose ordering is given by
(i, x) ≤X1+X2 (j, x′) iff i = j and x ≤Xi x′ and whose norm is given by |x|X1+X2 = |x|Xi

if x ∈ Xi. It is easy to see that X1 + X2 is a nwqo when both X1 and X2 are. Indeed any
infinite bad sequence over X1 + X2 must contain an infinite bad sequence from either X1 or
X2 and the latter does not exist by assumption.

Given nwqos X1, X2, . . . , Xn, we will use
∑n

i=1 Xi to denote the disjoint sum obtained
by (((X1 + X2) + X3) + · · · + Xn). Similarly, given an nwqo X and n ∈ N, we will use X · n

to denote
∑n

i=1 X. Without loss of generality, X · n is the same as taking n copies of X (i.e.,
domain is {(i, x) : 1 ≤ i ≤ n, x ∈ X}) and comparison can only happen between elements
belonging to the same copy (i.e., (i, x) ≤ (j, x′) iff i = j and x ≤ x′).

The second construction that we shall use is the finite multisets construction. To this
end, we first define a finite multiset over X as a function m : X → N with finite support
sup(m) = {x : m(x) ̸= 0}. We will typically denote finite multisets using a set-like notation;
for instance the finite multiset m(a) = 2, m(b) = 3, m(c) = 1 and m(x) = 0 for all x /∈ {a, b, c}
is denoted by Ha, a, b, b, b, cI or H2 · a, 3 · b, 1 · cI. Given two finite multisets m, m′, we use
m + m′ to denote the finite multiset given by (m + m′)(x) = m(x) + m′(x).

▶ Definition 18 (Finite multisets). Let X be a nwqo. The finite multiset order over X

is the nwqo FM(X) defined as follows: Its domain is the collection of all finite multisets
over X. Its ordering is given by Hx1, . . . , xnI ≤FM(X) Hx′

1, . . . , x′
n′I iff there is an injective

function h : {1, . . . , n} → {1, . . . , n′} such that xi ≤X x′
h(i) for all i. Finally, the norm

of an element m = Hx1, . . . , xnI is given as |m|FM(X) =
∑

1≤i≤n max(|xi|X , 1) (An easier
alternative would have been to just define |m|FM(X) as

∑
1≤i≤n |xi|X , but the problem with

this definition is that if |x|X = 0 for some x, then there will be arbitrarily many multisets m

such that |m|FM(X) = 0, which violates the norm property). The fact that the finite multiset
order is an nwqo follows from Higman’s lemma [29].

Let us see some examples of these constructions.
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▶ Example 19. By definition, it is easy to see that Γ1 · n =
∑n

i=1 Γ1 ≡ Γn, since both Γ1 · n

and Γn have n unordered elements all of whose norms are 0. Furthermore, by definition, it is
easy to see that Γ1 ≡ FM(Γ0), since the only multiset of the empty nwqo is the empty multiset.
Finally, note that any multiset over Γ1 is simply a number over N. Hence, FM(Γ1) ≡ N.

Equipped with these facts regarding nwqos, we now prove our upper bounds for k-NRCS,
by leveraging the framework of well-structured transitions systems [19, 1]. We now explain
this framework in detail.

4.2 k-NRCS as Well-Structured Transition Systems
Let N = (Q, δu, δr) be a k-NRCS. Recall that any configuration C of N is a tree of height
at most k whose nodes are labelled by Q. Further, recall the following ordering among
configurations of N : C ≤is D if C is an induced subgraph of D. It is known that ≤is is a
wqo among all labelled trees of height at most k [26, Section 8]. Additionally, if we define
the norm of a configuration |C| to be the number of nodes in C, then we get an nwqo among
the set of configurations of N .

With this nwqo, it is easily seen that N satisfies the following compatibility property.
Roughly speaking, it means that any transition that can be fired from a smaller configuration
C can also be fired from a bigger configuration D.

▶ Proposition 20 (Compatibility Property). Suppose C
t−→ C ′ for some transition t and

suppose C ≤is D. Then, there exists D′ such that D
t−→ D′ and C ′ ≤is D′.

Because of this property, by definition, (N , ≤is) is well-structured [1, 19]. We now use
the theory behind well-structured systems to derive an algorithm for coverability of N . For
this, we first need some auxiliary results.

Given a configuration C, let ↑ C denote the set of all configurations above C, i.e., set of
all D such that C ≤is D. Let pre(↑ C) be the set of all predecessor configurations of ↑ C,
i.e., the set of all configurations C ′ such that C ′ t−→ D for some t and some D ∈↑ C. The
following proposition states that given C, we can effectively compute a representation of
pre(↑ C). It follows by a simple analysis of the transitions of N .

▶ Proposition 21 (Effective Predecessor Basis). Given a configuration C, in primitive recursive
time, we can compute a set of configurations C1, . . . , Cm such that ∪m

i=1 ↑ Ci = pre(↑ C) and
|Ci| ≤ |C| + k + 1 for every i. (The collection {C1, . . . , Cm} is called a basis of pre(↑ C)).

Because of this property and the fact that N is well-structured, the coverability problem
becomes decidable [19]. Indeed, suppose we want to check if a configuration Cf of N can
be covered from a configuration Cinit. This is the same as checking if from Cinit we can
reach a configuration in ↑ Cf . To that end, using the effective predecessor basis property, we
compute a sequence of sets U0 :=↑ Cf and Ui+1 := Ui ∪ ∪C∈Ui

pre(↑ C). By [19, Lemma
2.4], this computation must reach a fix-point, i.e., there must be m such that Um = Um+1.
At this point, we simply need to check that Cinit ∈ Um to decide if Cinit can cover Cf .

By standard arguments for WSTS, the running time of the above algorithm is dominated
primarily by the number of steps m needed to reach a fixpoint. This in turn, can be bounded
by the length of (g, |Cf |)-controlled bad sequences over ≤is for some primitive recursive
function g. (See [47] or [40, Section 3.3] for a detailed argument). Hence, if we bound the
length function for labelled trees of height k with labels from the set Q, then we can give an
upper bound for coverability of k-NRCS.
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4.3 Interpreting Trees as Nested Multisets
Hence, our goal is to now bound the length function for labelled trees of height k under the
≤is nwqo. For this purpose, it turns out that it is easier to interpret trees of height k as
another nwqo called nested multisets and work with them instead. Accordingly, we begin by
introducing nested multisets nwqos.

A nested multiset nwqo is any nwqo that can be obtained by the following grammar

A := Γ0 | A + A | FM(A)

Each nwqo of this grammar is equipped with the order and norm as defined in Subsec-
tion 4.1 (for disjoint sums and finite multisets). We shall now show that it is possible to view
the ≤is nwqo over labelled trees of height k as a nested multiset nwqo.

Trees of height k as nested multisets

Consider all possible trees of height at most k with labels from some set Q of size n. Without
loss of generality, we can assume that Q = {1, 2, · · · , n}. Let Mk be the nested multiset
nwqo Q ≡ Γn ≡ Γ1 · n ≡ FM(Γ0) · n. Furthermore, for any 1 ≤ i ≤ k, let Mi−1 be the nwqo
FM(Mi) · n.

For any tree C of height i ≤ k and any number j ≤ k − i, we now assign a unique element
hj(C) ∈ Mj as follows.

If C is just one node labelled by some q ∈ Q, then hj(C) = (q, ∅), where ∅ denotes the
empty multiset.
Otherwise, let v be the root of C labelled by some q ∈ Q and C1, . . . , Cm be the child
subtrees of v. We then set hj(C) = (q, Hhj+1(C1), hj+1(C2), . . . , hj+1(Cm)I).

By induction on j, it is easy to see that hj is a bijection from all trees of height at most
k − j to Mj . Furthermore, we also have that for any two trees C, D of height at most
k − j, C ≤is D iff hj(C) ≤Mj

hj(D) and |hj(C)| ≤ |C|. It then immediately follows that
any (g, n0)-controlled bad sequence S over trees of height k − j can be converted into a
(g, n0)-controlled bad sequence hj(S) over Mj , obtained by applying h to each element of S.

Hence, any upper bound on controlled bad sequences for the nested multiset nwqo M0 is
also an upper bound on controlled bad sequences for trees of height k with labels from Q. In
the rest of this section, we shall show that

▶ Theorem 22. For any (primitive recursive) control function g, we have LM0,g(x) ≤
hΩk+1(|Q| + |Q|xk) where h(x) = x · g(x)

In order to use this to derive upper bounds for coverability, we first use the identity
hΩk+1(|Q|xk) ≤ fh,Ωk

(|Q|xk)[46, Lemmas C.6 and C.8]. By [43, Theorem 4.2], it follows
that fh,Ωk

(|Q|xk) is eventually upper bounded by FΩk
(p(|Q|xk)) for some primitive recursive

function p. By the argument given in the previous subsection (also see [40, Section 3.3]),
the running time of the coverability algorithm is then bounded by FΩk

(p(|Q| · |Cf |k)). This
proves that coverability for k-NRCS is in FΩk

, thereby showing the required upper bound.
Hence, the only thing remaining is to prove Theorem 22, which we will do so in the rest

of this section.

4.4 Upper Bounds for Length Functions of Nested Multiset Nwqos
We now show how to compute upper bounds for length functions of nested multiset nwqos.
To this end, we will use the framework of Schmitz and Schnoebelen [45, 42] for establishing
upper bounds for families of nwqos. To this end, we begin by introducing an important tool,
namely residuals.
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▶ Definition 23 (Residuals). Let A be a nwqo and a ∈ A. The residual A/a is the nwqo
induced by the set {b ∈ A : a ≰ b}.

The following fact from [45] illustrates their usefulness.

▶ Proposition 24 (Descent Equation). For all control functions g and all n ∈ N, we have

LA,g(n) = max
a∈A≤n

{1 + LA/a,g(g(n))}

This descent equation allows us to bound LA,g in terms of LA/a0,g for some a0 ∈ A≤n.
In turn, this can be bounded by LA/a0/a1,g for some a1 ∈ (A/a0)≤g(n) and so on. If
A ⊋ A/a0 ⊋ A/a0/a1 · · · , then a0, a1, · · · is a bad sequence and so in finitely many steps,
this unraveling will stop and we can bound LA,g. However, in this approach, the residuals
A, A/a0, A/a0/a1, · · · become too complex to work with as the sequence progresses. Hence,
we shall use another tool that allows us to replace these residuals with potentially simpler
nwqos. This tool is called a normed reflection.

▶ Definition 25 ((Normed) Reflections). Let A, B be two nwqos. A normed reflection (or
just a reflection) is a function r : A → B s.t.

For all x, y ∈ A, r(x) ≤B r(y) implies that x ≤A y

For all x ∈ A, |r(x)|B ≤ |x|A

We use the notation r : A ↪→ B to mean that r is a reflection from A to B. If the precise
mapping r is not important, we will omit the symbol r. It is well known that reflections are
transitive, i.e., if r : A ↪→ B and s : B ↪→ C, then s ◦ r : A ↪→ C is also a reflection. The
following proposition from [45] illustrates the fundamental property of reflections.

▶ Proposition 26 (Fundamental Property of Reflections). Suppose A ↪→ B is a reflection.
Then LA,g(n) ≤ LB,g(n) for all control functions g and all n ∈ N.

Combining residuals and reflections. As mentioned before, working with residuals is quite
complex. Hence, if we want to work with the descent equation, we need to be able to
over-approximate the length function of residuals by means of reflections. To this end, for
each nested multiset nwqo A ̸= Γ0 and each a ∈ A≤n, we define a nested multiset nwqo
Rn(A, a) by structural induction as follows:

Suppose A = FM(Γ0). Then Rn(A, a) = Γ0.
Suppose A = FM(

∑d
i=1 Bi). Let bi be the sub-multiset of a restricted to elements from

Bi. Note that each bi ∈ FM(Bi) and a is the multiset sum of all bi. Let Rn(FM(Bi), bi) =∑ℓi

j=1 FM(Bj
i ). Set Rn(A, a) =

∑d
i=1

∑ℓi

j=1 FM(
∑

k ̸=i Bi + Bj
i ).

Suppose A = FM(FM(B)) and a = Ha1, . . . , amI. Then, Rn(A, a) is given by Rn(A, a) =∑m
i=1 FM(B · (n − 1) + Rn(FM(B), ai)).

Suppose A =
∑d

i=1 FM(Bi). If a ∈ FM(Bi), then Rn(A, a) = (
∑

k ̸=i FM(Bk)) +
Rn(FM(Bi), a).

We now show that the defined nwqos Rn(A, a) allow us to over-approximate residuals
using reflections.

▶ Lemma 27. For any nested multiset nwqo A ̸= Γ0 and any a ∈ A≤n, we have that
A/a ↪→ Rn(A, a).
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The proof considers all of the four cases of Rn(A, a) as defined above. The proofs for the
first and the last cases can be obtained from their definitions. The other two cases follow
from an identity of [41, Proposition 1].

This lemma, when combined with the fundamental property of reflections and the descent
equation gives us

LA,g(n) ≤ max
a∈A≤n

{1 + LRn(A,a),g(g(n))} (1)

Hence, instead of working with the descent equation, we can work with this inequality.
However, there are two problems here: First, unlike the descent equation, it is not immediately
obvious that unraveling this inequality will allow us to terminate after finitely many steps.
Second, even if we prove that it terminates, our ultimate aim is to relate LA,g to ordinal-
indexed functions in the Cichoń hierarchy. It is not clear how unraveling this inequality will
allow us to accomplish that.

It turns out we can solve both these problems using a single solution: To each nested
multiset nwqo, we will associate an ordinal measure called its order type. We can use this
order type to further over-approximate the terms in the above inequality to get a new
inequality. The order types will help us to prove that unraveling this new inequality will
terminate and will also help us to relate LA,g to functions in the Cichoń hierarchy.

4.5 Order Type and Derivatives
To each nested multiset nwqo A, we can associate an ordinal o(A), called its order type as
follows:

o(Γ0) = 0 o(A + B) = o(A) ⊕ o(B) o(FM(A)) = ωo(A)

For instance, o(Γ1) = o(FM(Γ0)) = ω0 = 1. Similarly, o(Γk) = k and o(FM(Γk)) = ωk. It
is easy to see by structural induction that for two distinct (i.e. not isomorphic) nwqos A, B,
we have o(A) ̸= o(B). Hence, this mapping is injective. It turns out that it is also surjective,
i.e., for any ordinal α < ϵ0, we can assign a nested multiset nwqo as follows: Let α in CNF
be ωβ1 + · · · + ωβm . Then we set C(α) = Γ0 if α = 0 and C(α) =

∑m
i=1 FM(C(βi)) otherwise.

By construction, o and C are bijective inverses of each other (modulo isomorphism of nwqos).
Recall that one of our two goals is to replace Equation 1 with a new inequality using

order types. To that end, for each n ∈ N, we define a derivative operator δn on ordinals.

▶ Definition 28 (Derivative Operator). Given n ≥ 1, we define:
Dn(ω0) = 0
Dn(ω

∑d

i=1
βi) =

⊕d
i=1

⊕ℓi

j=1 ω⊕k ̸=iβk⊕βj
i where for each 1 ≤ i ≤ d,

⊕ℓi

j=1 ωβj
i = Dn(ωβi).

Dn(ωωβ ) = ωβ·(n−1)⊕Dn(ωβ) · n

δn(
∑d

i=1 ωβi) = {Dn(ωβi) ⊕
∑

j ̸=i ωβj : i = 1, · · · , d}

By induction, it is easy to see that if α′ ∈ δn(α) then α′ < α. We also note the symmetry
between the definition of Rn(A, a) and δn, in the way that there is a clear correspondence
between each of the four cases in both these definitions. This is not by accident; the δn

operators are constructed exactly in such a way so that the following lemma is true.

▶ Lemma 29. Let n ≥ 1 and a ∈ A≤n for some A ̸= Γ0. Then, there exists some
α′ ∈ δn(o(A)) such that Rn(A, a) ↪→ C(α′).
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By combining Equation 1 and Lemma 29, we get the following inequality, which solves
our first goal.

LA,g(n) ≤ max
α′∈δn(o(A))

{1 + LC(α′),g(g(n))} (2)

We will now move on to our second goal, namely using order types to relate LA,g to
functions in the fast-growing hierarchy.

4.6 Upper Bounds in the Fast-Growing Hierarchy
For any α < ϵ0, define

Mα,g(n) = max
α′∈δn(α)

{1 + Mα′,g(g(n))}

Equation 2 tells us that LA,g(n) ≤ Mo(A),g(n). In other words, if α = o(A), we have
LC(α),g(n) ≤ Mα,g(n). Hence, bounding Mα,g(n) will allow us to bound LA,g(n). We now
bound Mα,g by functions from the Cichoń hierarchy (hα)α<ϵ0 where h(x) = x · g(x). First,
we set up some notation and prove a couple of intermediate results.

We say that an ordinal α is ℓ-lean if either α = 0 or α = ωβ1 · c1 + · · · + ωβm · cm in strict
CNF with each ci ≤ ℓ and βi is ℓ-lean for every i. We now have the following proposition,
which can be proved by analysing the shape of the ordinals appearing in the δn operator.

▶ Proposition 30. Suppose Ωk ≤ α < Ωk+1 and α is ℓ-lean for some l. If α′ ∈ δn(α) then
α′ is ℓ + ℓnk-lean. Furthermore, if α = ωβ for some β, then α′ = Dn(α) is ℓnk-lean.

We are now in a position to bound Mα,g by means of hα.

▶ Lemma 31. Let α < Ωk+1 be ℓ-lean. Then Mα,g(n) ≤ hα(ℓ + ℓnk) where h(x) = x · g(x).

The following theorem is now immediate from our observation that LA,g ≤ Mo(A),g.

▶ Theorem 32. Let A be a nested multiset nwqo of order type α < Ωk+1 such that α is
ℓ-lean. Then, LA,g(n) ≤ hα(ℓ + ℓnk).

Now, suppose we have a finite set Q ≡ Γℓ and some k ∈ N. Consider the sequence of
nested multiset nwqos Mk, Mk−1, · · · , M0 defined in Subsection 4.3. By construction it
follows that o(Mi) < Ωk−i+1 and o(Mi) is ℓ-lean. Hence, LM0,g(n) ≤ ho(M0)(ℓ+ℓnk). Since
o(M0) < Ωk+1 and o(M0) is ℓ-lean, it follows that ho(M0)(ℓ + ℓnk) ≤ hΩk+1(ℓ + ℓnk) [46,
Lemma B.1, Lemma C.9]. This proves Theorem 22 and concludes the proof of upper bound
for coverability of k-NRCS.

5 Applications

We now use the techniques that we have developed in this paper to provide improved upper
bounds for a hierarchy of various problems from XML processing, graph transformation
systems, π-calculus, parameterized verification and logic. Furthermore, we use our newly
introduced model of NRCS to prove that the above hierarchy of problems from paramet-
erized verification and logic are also complete problems for the hierarchy {FΩk

}k∈N. This
demonstrates the efficacy of the model of NRCS as a master problem from which reductions
can be easily made.
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5.1 Upper Bounds for Systems over Bounded-Depth Graphs
Our upper bound techniques developed in Section 4 are more broadly applicable than just for
the model of k-NRCS, as we shall now demonstrate. For this, we first set up some notation.

A k-depth graph G is any graph that can be obtained by taking a tree T of height at
most k and adding edges between a node and its descendants. (Note that no edges are added
between two nodes that lie in different subtrees of T ). We can extend the induced subgraph
ordering from trees of height k to k-depth graphs in a natural way. It turns out that the
induced subgraph relation ≤is is also a nwqo on k-depth graphs for any k [14, 3].

With this in mind, we can now consider classes of transitions systems operating over
labelled k-depth graphs. Formally, let C be any class of transition systems such that each
T ∈ C is a transition system (C, →) where C consists of all k-depth labelled graphs with
labels from some finite set Q and →⊆ C × C is the step relation. Similar to k-NRCS, we
can define the notions of ∗−→, reachability and coverability for such systems.

Now, just like k-NRCS, if C satisfies the compatibility and the effective predecessor basis
properties, then by the same arguments given in Subsection 4.2, it would follow that C is
well-structured, coverability is decidable and the running time of the coverability algorithm
is bounded by the length of controlled bad sequences for labelled k-depth graphs under the
≤is nwqo. Using existing results, we can show that there is a reflection from labelled k-depth
graphs with labels from some set Q to labelled trees of height at most k with labels from the
set Q × 2{0,...,k−1} [3, Section A].

Because of this reflection, we can conclude that upper bounds for length functions over
k-depth graphs can be obtained from upper bounds for length functions over trees of height
at most k. As shown in Subsection 4.3, the latter is bounded by FΩk

(p(n)) for some primitive
recursive function p. This would then put the coverability problem for C in the class FΩk

.
We can use this observation on various classes of systems from the literature. For instance,

motivated by XML processing of semi-structured data, the authors of [22] introduced tree
rewriting pattern systems (TRPS), which are a class of systems over trees. They showed that
a subclass of TRPS called positive, k-depth-bounded TRPS have as configurations, labelled
trees of height at most k and possess the compatibility property as well as the effective
predecessor basis property. Hence, by our results it follows that

▶ Theorem 33. Coverability1 for positive k-depth-bounded TRPS is in FΩk
.

Similarly, the authors of [31] consider a class of graph transformation systems working
over k-depth graphs, called Gk-restricted systems, for which the above argument applies and
so we get,

▶ Theorem 34. Coverability for Gk-restricted graph transformation systems is in FΩk
.

Finally, in [39], it was shown that k-depth-bounded π-calculus processes can be reduced
to reasoning over trees of height at most 2k − 1, and so by the above argument we can
conclude

▶ Theorem 35. Coverability for k-depth-bounded π-calculus processes is in FΩ2k−1
.

We note that the best upper bounds that could be deduced from the literature prior to
our work were FΩ2k+1 for the first two problems and FΩ2k+1−1

for the last one [26]. Hence,
our results significantly improve upon these bounds. We now show more such applications in
the next subsections, along with matching lower bounds.

1 In [22] the authors call this the pattern reachability problem
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5.2 Bounded-Depth Broadcast Networks
The next application that we give is for the model of bounded-depth broadcast networks 2.

A k-depth broadcast network [12] is a model of concurrent computation, in which we
have finite-state agents situated on the nodes of a k-depth graph, called the communication
topology. All the agents execute the same finite-state protocol and initially begin at some
initial state of the protocol. In each step, an agent can communicate with its neighbors by
means of broadcasts, i.e., in each step, some agent sends a message which is immediately
received by all of its neighbors. Therefore, configurations of a k-depth broadcast network P
are labelled k-depth graphs with labels from some finite set Q of states for the agents. Such
networks are known to satisfy the compatibility as well as the effective predecessor basis
property.

The coverability problem for such networks is slightly different from the usual notion of
coverability, because we no longer have one initial configuration, but an infinite set of initial
configurations, which are all possible k-depth graphs with labels from a given set Qinit ⊆ Q

of initial states. Nevertheless the usual coverability algorithm can be used for such networks
(with the final check being over the set of all initial configurations) [12, Section 5]. Just as
for the other models, the running time depends primarily on the length of controlled bad
sequences for k-depth graphs. Hence, we get that

▶ Theorem 36. Coverability for k-depth broadcast networks is in FΩk
.

Similarly, if we restrict the network to only operate over communication topologies of
k-depth trees, i.e., trees of height at most k, we get that

▶ Theorem 37. Coverability for k-depth broadcast networks over trees is in FΩk
.

We also show that both these problems are FΩk
-hard, by giving a reduction from

coverability of k-NRCS to both these problems. The hardness result is obtained by taking an
existing reduction from k-NCS, i.e., k-NRCS without resets to k-depth broadcast networks.
We utilise this reduction along with the fact that broadcasts can be used to simulate resets
of counters [16] to give an improved reduction from k-NRCS to k-depth broadcast networks.

▶ Theorem 38. Coverability for k-depth broadcast networks and k-depth broadcast networks
over trees are FΩk

-complete.

Previously the best known result was a Fϵ0 -completeness result for these problems, when
k is part of the input [3, Theorem 16]. Our new result is a refined parameterized analogue of
this, giving a completeness result for each fixed k.

5.3 Freeze LTL with Ordered Attributes
Finally, we also use our results to present an application related to an extension of LTL called
freeze LTL with ordered attributes [11]. This is an extension of the usual LTL to work over
data words instead of words, which we now explain. (Our presentation is slightly different,
but equivalent to the one given in [11]).

Fix some k ∈ N, a finite set of atomic propositions Σ and an infinite set D. A k-attributed
data letter (or simply data letter) is a tuple (A, d1, . . . , dk) where A ⊆ Σ and each di ∈ D. A
data word is a sequence of data letters. Intuitively, a data word is an extension of the usual

2 They are sometimes called bounded-path broadcast networks in the literature, but since they also
operate on bounded-depth graphs, for the sake of uniformity, we call them bounded-depth broadcast
networks here.
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notion of words to deal with infinitely many letters. Freeze LTL with k-ordered attributes is
an extension of LTL to talk about such data words. In addition to the usual boolean and LTL
operators ∧, ∨, ¬, X, U, F and G, it also has freeze mechanisms ↑1, ↑2, . . . , ↑k, ↓1, ↓2, . . . , ↓k.
Intuitively, the application of ↓i at a letter (A, d1, . . . , dk) at some position along a word
allows us to “remember” the data values d1, . . . , di. If we have applied ↓i to remember
data values d1, . . . , di at some point, we can apply ↑i at some later position (B, d′

1, . . . , d′
k)

along the word. This would allow us to “compare” d′
1, . . . , d′

i with the already remembered
(d1, . . . , di) and check if they are equal.

Given a freeze LTL formula with k-ordered attributes, we say that it is satisfiable if there
is some data word that satisfies it. The satisfiability problem is to decide whether a given
freeze LTL formula is satisfiable. By giving reductions to and from the coverability problem
for k-NRCS we show that

▶ Theorem 39. The satisfiability problem for freeze LTL with k-ordered attributes is FΩk
-

complete.

To prove the upper bound, we use a result of [11, Theorem 12] which reduces this problem
to the coverability problem for (k + 1)-NCS, i.e., (k + 1)-NRCS without resets. Furthermore,
the particular (k + 1)-NCS that is constructed during the reduction has the property that,
in any reachable configuration, there are at most 2 children of the root. We show that any
such (k + 1)-NCS can be simulated by a k-NRCS. The intuition is that in the k-NRCS that
we construct, the root will simply absorb its 2 children without explicitly keeping them as
nodes. Operations involving these 2 children nodes in the original (k + 1)-NCS, can then be
simulated by reset operations. This allows us to save a level, thereby giving us a k-NRCS.

To prove the lower bound, we use a result of [11, Theorem 13] which gives a reduction
from coverability for k-NCS to satisfiability for freeze LTL with k-ordered attributes. The
intuition is that the sequence of configurations in a run of a k-NCS can be encoded in the
reverse as a data word, which can then be checked by a freeze LTL formula. We show
that that reduction can be generalized to k-NRCS by a modification taking into account
reset transitions. For this, we need to ensure that in certain configurations representing the
aftermath of firing a reset transition, there is no occurrence of a particular atomic proposition.
This in turn can be encoded using the global operator G of LTL.

Prior to our work, the best known upper and lower bounds for freeze LTL with k-ordered
attributes were FΩ2(k+1) and FΩk−1 . Our results improve upon both these fronts and give
tight parameterized bounds with respect to the parameter k.

6 Conclusion

We have provided the first natural collection of complete problem for the hierarchy (FΩk
)k∈N,

namely coverability for k-NRCS. Furthermore, to prove our upper bounds, we have also
developed length function theorems for nested applications of the multiset operator on nwqos.
Finally, we also presented various applications of our upper bound techniques and the newly
introduced model of NRCS to improve upper bounds for various other problems and identify
new complete problems for FΩk

, for all k.
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