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Abstract
We study contextual interactions in an ML-like language equipped with general references and
continuations, focusing on the reachability and approximation problems.

Previous work addressed higher-order programs with first-order references in the absence of
loops using automata over nested data; however, extending these techniques to programs with loops
encountered fundamental technical obstacles, stemming from the need to bound the depth of data.

We introduce a new class of automata over infinite alphabets that supports unbounded nesting of
data. We establish a precise correspondence between these automata and higher-order programs with
loops: the trace semantics of any such program can be captured by an automaton, and conversely,
the trace language of any such automaton can be realised by an imperative higher-order program
with loops.

This correspondence enables the transfer of decidability and undecidability results between
the automata and programs. In particular, we show that adding loops preserves decidability of
reachability, while rendering approximation undecidable.
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1 Introduction

Programming languages from the ML family enrich purely functional computation with
effects, such as the ability to store values of arbitrary types (general store) and to manipulate
control flow (continuations and call/cc). This combination of features gives rise to phenomena
that often break intuitions from classic imperative programming, leading to unexpected
consequences. Consider, for example, the question whether the following term (with a free
variable f : Unit → Unit) can be placed in a context that drives the computation to reach the
call err(). Note that, in ML-like languages, !r stands for dereferencing rather than negation.

let r = ref true in
while !r do (r := false; f(); r := true; f());
err()

It might seem that, because the assignment r := true always follows r := false, the loop is
bound to run forever. This intuition is indeed correct in the absence of control effects and
references other than those to ground values. However, with general references and call/cc, it
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12:2 Unbounded Data Nesting for Loops in Higher-Order Programs

is possible to instrument a context in which the above term does call err (by capturing the
continuation immediately before the guard is tested and invoking it when r is set to false).
The paper is dedicated to studying the contextual reachability problem sketched above, where
contexts are assumed to have access to both general store and continuations.

We shall place a particular emphasis on the presence of loops, as they turned out to be a
stumbling block for earlier work [4]. Our main result on reachability is that for higher-order
programs over finite datatypes, with ground-type references, continuations and loops (a
setting we call FOSC + while), the problem is decidable. The restriction to ground-type
references is necessary, since in the presence of general storage, one can encode recursion,
which already yields undecidability of the halting problem [13].

Apart from reachability, we also study another fundamental problem, namely contextual
approximation: one term approximates another if every observable behaviour of the former
in a context is also an observable behaviour of the latter in the same context. As such,
contextual approximation is often used to justify program transformations, because one
wants all observed outcomes of the original program to be preserved after the transformation.
In [4], Bunting and Murawski established decidability of contextual approximation for
FOSC (without loops). We show that the addition of loops makes a big difference and the
approximation problem becomes undecidable, even for relatively simple loops with two levels
of nesting.

Our vehicle for studying the two problems – contextual reachability and approximation –
will be the operational game models of [11]. These models are applicable to terms whose
boundary types do not contain reference or continuation types, although such types may
occur freely within the terms. The models assign to each term a set of traces that represent,
in abstract form, its interactions with any potential context. The traces amount to records of
calls and returns that take place during such interactions. For example, the term discussed
above is assigned, among others, the following trace:

f̄(h, c1) c1(()) f̄(h, c2) c2(()) f̄(h, c3) c2(()) ¯err((), c4),

which demonstrates that err() can indeed be reached. In this way, the trace semantics
provides a direct account of reachability. Contextual approximation, in turn, corresponds to
inclusion between the induced sets of traces. Overall, the trace semantics provides a useful
handle on the two problems we consider.

To derive decidability and undecidability results from the semantics, we develop a new
automata model capable of representing traces corresponding to FOSC + while programs. In
earlier work, the authors of [4] used weak nested data class memory automata (NDCMA) [6]
for this purpose to capture the semantics of FOSC. NDCMA operate over alphabets
structured as depth-bounded countably-branching forests. The bounded depth played a
critical role in the encoding of FOSC, corresponding to the bounded structure of P-views
on traces. However, in the presence of loops, P-views become unbounded, and NDCMA no
longer suffice.

Our new model, called Unbounded Nested Data Class Memory Automata (UNDCMA),
operates over an infinite alphabet with unbounded branching and unbounded depth. To
achieve a finitary presentation, we carefully control the number of other data values that a
given data value can “see” while being read. UNDCMA equip each data value d encountered
during a run with a bounded list of other data values, called list memory, which may only
contain ancestors of d. When d is read for the first time, it is given access to its parent pred(d)
and to the parent’s list d1 · · · di, listing ancestors in bottom-up order. To ensure bounded
memory, the access list of d may then be restricted to a bounded suffix of pred(d)d1 · · · di.
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We investigate algorithmic and closure properties of UNDCMA, showing that the associated
state-reachability problem is decidable (as for NDCMA), but the inclusion problem is not
(unlike for NDCMA), even in the deterministic case (dUNDCMA).

We then establish a close correspondence between dUNDCMA and FOSC + while: the
traces generated by FOSC + while terms can be represented faithfully by dUNDCMA and,
conversely, any dUNDCMA can be represented by a FOSC + while term. This shows that
the addition of loops to FOSC preserves the decidability of reachability, while rendering the
approximation problem undecidable. UNDCMA are well suited to handling the context/pro-
gram distinction, because they allow arbitrary data values to be read (which is important
for mimicking contexts with access to general store and continuations), while allowing only
restricted access to history (which is needed to mimic FOSC).

On the game semantics side, while translating FOSC+while into UNDCMA, we introduce
new notions that restrict P-views, which we call shallow P-view and enriched shallow P-view,
respectively. These notions are used to model the scope of names and locations in terms
with loops, as well as to identify the key points at which memory is allocated. In contrast to
standard P-views, these concepts are execution-dependent and play an internal role in our
encoding. Consequently, they cannot be exposed directly in the trace representation, which
requires us to design a new encoding for actions, which does not rely solely on numerical
indices, as in [4].

Related Work

The main precursors of this work are the decidability results for FOSC without loops [4],
concerning both reachability and approximation, based on NDCMA over bounded-depth
alphabets. As in our setting, these results address interactions in contexts with general
references and control.

Related problems have also been studied for contexts with first-order references and no
control operators; in this setting, both reachability and approximation are undecidable, even
without loops [17]. Reachability and approximation have also been studied in the purely
functional setting, where undecidability was established [15, 18].

On the automata-theoretic side, UNDCMA represent a new point in the design space
of automata over infinite alphabets, and nested data in particular. Automata over depth-
bounded data were studied in [2, 7, 6], but to our knowledge ours is the first work to
address the unbounded-depth setting. We hope that UNDCMA will find applications in
other contexts, where bounded depth was a critical restriction [16, 22, 8]. UNDCMA may
also be viewed as bridging the gap between automata theory over infinite alphabets and
abstract machines used to specify the semantics of higher-order programs [14].

2 HOSC and FOSC

HOSC is a paradigmatic programming language providing higher-order procedures, general
storage and control effects [11]. We consider its finitary version with a bounded base
type Int. The syntax is presented in Figure 1. HOSC typing judgments are of the form
Σ; Γ ⊢ M : τ , where Σ and Γ are finite partial functions assigning types to locations and
variables, respectively. Terms are evaluated according to a call-by-value operational semantics
on configurations of the form (M, h), where h is a heap mapping (at least) the locations
in M to values. We write the reduction relation (M, h) → (M ′, h′), and write (M, h) ⇓ if
there exist V, h′ such that (M, h) →∗ (V, h′) and V is a value. We denote the set of all values
as Vals. For full details of the typing rules and operational semantics, we refer the reader
to [12].

LICS 2026



12:4 Unbounded Data Nesting for Loops in Higher-Order Programs

σ, τ ≜ Unit | Int | Bool | Refτ | τ × σ | τ → σ | Cont τ

U, V ≜ () | true | false | n̂ | x | ℓ | ⟨U, V ⟩ | λxτ .M | contτ K

M, N≜ V | Ω | ⟨M, N⟩ | πiM | MN | refτ M | !M | M := N | if M1 then M2 else M3
| M ⊕ N | M ⊡ N | M = N | call/ccτ (x.M) | throwτ M to N

K ≜ • | ⟨V, K⟩ | ⟨K, M⟩ | πiK | V K | KM | refτ K | !K | V := K | K := M

| if K then M else N | K ⊕ M | V ⊕ K | K ⊡ M | V ⊡ K | K = M | V = K

| throwτ V to K | throwτ K to M

C ≜ • | ⟨M, C⟩ | ⟨C, M⟩ | πiC | λxτ .C | MC | CM | refτ C | !C | C := M

| M := C | if C then M else N | if M then C else N | if M then N else C

| C ⊕ M | M ⊕ C | C ⊡ M | M ⊡ C | C = M | M = C | call/ccτ (x.C)
| throwτ C to M | throwτ M to C

Notational conventions: x, y ∈ Var, ℓ ∈ Loc, n ∈ {0, · · · , max}, i ∈ {1, 2}, ⊕ ∈ {+, −, ∗},
and ⊡ ∈ {=, ̸=, <}. Ω is the canonical divergent term without a reduction rule. Syntactic
sugar: let x = M in N stands for (λx.N)M (if x does not occur in N we also write M ; N).

Figure 1 HOSC syntax.

We investigate contextual reachability and contextual approximation with respect to HOSC
contexts, denoted by C. We write C[τ ] for contexts with a hole of type τ , and use K for
evaluation contexts, which specify where the next reduction step occurs in an expression.
Contextual reachability is defined as the possibility of triggering the call err() in some
context, for a distinguished variable err : Unit → Unit.

▶ Definition 1. The contextual reachability problem asks if, given a HOSC term Γ, err ⊢
M : τ , there exists a HOSC context C[τ ] such that err ⊢ C[M ] : τ ′ for some τ ′, C does not
bind or contain err, and (C[M ], ∅) →∗ (K[err()], h) for some K, h.

Contextual approximation is a formal way of comparing programs through their interactions
with arbitrary contexts.

▶ Definition 2. Given HOSC terms Γ ⊢ M1, M2 : τ , we say that M1 contextually
approximates M2 (written Γ ⊢ M1 ≲ M2), if, for all HOSC contexts C[τ ] such that
⊢ C[M1], C[M2] : τ ′ for some τ ′, whenever (C[M1], ∅) ⇓, then (C[M2], ∅) ⇓.

Even though Int is finite, termination for HOSC is still undecidable, since general references
can be used to implement recursion at higher-order types, enabling universal computation [13].
This renders both reachability and approximation immediately undecidable. To regain
decidability, the authors of [4] studied FOSC, in which reference types are restricted to
Refβ with β ∈ {Unit, Int, Bool}. In the present paper, we study an extension of FOSC with
while-loops (referred to as FOSC + while) subject to the standard reduction rule

(K[while M do N ], h) → (K[if M then (N ; while M do N) else ()], h).

▶ Example 3. Let Γ = {f : Unit → Unit, g : ((Unit → Unit) → Unit) → Unit, h : (Unit →
Unit) → Unit}. For i ∈ {1, 2, 3}, consider the term Γ ⊢ Mi : Unit defined by

Mi ≜ let r = ref true in (while !r do Ni); err()
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where

N1 ≜ r := false; f(); r := true; f()
N2 ≜ g(λfUnit→Unit.r := false; f(); r := true)
N3 ≜ h(λxUnit.r := false); r := true; f()

For all these terms, err() is reachable, even though this would not be the case if contexts did
not feature general references and continuations. For example, for M1, the intuitive reason
why err() becomes reachable is that, when instantiating functions, contexts can use references
to store continuations. Consequently, a context may instantiate f so that it remembers the
current continuation during the second call and invokes it on the third call, thereby exiting
the loop. In Example 7, we provide the traces witnessing reachability.

In contrast, the terms M4, M5 obtained by taking

N4 ≜ r := false; f(); r := true
N5 ≜ h(λx.r := false); r := true

are negative instances of the reachability problem. Intuitively, this is because the environment
cannot force the guard to be tested while !r is false.

We study contextual reachability and approximation for FOSC + while terms using the trace
semantics of [11], which applies to cr-free terms.

▶ Definition 4. A HOSC term Γ ⊢ M : τ is cr-free if it does not contain occurrences of
contσ K and locations, and its boundary types (i.e. only the types occurring in Γ and τ) are
cont- and ref-free.

Note that the restriction on contσ K and locations is insignificant, as both are run-time
constructs, not to be used directly by programmers. In fact, most examples studied in the
literature are cr-free [19, 1, 9].

Our main technical contribution is the development of a dedicated automata model for
capturing the trace semantics of cr-free FOSC + while terms. This will enable us to transfer
decidability and undecidability results from automata to terms. Overall, we show that
contextual reachability for cr-free FOSC + while terms (with respect to HOSC contexts) is
decidable, thus extending the results from [4]. On the other hand, contextual approximation
is undecidable, in contrast to the loop-free case [4].

3 Trace semantics

This section recalls the trace semantics of HOSC from [11], which provides a link between
FOSC + while and the automata introduced in Section 4. Traces in this setting are sequences
of actions made alternately by two players, representing the context (O) and the term (P),
respectively. There are two kinds of actions: function calls (questions) and returns (answers).
We rely on two sets of typed names, function names and continuation names, which indicate
which function is called and to which continuation its result is returned.

▶ Definition 5. Let FNames ≜
⊎

σ,σ′ FNamesσ→σ′ be the set of function names, partitioned
into mutually disjoint countably infinite sets FNamesσ→σ′ . We use f, g to range over FNames,
and write f : σ → σ′ for f ∈ FNamesσ→σ′ .

Analogously, let CNames ≜
⊎

σ CNamesσ be the set of continuation names. We use
c, d to range over CNames, and write c : σ for c ∈ CNamesσ. We assume that CNames and
FNames are disjoint and define Names ≜ FNames ⊎ CNames. For any syntactic object X,
we write ν(X) for the set of names occurring in X.

LICS 2026



12:6 Unbounded Data Nesting for Loops in Higher-Order Programs

The call and return actions must specify argument and return values, respectively. Values
of type Unit, Bool, and Int are represented explicitly. For functional arguments and results,
function names are used instead, thereby hiding the underlying syntax. Accordingly, abstract
values are defined by the grammar:

A, B ≜ f | () | n̂ | true | false | ⟨A, B⟩.

Each abstract value has a type, written A : σ. For example, if f ∈ FNamesUnit→Int then
⟨2026, f⟩ has type Int × (Unit → Int).

We now define an auxiliary operation AValσ(V ) relating concrete values to abstract
ones. Given a value V : σ, AValσ(V ) is the set of pairs (A, γ), where A is an abstract value
matching V and γ : ν(A) → Vals is the corresponding matching. Formally:

AValσ(V ) ≜ {(V, ∅)} for σ ∈ {Unit, Bool, Int}
AValσ→σ′(V ) ≜ {(f, [f 7→ V ]) | f ∈ FNamesσ→σ′}
AValσ×σ′(⟨U, V ⟩) ≜ {(⟨A1, A2⟩, γ1 · γ2) | (A, γ1) ∈ AValσ(U), (A2, γ2) ∈ AValσ′(V )}

The function · denotes the union of two matchings, and implicitly requires that function
domains be disjoint. In what follows, AValσ(V ) is used whenever we need to hide the exact
syntax of a functional value behind an abstract value.

Actions
Traces consist of actions with polarity, either P (term) or O (context). There are four kinds
of actions:

P Answer (PA) c̄(A), where c : σ and A : σ. This corresponds to the term returning a
value A to continuation name c.
P Question (PQ) f̄(A, c), where f : σ → σ′, A : σ and c : σ′. This corresponds to
the term calling the function named by f , passing A as the argument, and c as the
continuation to which the result of the function will be returned.
O Answer (OA) c(A), where c : σ and A : σ. In this case, the context is returning a
value A to the term, which is acting as a continuation with name c.
O Question (OQ) f(A, c), where f : σ → σ′, A : σ and c : σ′. This action corresponds
to the context calling the function named by f from the term, passing A as argument
and c as a continuation to which the result should be returned.

We use a to range over actions. The name f in f̄(A, c) and f(A, c), and the name c in c̄(A)
and c(A), are called the head names of the respective actions. Any other names occurring in
an action are said to be introduced by that action.

Traces
In order to define what sequences of actions are allowed, we assume a set NO ⊆ Names of
initial names. Those are the names assigned to free variables in a term. Given NO we define
a notion of an NO-trace as follows.

▶ Definition 6. A sequence of actions t is an NO-trace if it is empty or t = t′a, where t′ is
an NO-trace and a satisfies the following conditions.

Any names introduced by a must be pairwise distinct and fresh, i.e. they cannot occur in
t′ or in NO. If a is an X-action (X ∈ {O, P}), we say that the names are introduced by
X and refer to them as X-names. Names from NO are regarded as O-names.
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The head name of a comes from NO or was introduced in t′ by an action of opposite
polarity to that of a.
If t′ is empty then a must be a P-action. Otherwise a must have polarity opposite to the
last action in t′.

It follows that in an NO-trace the first action must be by P, subsequent actions alternate
between O and P, and each player calls functions or returns to continuations introduced by
the other player.

▶ Example 7. Let NO = {err , f, g, h}, where err , f : Unit → Unit, g : ((Unit → Unit) →
Unit) → Unit and h : (Unit → Unit) → Unit. The sequences t1, t2, t3 given below are
NO-traces.

t1 = f̄((), c1) c1(()) f̄((), c2) c2(()) f̄((), c3) c2(()) ¯err((), c4)
t2 = ḡ(h1, c1) h1(f1, c2) f̄1((), c3) c1(()) ¯err((), c4)
t3 = h̄(f1, c1) c1(()) f̄((), c2) f1((), c3), c̄3(()) c2(()) ¯err((), c4)

These traces witness that M1, M2, M3 from Example 3 are positive instances of the reachability
problem.

Transition System
To generate traces corresponding to a term, we define a labelled transition system (LTS),
denoted LHOSC. Its transition rules are presented in Figure 2. LHOSC contains terms built
from HOSC syntax, extended with function names as values (with the obvious typing rule) and
with constructs of the form contτ (K, c), which represents a continuation cont K that, when
thrown to, passes its result to the continuation name c. The reduction relation is extended
to operate on triples of the form (M, c, h) → (M ′, c′, h′), where c, c′ are continuation names.
This extension ensures that call/cc and throw correctly track the relevant continuation
name.

There are two kinds of configurations in LHOSC: passive configurations ⟨γ, ξ, ϕ, h⟩ (where
O is to move) and active configurations ⟨M, c, γ, ξ, ϕ, h⟩ (silent transition or P is to play).
In both cases, ϕ records all names introduced so far by either player, and h is the current
heap. The component γ is an environment mapping function names introduced by P to
functions, and continuation names to evaluation contexts representing the continuation at
that point. The map ξ associates continuation names introduced by P with continuation
names introduced by O, indicating the continuation awaiting the result of γ(c). In an active
configuration, M is the term component capturing the current behaviour of P, and c is
the continuation name to which the result should be returned. Transitions from active
configurations are driven by the term component, whereas passive configurations choose an
O-action to perform. We write ⊎ for set-theoretic union, assuming that the sets involved are
disjoint; this guarantees freshness of names introduced by both players.

Trace semantics
Let Γ ⊢ M : σ be a cr-free HOSC term, where Γ = {x1 : σ1, · · · , xk : σk}. A Γ-assignment
ρ is a map from {x1, · · · , xk} to abstract values such that, for all 1 ≤ i ̸= j ≤ k, we have
ρ(xi) : σi and ν(ρ(xi))∩ν(ρ(xj)) = ∅. Intuitively, ρ provides a supply of names corresponding
to the context. Let c : σ and NO ≜ ν(ρ) ∪ {c}. The active initial configuration Cρ,c

M is then
defined as ⟨M{ρ}, c, ∅, ∅, NO, ∅⟩, where M{ρ} denotes the substitution ρ applied to the free
variables of M .

LICS 2026
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(Pτ) ⟨M, c, γ, ξ, ϕ, h⟩ τ−−→ ⟨N, c′, γ, ξ, ϕ, h′⟩
when (M, c, h) → (N, c′, h′)

(PA) ⟨V, c, γ, ξ, ϕ, h⟩ c̄(A)−−−→ ⟨γ · γ′, ξ, ϕ ⊎ ν(A), h⟩
when c : σ, (A, γ′) ∈ AValσ(V )

(PQ) ⟨K[fV ], c, γ, ξ, ϕ, h⟩ f̄(A,c′)−−−−→ ⟨γ · γ′ · [c′ 7→ K], ξ · [c′ 7→ c], ϕ ⊎ ν(A) ⊎ {c′}, h⟩
when f : σ → σ′, (A, γ′) ∈ AValσ(V ), c′ : σ′

(OA) ⟨γ, ξ, ϕ, h⟩ c(A)−−−→ ⟨K[A], c′, γ, ξ, ϕ ⊎ ν(A), h⟩
when c : σ, A : σ, γ(c) = K, ξ(c) = c′

(OQ) ⟨γ, ξ, ϕ, h⟩ f(A,c)−−−−→ ⟨V A, c, γ, ξ, ϕ ⊎ ν(A) ⊎ {c}, h⟩
when f : σ → σ′, A : σ, c : σ′, γ(f) = V

Figure 2 LHOSC LTS.

▶ Definition 8. Given configurations C, C′ and t = a1 . . . an, we write C t−→ C′ if there exist
configurations C1, C′

1, · · · , Cn, C′
n such that C τ−→∗C1

a1−→ C′
1

τ−→∗ · · · τ−→∗Cn
an−−→ C′

n
τ−→∗C′.

We define TrHOSC(C) ≜ {t | there exists C′ such that C t−→ C′}.

▶ Definition 9. The trace semantics of a cr-free HOSC term Γ ⊢ M : σ is defined as
TrHOSC(Γ ⊢ M : σ) ≜ { ((ρ, c), t) | ρ is a Γ-assignment, c : σ, t ∈ TrHOSC(Cρ,c

M ) }.

▶ Example 10. For any i ∈ {1, 2, 3}, consider the term Γ ⊢ Mi from Example 3 and the
trace ti from Example 7. Let ρ = {err 7→ err , f 7→ f, g 7→ g, h 7→ h}, c : Unit. Then
((ρ, c), ti) ∈ TrHOSC(Γ ⊢ Mi).

It is known that traces generated by FOSC terms satisfy a technical condition, called P-
visibility, which states that P-actions may only involve O-names from the current P-view [11].

▶ Definition 11. The P-view of a trace is defined as follows:

ViewP(ϵ) ≜ ϵ

ViewP(t f̄(A, c) t′ c(A′)) ≜ ViewP(t) f̄(A, c) c(A′)
ViewP(t f̄(A, c) t′ g(A′, c′)) ≜ ViewP(t) f̄(A, c) g(A′, c′) where g ∈ ν(A)
ViewP(t c̄(A) t′ g(A′, c′)) ≜ ViewP(t) c̄(A) g(A′, c′) where g ∈ ν(A)
ViewP(t a) ≜ ViewP(t) a where a is a P-action

Intuitively, ViewP(t) is obtained by tracing the head name of each O-action to its point of
introduction. It is also known that any locations and O-names occurring in a reduced term
must originate from the current view path [4].

▶ Definition 12. Let Γ ⊢ M : σ be a cr-free FOSC + while term, ρ a Γ-assignment, and
c : σ a continuation name. A sequence s is a view path if there exists a trace t such that
Cρ,c

M
t−→ C, and s is the subsequence of transitions witnessing Cρ,c

M
t−→ C consisting of (i) all

transitions that contribute actions to ViewP(t), and (ii) all consecutive τ -transitions starting
at Cρ,c

M or immediately following O-actions selected in (i).

Note that, unlike in the loop-free case, FOSC + while may generate arbitrarily long P-views.

▶ Example 13. The term f : Unit → Unit ⊢ while true do f() : Unit generates, among others,
traces of the form f̄((), c1) c1(()) · · · f̄((), cn) cn(()) whose P-view is the entire trace; hence,
the P-views are unbounded.
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The trace semantics provides explicit characterisations of both contextual reachability and
approximation.

▶ Theorem 14. A cr-free HOSC term Γ, err : Unit → Unit ⊢ M : σ is a YES-instance of the
contextual reachability problem if and only if there exists a Γ-assignment ρ, a continuation
name c : σ and ((ρ, c), t) ∈ TrHOSC(Γ ⊢ M) such that t ends with the action ¯err((), c′) for
some c′.

▶ Theorem 15 (Full Abstraction [11]). For any cr-free HOSC terms Γ ⊢ M1, M2 : σ, we have
Γ ⊢ M1 ≲ M2 if and only if TrHOSC(Γ ⊢ M1) ⊆ TrHOSC(Γ ⊢ M2).

In the next section, we introduce an automata model that captures TrHOSC(Γ ⊢ M) for all
cr-free FOSC + while terms. This will allow us to use automata-theoretic techniques to
reason about the decidability of contextual reachability and approximation.

4 Automata

In this section we study automata that read data words over alphabets of the form Σ × D,
where Σ is finite and D is a distinguished infinite set.

▶ Definition 16. An infinite set D is called a nested dataset if D has the structure of a
forest with infinitely many roots and each node has infinitely many children. In particular,
each tree in D has unbounded depth. If d ∈ D is not a root, we write pred(d) for the parent
of d. For any d there exists i ∈ N such that predi(d) is a root node, where pred0(d) = d. The
number i is called the level of d. Thus, root nodes are exactly those at level 0.

Our automata use finite subsets of D as an address space for memory, in which elements from
a finite set M are stored. The symbol ⊥ denotes empty storage. This memory is called class
memory. Formally, it is a function µ : D → M⊥, where M⊥ = M ⊎ {⊥} and µ−1(M) is
finite.

Class memories were first introduced in class memory automata (CMA) [3], where D
was infinite but flat (i.e. without branching). The class memory of a data value d ∈ D was
initialised when d was encountered for the first time, and the automaton could read and
update it each time d reappeared.

Nested data class memory automata (NDCMA) [6] extended this idea to trees of bounded
height. When reading (a, d) ∈ Σ×D, where d is at level i, an NDCMA has access to the class
memories along the entire path from d to the root, namely (µ(pred0(d)), · · · , µ(predi−1(d)).
That is, when processing d, the automaton can access the memories of all ancestors of d.
Since D has unbounded depth in our setting, this approach cannot be adopted naively, as it
would result in an unbounded transition relation.

Instead, for each d ∈ D, our new automata maintain a bounded list ι(d) = d1 . . . di, called
list memory, containing only some ancestors of d, ordered from bottom to top. Formally,
list memory is represented by a function ι : D → D∗ such that ι−1(D+) is finite. When
reading d, in addition to accessing µ(d), the automaton is granted read/write access to the
class memories of all data in ι(d).

For a root node d, the list ι(d) is necessarily empty. Otherwise, the list memory of d is
derived from that of its parent d0 = pred(d) as follows. Assuming ι(d0) = d1 · · · di, the list
ι(d) may be chosen as any suffix of d0d1 · · · di, provided its length does not exceed a fixed
bound k. This mechanism resembles a k-bounded stack discipline: the element d0 is first
pushed onto the stack ι(d0) and may then be removed, together with other elements, via a
sequence of pops corresponding to taking a suffix.
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12:10 Unbounded Data Nesting for Loops in Higher-Order Programs

▶ Remark 17. In our setting with loops, the sequence of pops will be used to clear local
resources at the end of loop iterations.

▶ Definition 18. Let k ∈ N. A k-Unbounded Nested Data Class Memory Automaton
(k-UNDCMA) is a tuple A = ⟨ Q, Σ, M, δ, σ, q0, F ⟩, where Q is a finite set of states, Σ
is a finite alphabet of tags, M is a finite set of memories, q0 ∈ Q is the initial state, F ⊆ Q

is the set of accepting states; and δ, σ are transition functions for seen and unseen data,
respectively. We have δ =

⋃k
i=0 δi and σ =

⋃k
i=−1 σi, where

δi : Q × Σ × Mi+1 → P(Q × Mi+1),
σi : Q × Σ × Mi+1 → P(Q × Mi+2 × N)

subject to the condition that j ≤ min(i + 1, k) for any (q, v⃗, j) in the image of σi. We write
q

a,v⃗−−→⃗
v′

q′ to denote (q′, v⃗′) ∈ δi(q, a, v⃗), and q
a,(⊥,v⃗)−−−−−→

(v′′,v⃗′),j
q′ to denote (q′, (v′′, v⃗′), j) ∈ σi(q, a, v⃗).

The automaton A is called deterministic if each set in the image of δi and σi contains at
most one element.

▶ Remark 19. Note that in transitions, we write memories in bottom-up order, in contrast
to [6, 4], where they are written top-down.
Next we explain how k-UNDCMA operate. A configuration of a UNDCMA A has the form
(q, µ, ι), where q ∈ Q and µ, ι are the class-memory and list-memory functions, respectively.
The initial configuration is (q0, µ0, ι0), where µ0(d) = ⊥ and ι0(d) = ϵ for all d ∈ D. The
automaton can transition from a configuration (q, µ, ι) to (q′, µ′, ι′) upon reading an input
(a, d) ∈ Σ × D, provided that one of the following cases applies.
(seen) µ(d) ̸= ⊥, ι(d) = d1d2 · · · di,

q
a,(µ(d),µ(d1),...,µ(di))−−−−−−−−−−−−−−→

(v0,v1,··· ,vi)
q′,

µ′ = µ[d 7→ v0, d1 7→ v1, . . . , di 7→ vi], and ι′ = ι.
(unseen root) µ(d) = ⊥, ι(d) = ϵ, pred(d) is undefined, q

a,⊥−−→
v,j

q′, µ′ = µ[d 7→ v] and ι′ = ι.
(unseen non-root) µ(d) = ⊥, ι(d) = ϵ, pred(d) = d0, ι(d0) = d1 · · · di,

q
a,(⊥,µ(d0),µ(d1),··· ,µ(di))−−−−−−−−−−−−−−−−−→

(v,v0,v1,··· ,vi),j
q′,

µ′ = µ[d 7→ v, d0 7→ v0, . . . , di 7→ vi] and ι′ = ι[d 7→ di−j+1 · · · di].
In the (seen) case, the class and list memories of d are already defined. The automaton
gains access to µ(d), µ(d1), . . . , µ(di) (assuming ι(d) = d1 · · · di), and may update all of them;
this corresponds to a δi transition.

The (unseen root case) corresponds to σ−1. Here d is a root that has not been
encountered before (µ(d) = ⊥, ι(d) = ϵ). No existing class or list memories are accessed, but
µ(d) is initialised to v. In this case the condition j ≤ min(i + 1, k) forces j = 0, so the list
memory remains empty.

Finally, the (unseen non-root case) handles unseen non-root data values d. The
automaton is allowed to inspect µ(d0), µ(d1), · · · , µ(di), where ι(d0) = d1 · · · di, and may
update these memories. The list memory ι(d) is then defined as the j-long suffix di−j+1 · · · di

of d0d1 · · · di (equivalently, this removes d0 · · · di−j). The condition j ≤ min(i + 1, k) ensures
that 0 ≤ j ≤ i + 1 and that list memories never exceed length k.

A run of A on a word (a1, d1) · · · (ah, dh) ∈ (Σ × D)∗ is a sequence of configurations
ρ0 · · · ρh such that ρ0 is the initial configuration and A can transition from ρj−1 to ρj on
(aj , dj) for all 1 ≤ j ≤ h. Words on which A has a run are called the traces of A and we
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write T (A) for the set of all such words. A run is accepting if the state in ρh is accepting.
Thus, acceptance is defined by state reachability. A word is accepted by A if it has an
accepting run. The set of all accepted words is called the language of A and is denoted
L(A). Note that if F = Q, then T (A) = L(A).

▶ Remark 20. We consider a weak notion of acceptance by final state [6]. For class-memory-
based models such as CMA, a stronger notion can be defined by introducing accepting
memories and requiring that only such memories occur in accepting configurations. Although
such a notion could also be defined for UNDCMA, the weaker notion is the relevant one for
our intended applications.

▶ Remark 21. UNDCMA generalise both weak CMA and weak NDCMA [6]. They degenerate
to CMA when k = 0, δ = δ0, and σ = σ−1, so that only roots of D are explored. Since roots
are pairwise incomparable, they play the role of the flat dataset used in CMA.

To recover NDCMA, we require σk = ∅ and impose that for all −1 ≤ i < k and all (q, t, j)
in the image of σi, we have j = i+1. Under these constraints, list memories at levels 0, · · · , k

always have maximal length, yielding access to the full branch. Because σk = ∅, no data
values beyond level k can be read. Consequently, the resulting automaton is precisely an
NDCMA over a height-bounded dataset in the sense of [6].

▶ Example 22. Let Branches be the language consisting of all words of the form (a, d0) · · · (a,

dh), where d0 is a root and pred(dj) = dj−1 for all 1 ≤ j ≤ h, i.e. all words corresponding to
branches of D (of unbounded length). Below we give a 0-UNDCMA A that accepts Branches.
After reading a datum d ∈ D, A stores m in the class memory of d to indicate the most
recently visited node. This memory is changed to m once one of d’s children is visited in
the next step (the child is then marked with m). Formally, A = ⟨ {q0, q1}, {a}, {m, m}, δ,

σ, q0, {q0, q1} ⟩, where δ = ∅ and σ = σ−1 + σ0, with σ−1 given by q0
a,⊥−−→
m,0

q1, and σ0 by

q1
a,(⊥,m)−−−−−→
(m,m),0

q1. The automaton A does not make use of list memory (k = 0).

▶ Example 23. Let Lodd ⊆ ({a}×D)∗ be the language consisting of all words of the form bwb,
where b ∈ Branches and the only data values that may occur in wb are those appearing in b.
Moreover, each data value occurs in wb at most once. Finally, if b = (a, d0) · · · (a, dh) and
d2i+1 (1 ≤ 2i+1 ≤ h) occurs in wb, then d2i must occur earlier in wb. The language Lodd can
be accepted by the 1-UNDCMA Ao defined below. The automaton uses list memory for d2i+1
to ensure that d2i has already been seen in wb. More precisely, we enforce ι(d2i+1) = d2i and
ι(d2i) = ϵ. Formally, let Q = {q0, q1, q2, q3} and define Ao = ⟨ Q, {a}, {e, e, o, o, ok}, δ, σ, q0,
Q⟩. Using class memory, the transitions in σ record whether the current step corresponds
to an even or odd index, with the most recent one marked by an overline: q0

a,⊥−−→
e,0

q1,

q1
a,(⊥,e)−−−−→
(o,e),1

q2, q2
a,(⊥,o,e)−−−−−−→
(e,o,e),0

q1. Thus, the phase that reads b ∈ Branches may end in either q1

or q2. Transitions in δ then allow Ao to read the data values again, enabling d2i+1 only after
d2i has been processed. This is achieved by changing the class memory of d2i from e or e to

ok, and permitting d2i+1 only when the parent’s class memory is ok: qi
a,̂e−−→
ok

q3 (i ∈ {1, 2, 3},

ê ∈ {e, e}) and q3
a,(ô,ok)−−−−−→
(ok,ok)

q3 (ô ∈ {o, o}).

▶ Example 24. Let Leven ⊆ ({a}×D)∗ be defined by the same constraints as Lodd , except that
the final condition is modified as follows: if b = (a, d0) · · · (a, dh) and d2i+2 (2 ≤ 2i + 2 ≤ h)
occurs in wb, then d2i+1 must occur earlier in wb. The following 1-UNDCMA Ae accepts
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Leven by constructing list memories so that ι(d0) = ι(d2i+1) = ϵ and ι(d2i+2) = d2i+1. The
automaton Ae is defined by the same components as Ao, except for σ and δ, which are now

given by q0
a,⊥−−→
e,0

q1, q1
a,(⊥,e,o)−−−−−−→
(o,e,o),0

q2, q1
a,(⊥,e)−−−−→
(o,e),0

q2, q2
a,(⊥,o)−−−−→
(e,o),1

q1 and qi
a,̂o−−→
ok

q3, q3
a,(ê,ok)−−−−−→
(ok,ok)

q3

and qi
a,̂e−−→
ok

q3 respectively, for i ∈ {1, 2, 3}, ê ∈ {e, e}, ô ∈ {o, o}. The first and last transitions
handle the root node, which has empty list memory.

5 Properties

Closure properties
Under acceptance by state reachability, the NDCMA operating over height-bounded datasets
are closed under union and intersection, but not under complementation [6, 5]; deterministic
NDCMA, however, are closed under all Boolean operations. For UNDCMA, the situation
turns out to be subtler.

▶ Lemma 25. Neither UNDCMA nor deterministic UNDCMA are closed under intersection.

Sketch. Consider the language L ≜ Lodd ∩ Leven. Observe that L consists of words of
the form bwb, where wb must be a prefix of b. We argue that no UNDCMA can accept
L. Intuitively, this is because the size of the list memory is bounded by some constant k,
which implies that a full branch cannot be stored in list memory. Hence, for any fixed k, by
choosing a sufficiently long branch b, we can find two data values along the branch that are
indistinguishable to the automaton. This indistinguishability forces the automaton to accept
a word that does not belong to L. ◀

To consider closure under complementation, note that whenever a UNDCMA has a run on a
word w, and w contains a non-root datum d ∈ D, then pred(d) must occur in w before d.
Let us call this word property admissibility and write Adm(Σ, D) for the set of all admissible
words in (Σ × D)∗. Consequently, languages accepted by UNDCMA are not closed under the
usual notion of complementation with respect to (Σ × D)∗. A more meaningful notion in this
setting is complementation with respect to Adm(Σ, D). UNDCMA are still not closed under
this modified notion of complement, as a consequence of weak CMA not being closed under
complementation. However, deterministic UNDCMA are closed under complementation in
this restricted sense, by making the transition function total and flipping accepting states.

For closure under union, let us observe that the expressive power of UNDCMA is
unaffected by adding ϵ-transitions of the form q1

ϵ−→ q2, which modify only the control
state and do not affect class or list memories. In the deterministic case, we require that
whenever such an ϵ-transition is present, there are no other outgoing transitions from q1.
This observation immediately yields closure under union for nondeterministic UNDCMA.
However, deterministic UNDCMA cannot be closed under union, since they are closed under
complementation but not under intersection.

Algorithmic properties
First we establish that the state-reachability problem for UNDCMA is decidable. We
take advantage of the theory of well-quasi-orders and well-structured transition systems
(WSTS) [10, 20]. Recall that a well-quasi-order is a relation that is reflexive and transitive,
and has no infinite descending chains and no infinite antichains.
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As UNDCMA operate, their class memory can be viewed as a finite subforest of D
labelled with elements of M. For NDCMA, which operate over trees of bounded height, this
finite subforest also has bounded height, and the decidability argument for reachability [5]
relies on the fact that bounded-height trees form a well-quasi-order with respect to tree
monomorphisms, i.e. injective mappings that preserve the root and the predecessor relation.
With unbounded height, this property no longer holds.

▶ Example 26. Consider the family of graphs {Hi} defined by H0 = ◦
◦ ◦ and Hi+1 = ◦

Hi
.

Then the family {Gi}, where Gi = ◦
Hi ◦ , forms an infinite antichain.

Although we cannot follow exactly the same route as for NDCMA, we can still apply the tree-
monomorphism ordering for bounded trees by exploiting the additional structure provided by
list memories. To this end, we show how to extract a tree of bounded height from reachable
UNDCMA configurations.

▶ Definition 27. Let ρ = (q, µ, ι) be a reachable UNDCMA configuration. The list-memory
tree of ρ, written Treeρ, is defined as (µ−1(M) ⊎ {r}, pred ′), where pred ′(r) is undefined (so
r is the root), pred ′(d) = r whenever ι(d) = ϵ, and pred ′(d) = d1 whenever ι(d) = d1 · · · di.

▶ Example 28. Below we give the list-memory trees of configurations reached by the
UNDCMA from Examples 22, 23, and 24 after reading four letters:

r
d0 d1 d2 d3

r
d0 d2
d1 d3

r
d0 d1 d3

d2

That Treeρ has bounded depth (at most k + 2) follows from the lemma below, together with
the fact that list memories have length at most k.

▶ Lemma 29. Suppose ρ = (q, µ, ι) is a reachable UNDCMA configuration and ι(d) = d1 · · · di

for some d ∈ D. Then, for all 1 ≤ j ≤ i, we have (pred ′)j(d) = dj.

The tree Treeρ can be labelled using µ in the obvious way. Using these labelled trees together
with the tree-monomorphism ordering, one can construct a WSTS corresponding to any
UNDCMA with an effective pred-basis and a decidable ordering. The following theorem then
follows from generic results on WSTS coverability.

▶ Theorem 30. The state-reachability problem for UNDCMA is decidable.

We now turn to the trace inclusion problem for deterministic UNDCMA, which, in contrast
to deterministic NDCMA, turns out to be undecidable. We begin with the intersection-
emptiness problem: given UNDCMA A1 and A2, is it the case that L(A1) ∩ L(A2) = ∅?

▶ Lemma 31. The intersection-emptiness problem for deterministic UNDCMA is undecidable.

Sketch. In Example 23, we showed how to design an automaton that, while reading odd-
numbered positions, can compare them with the preceding one. Conversely, in Example 24,
the automaton performs the same check at even-numbered positions. When data words are
used to encode configurations of a Turing machine, this idea can be generalised to construct
automata Ao and Ae that verify the correctness of updates at odd- and even-numbered cells,
respectively, while allowing errors at the other positions. If each automaton accepts as soon
as an accepting configuration is detected, then the intersection of their languages is empty if
and only if the Turing machine does not halt. ◀
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The above result immediately implies undecidability of language inclusion for deterministic
UNDCMA. Moreover, the argument can be strengthened to apply to trace inclusion.

▶ Theorem 32. The trace inclusion problem (and hence the language inclusion problem) is
undecidable for deterministic UNDCMA.

6 From FOSC with while to UNDCMA

This section explains how the trace semantics of FOSC + while can be faithfully represented
using UNDCMA. To this end, we need to eliminate certain infinitary features of LHOSC.

Class memory for γ, ξ

The class memory of UNDCMA will be used, among other things, to model the γ and ξ

components of LHOSC. Note that their domains consist of P-names, which is compatible
with UNDCMA; however, their images contain terms with occurrences of O-names and
locations. Although the number of such terms is bounded up to name permutations, we still
need to eliminate O-names and locations. In both cases, we replace them with a carefully
chosen bounded set of numerical indices. Below we explain how O-names are handled. Heap
locations are discussed later.

O-names
In the loop-free case, to handle O-names, [4] uses typed indices (i : σ) corresponding to the
order of appearance of O-names in P-views. Unfortunately, in the presence of loops, P-views
are no longer bounded, so this scheme cannot be applied directly.

To recover the idea, we shall consider certain subsequences of P-views determined by loop
behaviour. We say that a loop iteration is completed when its body has finished executing,
or when control has been transferred to a completed loop iteration. Similarly, a loop is said
to be completed if its guard has evaluated to false and the loop has been exited, or if control
has been transferred to a completed loop iteration. A loop or loop iteration is active if it has
not yet been completed.

We observe that, during reductions in the LTS, terms may contain only O-names and
locations created in currently active loop iterations. Accordingly, we shall restrict P-views to
actions originating solely from active iterations. We call such restricted P-views shallow
P-views (or simply shallow views). Shallow views are defined operationally: they are
extracted from a transition sequence by considering the corresponding view path and removing
actions originating from completed loop iterations.

We also consider a slightly extended notion, called the enriched shallow P-view (or
es-view, for short) defined to be the subsequence of the P-view that consists of all the actions
from the shallow P-view together with the first two actions (if any) from each active loop
and from completed loops contained in an active iteration. Note that such pairs of actions
are always a P-action followed by an O-action.

▶ Example 33. Consider the terms f : Unit → Unit ⊢ M6, M7 : Unit, with

M6 ≜ while true do f()
M7 ≜ while true do f(); f().

Let t4 ≜ f̄((), c1) c1(()) f̄((), c2) c2(()) f̄((), c3) c3(()) f̄((), c4). Consider the sequence of
transitions for M6 generating t4. Its shallow P-view is f̄((), c4), since all other actions
originate from completed loop iterations. Its es-view is f̄((), c1) c1(()) f̄((), c4), because
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f̄((), c1) and c1(()) are the first two actions produced by the loop. In contrast, when M7
generates t4, the shallow view is f̄((), c3) c3(()) f̄((), c4), and the es-view is f̄((), c1) c1(())
f̄((), c3) c3(()) f̄((), c4).

▶ Lemma 34. The shallow views and es-views generated by LHOSC for cr-free FOSC + while
terms have bounded length.

Sketch. Our proof relies on the boundedness of P-views in the loop-free case [4]. To
relate our setting to the loop-free case, we perform a transformation, which we call g-
conversion, replacing every loop while M do N with g(λ_.if M then N else ()) for a free
identifier g : Unit → Unit. The result is a loop-free FOSC term that over-approximates the
original term: each loop entry corresponds to a call to g, loop exit corresponds to returning
to g, each loop iteration corresponds to calling g’s argument, and each completed iteration
corresponds to returning to that argument.

After this conversion, the resulting P-views expose only the currently active iterations
(shallow P-view), including those aborted by throw as well as loop entries and exits for
all outermost completed loops within an active iteration. The fact that these P-views are
bounded in the loop-free case implies bounds on the shallow and es-views. ◀

▶ Remark 35. The unboundedness of P-views in the presence of loops stems from the
potentially unbounded number of loop iterations. If, for each loop, one includes actions from
only a bounded number of iterations, then boundedness is restored. From this perspective,
shallow views involve actions from only one iteration per loop (the active one), whereas
es-views involve actions from at most two iterations per loop.

As the examples illustrate, shallow views and es-views depend on the structure of the
term, in particular on the placement of loops. The automaton we construct will rely on
these notions internally. Notably, we enumerate O-names using indices corresponding to
their order of occurrence in the shallow view. This enumeration is used only internally to
support transitions and, unlike in [4], the indices will not be revealed in the trace.

▶ Example 36. Let Γ = {f : ((Unit → Unit) → Unit) → Unit} and let c : Unit, as in
Definition 9. Suppose f, c are assigned indices 1 and 2, respectively. Consider terms
M ′

6, M ′
7 defined as M6 and M7, respectively, but with each occurrence of f() replaced by

f(λgUnit→Unit.g()). Let t′
4 be obtained from t4 by replacing each occurrence of f̄((), ci)

with f̄(hi, ci) hi(gi, c′
i) ḡi(()). Then the names g1, c′

1, g2, c′
2, g3, c′

3, g4, c′
4 are assigned the

following indices: for M ′
6, the sequence is 3, 4, 3, 4, 3, 4, 3, 4, whereas for M ′

7 it is 3, 4, 5, 6,
3, 4, 5, 6.

P-views and ghost values
As already mentioned, we use elements of D to represent P-names and employ their class
memory to encode the γ and ξ components. In addition, we use D for a more structural
purpose: to track P-views. Recall from Example 13 that P-views generated by FOSC + while
terms may have unbounded depth. Since D itself has unbounded depth, we use its branches to
represent P-views. The data values used for this purpose are called ghost values, following [4].
Ghost values do not correspond to concrete actions; instead, they form a skeleton representing
successive points in time in the simulation, to which we attach the names corresponding to γ

and ξ. Concretely, a pair of consecutive actions by O and P will be represented by a word in
(Σ × D)∗ of the form

<O-action> (Gopen, o) <P-action> (Gclose, o),
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where o is a dedicated ghost value (chosen uniquely for the two actions), Gopen, Gclose ∈ Σ
are special tags, and <O-action>, <P-action> are encodings of actions, to be specified
later. The first action in a trace is necessarily a P-action and is therefore not preceded
by an O-action. In this case, <O-action> will be empty and o is chosen to be a root D.
To maintain the correspondence with P-views, we enforce the following discipline on ghost
values: if a P-name introduced in a P-action associated with o1 later appears as the head
name of an O-action associated with o2, then o2 must be a child of o1 in D.

▶ Example 37. To represent t4 from Example 33, we use ghost values o1, o2, o3, o4 ∈ D such
that o1 is a root and pred(oi) = oi−1 (2 ≤ i ≤ 4). That is, the ghost values form a single
branch.

List memory
While ghost values arranged in branches of D are intended to correspond to P-views (which
are unbounded), their list memory will be structured so as to correspond to es-views (which
are bounded). We choose to shape list memory according to es-views rather than shallow
views, because including the first action from each es-visible loop provides a place to store
resources created before the loop is entered. This is crucial, since locations and indices for
O-names will be recorded in class memory (of ghost values) in the succeeding P-action.

▶ Example 38. For M6 and M7 from Example 33, the list-memory trees (restricted to ghost

values and with the root r omitted) have the following respective shapes: o1
o2 o3 o4

and
o1
o2 o3

o4
.

The class memories of ghost values will store information that supports the translation,
notably parts of the heap and historical information about indices for O-names, which is
required to implement the indexing scheme for O-names. Crucially, ghost values also provide
the structural backbone to which data values corresponding to P-names are attached. In
what follows, we explain how actions are encoded, that is, the precise form of <P-action>
and <O-action>.

P-actions and O-names
Recall that in LHOSC, the participants O and P always call each other’s functions; in
particular, the head name of a P-action is an O-name. In [4], the authors enumerate O-names
with indices corresponding to their order of appearance in the P-view and employ a static
assignment of data values to these indices, fixed at the outset. In our setting, this approach
must be adapted: while we rely internally on indices derived from shallow views, these indices
cannot be revealed in traces, as doing so would expose the structure of loops and compromise
full abstraction. To address this, we assign data values to O-indices dynamically. An O-name
d will be represented by od, n, where od is the ghost value following the O-action that
introduced d, and n is a positive integer indicating that d was the nth O-name introduced by
that action. This representation uniquely identifies d independently of the loop structure. To
implement this scheme, we record, in the class memory of each ghost value, which O-indices
are associated with it.

Having explained how to represent the head names of P-actions – namely, f in f̄(A′, c′)
and c in c̄(A′) – we turn to the representation of A′ and c′. To encode the abstract value A′,
we use A′

□, obtained from A′ by replacing all names occurring in it with the symbol □. This
ensures that only finitely many distinct A′

□ arise. The names occurring in A′ (as well as
c′, when applicable) are represented using fresh data values tagged with Parg (respectively,
Pcont). We convert from A′ into a pattern A′

□ and a list of names using the following
decomposition rule:
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Decom(V ) ≜ (V, ϵ) V : {Unit, Int, Bool}
Decom(V ) ≜ (□, V ) V : σ → σ′

Decom(⟨V1, V2⟩) ≜ (⟨P1, P2⟩, Ū1Ū2) (Pi, Ūi) = Decom(Vi)

Overall, the two kinds of P-actions are encoded by words of the following forms:

(Pcalln(A′
□), od) (Parg, d1) · · · (Parg, dj) (Pcont, dj+1),

(Pretn(A′
□), od) (Parg, d1) · · · (Parg, dj),

where j is the number of names in A′ and d1, · · · , dj+1 are fresh data values. These new
data values are introduced as children of the ghost value o in D, where o is the ghost value
appearing in the preceding (Gopen, o). The class memories of the di are used to store the
corresponding values or evaluation contexts from LHOSC (arising from γ and ξ), together
with auxiliary bookkeeping information.

O-actions
O-actions – namely, f(A′, c′) and c(A′) – use P-names as head names. They are encoded
by (Ocall(A′

□), d) and (Oret(A′
□), d), respectively, where d is the data value representing the

P-name, that is, one of the di introduced during the encoding of the corresponding P-action.
Consequently, the parent of d in D is the ghost value o associated with the P-action that
introduced the P-name.

This structure allows the automaton, upon accessing d, to mark o (with †) in order to
identify the relevant place in class memory. In the subsequent step, this mark is used to
create a fresh ghost value o′, which appears in (Gopen, o′) following the O-action. That new
ghost value is made a child of o, thereby preserving the invariant that ghost values encode
P-views.
▶ Remark 39. In contrast to [4], we do not use explicit argument and continuation tags for
O-names. Instead, each O-name d occurring in A′, c′ is implicitly represented by o′, n, where
d is the nth name introduced by the corresponding action (1 ≤ n ≤ j, with j the number of
names in A′ and c′).

▶ Example 40. The trace t4 from Example 33 is represented as (Gopen, o1) (Pcall1(()), o1)
(Pcont, d1) (Gclose, o1) (Ocall(()), d1) (Gopen, o2) (Pcall1(()), o1) (Pcont, d2) (Gclose, o2)
(Ocall(()), d2) (Gopen, o3) (Pcall1(()), o1) (Pcont, d3) (Gclose, o3) (Ocall(()), d3) (Gopen, o4)
(Pcall1(()), o1) (Pcont, d4) (Gclose, o4). The initial O-name f is treated as the first name
associated with o1 and is therefore represented by o1, 1; accordingly, calls to f are encoded
as (Pcall1(()), o1). This example illustrates the importance of using es-views rather than
shallow views to structure ghost values in list memory, since the ghost values oi must be able
to access o1 in order to call f . The two terms considered in Example 38 generate list-memory
trees of the following shapes, where di corresponds to ci in t4.

o1
d1 o2 o3 o4

d2 d3 d4

o1
d1 o2 o3

d2 d3 o4
d4

▶ Example 41. To illlustrate the use of other tags, consider the trace t2 = ḡ(h1, c1)
h1(f1, c2) f̄1((), c3) c1(()) ¯err((), c4) from Example 7. The corresponding word is (Gopen, o1)
(Pcall2(□), o1) (Parg, d1) (Pcont, d2) (Gclose, o1) (Ocall(□), d1) (Gopen, o2) (Pcall1(()), o2)
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(Pcont, d3) (Gclose, o2) (Oret(()), d2) (Gopen, o3) (Pcall1(()), o1) (Pcont, d4). The initial O-
names err and g are the first and second names associated with o1, respectively, whereas the
O-names f1, c2 are the first and second names associated with o2. The induced list-memory
tree produced by M2 (Example 3) will be o1

d1 d2 o2 o3

d3 d4

, where d1, d2, d3, d4 correspond to

h1, c1, c3, c4, respectively.

Heaps
Recall that the automaton is being designed so that its list memory corresponds to es-views.
We use branches of the list-memory tree to store the heap in a distributed fashion, thereby
recording the moment in the execution at which heap locations are created. Similarly to
O-indices, we exploit the fact that locations present in a term must originate from shallow
views; however, we enumerate heap locations according to their order of creation in the
es-view. This choice is necessitated by complications arising from the handling of loops. In
particular, some locations may be allocated immediately before a loop is entered and must
remain accessible after the loop has completed. To support this, we require a designated
ghost value within the loop that is also accessible outside the loop. Our design choice is to
store such shared heap locations in the class memory of the first ghost value associated with
the loop. This is another reason why, in the definition of es-view, we retain the first pair of
actions for each es-visible loop: these actions provide a clear allocation point.

A further complication arises from the fact that locations introduced during an iteration
may still need to be updated after the iteration has completed. This can occur because
actions within the iteration may leak locations to the environment (e.g. via higher-order
function calls), allowing the environment to manipulate those locations later, even though
the iteration that created them has finished. Consequently, for each occurrence of while, we
must keep track of what locations have been leaked in this way. At the end of an iteration,
we can then still deallocate all locations that were not leaked. In particular, this enables full
garbage collection for silent iterations consisting solely of ϵ-transitions, since no locations
are leaked in that case. This property is crucial: it ensures that the heap remains bounded
during sequences of ϵ-transitions. We are able to safely dispose of such locations, as the
absence of storage for references in FOSC means the locations will never occur in any future
reduction.

▶ Lemma 42. Consider a sequence of consecutive ϵ-transitions in LHOSC for FOSC + while-
terms. Then the number of locations created is bounded, once allocations from completed loop
iterations are omitted.

Locations that are potentially leaked are carried temporarily in the state of the automaton,
so that they can be updated via list memory when the next P-action occurs. As a result,
locations created at the beginning of the next iteration are initially numbered according to
the previous es-view. However, as soon as the next P-action is reached, these locations will
be renumbered to be compatible with the new es-view.

Implementation
The UNDCMA transition rules are given in Figures 3 and 4. Before discussing the individual
transitions, we explain the meaning of the symbols used in the rules. Recall that O-names
are represented using numerical indices, written as (i : σ).
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κ represents the set of the latest indices for O-names. The variable k denotes the next
available index. The value of k is pushed upon loop entry and popped upon loop exit. To
mark loop exit in rules, we introduce a special keyword exit.
d records the number of P-actions in the current es-view. It is managed similarly to k
except that it is incremented when the first action of a loop is encountered. To detect this
first action, we push d upon loop entry and update it to d + 1 when the first action occurs.
To distinguish between loop entry and re-entry, we use while and while′, respectively.
ζ denotes the stack used to maintain loop-relevant information. This stack is bounded,
since the depth of loop nesting is bounded in the absence of recursion. Entries of ζ have
the form (m, k, d), where m records the largest location index that may have been leaked
to the environment.

The reduction rules that maintain this stack are given in Figure 3. To handle continuations
correctly, we ensure that exit corresponds to the index at the beginning of the loop that is
being exited; accordingly, we bundle ζ inside the continuation. The rules from Figure 3 are
used to define the ϵ-transitions of the corresponding UNDCMA.

The heap truncation mechanisms proposed are semantics-preserving. As explained
previously, if a location is created during a silent iteration, such a location can be safely
disposed of after that iteration. If a location is created during a non-silent iteration, it may
be leaked to the environment during a P-action, and consequently it must be maintained
and updated in case it is accessed later.

To handle such cases, our modified LTS keeps track of the largest location index that
may have been leaked to the environment. When a loop is entered, the current maximal
index is pushed onto the stack with an overline. During a silent iteration, this parameter
remains unchanged and stays overlined, which ensures that when the iteration ends, h≤m

erases all locations created during that iteration. During a non-silent iteration, the parameter
is updated and the overline is removed. In this case, h≤m erases only those locations
created after the most recent P-action in the iteration, i. e. only those that have not been
communicated to the environment.

Consequently, locations created during an iteration that may have been leaked to the
environment are not garbage-collected at the end of that iteration. Instead, they are carried
temporarily in the state of the automaton and are updated in its (list) memory when the
next P-action occurs.

Initialisation
Suppose Γ ⊢ M : σ, ρ is a Γ-assignment and c : σ as in Definition 9. Let nρ ≜ |ν(ρ)| be
the number of function-type free variables in Γ. The initial state of our automaton is (Mρ,

(iinit : σ), hinit , κinit , kinit , dinit , ζinit , IRed), where iinit ≜ nρ + 1, hinit ≜ ∅, κinit ≜ 1 · · · nρ,
kinit ≜ nρ + 2, dinit ≜ 0 and ζinit ≜ ϵ. The term Mρ is obtained from M by replacing each
free variable xi : σi of function type with (j : σi) if xi is the jth function-type variable in
Γ, and replacing each free variable xi of base type with ρ(xi). The flag IRed indicates that
reductions are to follow; in non-initial cases, the flag Red is used instead. Reductions proceed
until a value V or a callback K[(i : τ)V ] is reached, at which point the rule (Gopen) applies.

(Gopen)
This rule creates ghost values to support our representation scheme for traces. In the initial
cases ((Gopen-Ai) and (Gopen-Qi)), the ghost value is a root of D, used to store the latest
(h, κ), both marked with †. In non-initial cases, the mark † is already present in the heap
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(K[ref V ], (i : σ), h, κ, k, d, ζ) → (K[l], (i : σ), h[l 7→ V ], κ, k, d, ζ) where l = max h + 1

(K[while M do N ], (i : σ), h, κ, k, d, ζ) → (if M then (N ; while′ M do N) else exit, (i : σ), h, κ,

k, d, (max (h), k, d) :: ζ)

(K[while′ M do N ], (i : σ), h, κ, k, d, (m, k′, d′) :: ζ) → (if M then (N ; while′ M do N) else exit,

(i : σ), h≤m, κ, k′, d′, (m, k′, d′) :: ζ)

(K[while′ M do N ], (i : σ), h, κ, k, d, (m, k′, d′) :: ζ) → (if M then (N ; while′ M do N) else exit,

(i : σ), h≤m,∅, k′, d′, (m, k′, d′) :: ζ)

(K[exit], (i : σ), h, κ, k, d, (m, k′, d′) :: ζ) → (K[()], (i : σ), h≤m, κ, k′, d′, ζ)

(K[exit], (i : σ), h, κ, k, d, (m, k′, d′) :: ζ) → (K[()], (i : σ), h≤m, ∅, k′, d′, ζ)

(K[call/ccτ (x.M)], (i : σ), h, κ, k, d, ζ) → (K[M{contτ (K, (i : σ), |ζ|)/x}], (i : σ), h, κ, k, d, ζ)

(K[throwτ V to contτ (K′, (i′ : σ′), j)], (i : σ), h, κ, k, d, ζ) → (K′[V ], (i′ : σ′), h, κ, k, d, ζ≤j)

(N, (i : σ), h, κ, k, d, ζ) → (N ′, (i : σ), h′, κ, k, d, ζ) otherwise, provided (N, h) → (N ′, h′)

Figure 3 Reduction rules that support indexing.

(due to rules (Ocall) or (Oret)), indicating the relevant place in memory. Rule (Gopen)
then marks one instance κz with † to indicate the point at which the O-name (i : σ) was
introduced. The marked κz is then used to identify the ghost name representing (i : σ) in
rules (Pcall) and (Pret). This interpretation of κ†

z also applies in the initial case, since only
initial O-names are present.

Rule (Gopen) also updates the stack using the function Updateh:

Updateh(ϵ) = ϵ

Updateh((m, k, d) :: ζ) = (max(h), k, d) :: ζ

Updateh((m, k, d) :: ζ) = ((max(h), k, d + 1) :: ζ ′)

where ζ ′ ≜ ζ[(max(h), k′, d + 1)/(m′, k′, d′)]. That is, each m′ is replaced by max(h) and each
d′ by d + 1. The increment ensures that subsequent iterations can access the ghost value
corresponding to this action, and hence any locations created before the most recent P-action
and loop entry. Updating m′ to max(h) reflects access to newly available locations. Moreover,
setting m = max(h) ensures that any heap accessible before the upcoming P-action remains
accessible after the iteration completes.

Finally, (Gopen) updates the heap. If d has not decreased during the most recent sequence
of reductions, this simply adds a new heap level to the existing branch. If d decreases (i.e.
the es-view shrinks), new locations must be added at a higher level d, which may require
renaming to conform to es-view-based numbering. This is handled by the function Updateh,d
together with truncating the list memory to length d.

Given u, v ∈ N, define the substitution ρu,v by ρu,v ≜ [i 7→ i − (v − u) : i > v]. We then
define

Updateh,d(hn, · · · , h1) ≜ (h′, hmn<i≤mn−1 , · · · , h0≤i≤m1),

where h′ = (h>mn)ρmd,mn , m0 = 0 and mi = max(max(hi), mi−1) for 1 ≤ i ≤ n. Here hρ

denotes application of ρ to the domain of h. We also write Mρ for the term M obtained by
applying ρ to the locations occurring in M .
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(Pcall), (Pret)
These rules correspond to P-actions. The marked κ†

z is used to compute the integer n such
that Pcalln (respectively Pretn) refers to the O-name represented by (i : τ). The mark †
is then removed from κz. We write ι ∈ {ϵ, †} to indicate whether the corresponding heap
component is marked. To simulate updates to γ and ξ in LHOSC, the relevant values (and a
continuation, if applicable) are collected in the target state and passed to rules (Parg) and
(Pcont).

(Parg), (Pcont)
These rules generate fresh, non-ghost data values to represent γ and ξ. The new data values
become children of the ghost value introduced immediately beforehand, in accordance with
the representation scheme. Data representing function values are tagged with Parg, while
those representing continuations are tagged with Pcont. Once all values and continuations
have been installed in class memory, control passes to (Gclose), which clears the † mark and
prepares the memory for the next O-action.

(Ocall), (Oret)
These rules handle O-actions. They allow the automaton to select any data value introduced
by (Parg) and (Pcont) as a head name, generate a fresh supply κ of O-name indices starting
from k, reconstruct the heap from list memory, and mark the relevant branch using †. The
target state carries the Red flag, triggering reduction as in the initial case.

Our construction relies on the existence of bounds on several quantities. Although we
do not compute these bounds explicitly, they can be determined effectively by checking
whether a given bound suffices using the UNDCMA reachability procedure (Theorem 30),
and increasing the bound if necessary.

▶ Theorem 43. For any cr-free FOSC+while-term Γ ⊢ M : σ, any Γ-assignment ρ and c : σ,
there exists an effectively constructible deterministic UNDCMA Aρ,σ

Γ⊢M such that T (Aρ,σ
M )

represents TrHOSC(Cρ,c
M ) according to the representation scheme.

Together with Theorems 14 and 30, this yields:

▶ Corollary 44. The contextual reachability problem for cr-free FOSC + while terms is
decidable.

7 From UNDCMA to FOSC + while

In this section, we show how to represent the traces of any deterministic UNDCMA A as
traces of a FOSC + while term Γ ⊢ MA : Unit. To avoid tedious encodings of M and Σ into
Int, we assume that Int = Σ = M. We also conflate D with FNamesInt→Unit. Recall that D
carries a forest structure, whereas FNamesInt→Unit does not. To compensate for this mismatch,
our representation uses continuation names to encode the parent-child relationship.

Let Γ ≜ {f : Unit → Int, g : (Int → Unit) → Int}. Under the assumption Int = Σ, the
functions f and g can be viewed as tag generators. To represent the first occurrence of a datum
d in a word, say, in (a, d), we use action segments of the form cP (a) ḡ(d, c′

P ). Subsequent
occurrences of d, e.g. as (a′, d), are simulated using d(a′, cO) c̄O(()). The continuation names
cP , c′

P will be used to link such action segments so as to mirror the forest structure of D.
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(ϵ) (N, (i : τ), h, κ, k, d, ζ, RFlag) ϵ−−→ (N ′, (i′ : τ ′), h′, κ′, k′, d′, ζ′, RFlag)
when (N, (i : τ), h, κ, k, d, ζ) → (N ′, (i′ : τ ′), h′, κ′, k′, d′, ζ′), RFlag ∈ {IRed, Red}

(Gopen-Ai) (V, (i : τ), h, κ, k, d, ζ, IRed) Gopen,(⊥)−−−−−−−→
((h†,κ†)),0

(V, (i : τ), k, d + 1, 1, ζ′)

(Gopen-A) (V, (i : τ), h, κ, k, d,

ζ, Red)

Gopen,(⊥,(h
†
n,κn),··· ,(h1,κ1))

−−−−−−−−−−−−−−−−−−−−−−−−→
((h′†,κ

ιn+1
n+1 ),(h′

n,κ
ιn
n ),··· ,(h′

1,κ
ι1
1 )),d

(V ρmd,mn , (i : τ), k, d + 1,

z, ζ′)

(Gopen-Qi) (K[(i : τ)V ], (j : τ ′), h, κ, k, d,

ζ, IRed)

Gopen,(⊥)−−−−−−−→
((h†,κ†)),0

(K[(i : τ)V ], (j : τ ′), k, d + 1, 1, ζ′)

(Gopen-Q) (K[(i : τ)V ], (j : τ ′), h, κ,

k, d, ζ, Red)

Gopen,(⊥,(h
†
n,κn),··· ,(h1,κ1))

−−−−−−−−−−−−−−−−−−−−−−−−→
((h′†,κ

ιn+1
n+1 ),(h′

n,κ
ιn
n ),··· ,(h′

1,κ
ι1
1 )),d

(K[(i:τ)V ]ρmd,mn , (j:τ ′),
k, d + 1, z, ζ′)

when κn+1 = κ, ιz ∈ {ϵ, †} (1 ≤ z ≤ n + 1), (ιz = † ⇐⇒ (1 ≤ z < d or z = n + 1)
and i occurs in κz), (h′, h′

n, · · · , h′
1) = Updateh,d(hn, · · · , h1), ζ′ = Updateh′ (ζ)

(Pcall) (K[(i : σ)V ], (j : σ′), k,

d, z, ζ)

Pcalln(A□),((hι
z ,κ

†
z),··· ,(h1,κ1))

−−−−−−−−−−−−−−−−−−−−−→
((hι

z ,κz),··· ,(h1,κ1))
(V̄ (K, (j : σ′)), k, d, ζ)

(Pret) (V, (i : σ), k, d, z, ζ)
Pretn(A□),((hι

z ,κ
†
z),··· ,(h1,κ1))

−−−−−−−−−−−−−−−−−−−−−→
((hι

z ,κz),··· ,(h1,κ1))
(V̄ , k, d, ζ)

when (A□, V̄ ) = Decom(V ), ι ∈ {ϵ, †}, and i is the nth element of κz

(Parg) (V W̄ , k, d, ζ)
Parg,(⊥,(h

†
d ,κd),··· ,(h1,κ1))

−−−−−−−−−−−−−−−−−−−−→
((V,k,d,ζ),(h

†
d ,κd),··· ,(h1,κ1)),d

(W̄ , k, d, ζ)

(Pargϵ) (ϵ, k, d, ζ) ϵ−→ Gclose

(Pcont) ((K, (i : σ)), k, d, ζ)
Pcont,(⊥,(h

†
d ,κd),··· ,(h1,κ1))

−−−−−−−−−−−−−−−−−−−−−−−→
((K,(i:σ),k,d,ζ),(h

†
d ,κd),··· ,(h1,κ1)),d

Gclose

(Gclose) Gclose Gclose,((h
†
n,κn),··· ,(h1,κ1))

−−−−−−−−−−−−−−−−−−→
((hn,κn),··· ,(h1,κ1))

Ostate

(Ocall) Ostate
Ocall(A□),((V,k,d,ζ),(hd,κd),··· ,(h1,κ1))
−−−−−−−−−−−−−−−−−−−−−−−−−−→

((V,k,d,ζ),(h
†
d ,κd),··· ,(h1,κ1))

(V U, (k′ : σ′′), h, κ, k′ + 1, d, ζ, Red)

when (A□, τ̄) = Decom(U), k′ = k + #A□, h = h1 · h2 · . . . · hn, κ = k · · · k′

V : σ′ → σ′′, τ̄ = (k : τk) · · · (k′ − 1 : τk′−1), τ̄ ⊢ A□ : σ′

(Oret) Ostate
Oret(A□),((K,(i:σ),k,ζ),(hd,κd),··· ,(h1,κ1))
−−−−−−−−−−−−−−−−−−−−−−−−−−−−→

((K,(i:σ),k,d,ζ),(h
†
d ,κd),··· ,(h1,κ1))

(K[U ], (i : σ), h, κ, k′, d, ζ, Red)

when (A□, τ̄) = Decom(U), h = h1 · h2 · . . . · hn, k′ = k + #A□, κ = k · · · (k′ − 1)
K[σ′], τ̄ = (k : τk) · · · (k′ − 1 : τk′−1), τ̄ ⊢ A□ : σ′

Figure 4 Transitions of the UNDCMA Aρ,σ
M .
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MA ≜ let s = ref (q0), aux = ref (0) in
let a = f() in ( (if (!s a,⊥−−→

v,0
q′) then (s := q′; aux := v) else Ω);

while true do call/cc(l0.Level0) )

Leveli ≜ let mi = ref (!aux) in
let a = f(λaInt.if !s a,(!mi,··· ,!m0)−−−−−−−−−→

vi,··· ,v0
q′ then (s := q′; mi := vi; · · · ; m0 := v0) else Ω)

in if i > k then Ω else
(if !s a,(⊥,!mi,··· ,!m0)−−−−−−−−−−−→

(vi+1,vi,··· ,v0),j
q′ then (s := q′; aux := vi+1; mi := vi; · · · ; m0 := v0) else Ω;

if j = i + 1 then (while true do call/cc(li+1.Leveli+1)) else (throw () to lj)

Figure 5 MA.

▶ Definition 45. Given w ∈ Adm(Σ, D), the corresponding trace tw is defined inductively as
follows. We set tϵ ≜ f̄((), c), where c ∈ CNames is fresh.

Suppose d ∈ D does not occur in w. If d is a root, then tw(a,d) ≜ tw c(a) ḡ(d, cP ), where
cP is fresh and c is the name from tϵ. If d is not a root, d′ ≜ pred(d) occurs in w, and
the first occurrence of d′ was represented in tw by cP (a′) ḡ(d′, c′

P ), then tw(a,d) ≜ tw

c′
P (a) ḡ(d, c′′

P ), where c′′
P is fresh.

Suppose d ∈ D occurs in w and its first occurrence was represented in tw by cP (a′)ḡ(d′, c′
P ).

Then tw(a,d) ≜ tw d(a, cO) c̄O(()), where cO is fresh.
Note that tw is defined uniquely up to the choice of fresh names.

▶ Example 46. Let w = (a0, d0) (a1, d1) (a2, d0) (a3, d2) (a4, d1) (a5, d2) ∈ (Σ, D)∗ with
d0, d1, d2 related in D as follows: d0

d1 d2

. Then tw = f̄((), c) c(a0) ḡ(d0, c1) c1(a1) ḡ(d1, c2)

d0(a2, c3) c̄3(()) c1(a3) ḡ(d2, c4) d1(a4, c5) c̄5(()) d2(a5, c6) c̄6(()). Note that the continuation
name c1 links the segments introducing d1 and d2 to that for d0, thereby mirroring the tree
structure of D.

Given a deterministic UNDCMA A, we now construct a term MA to correspond to A. The
full construction of MA is given in Figure 5.

The control state of A is represented by a global reference s, while class memory is
stored in (multiple copies of) references mi, indexed by the depth i in the list memory tree.
The first action generated by MA is f̄((), c). If O answers with c(a), this triggers ḡ(d, cP ),
representing the input (a, d), where d is a root of D.

Inside MA, the function g is applied to a function representing revisiting a datum. Thus,
an action d(a′, cO) corresponds to reading (a′, d). On the other hand, an action cP (a′′)
corresponds to visiting a child d′ of d for the first time, which triggers ḡ(d′, c′

P ).
The term MA has a layered structure with k+1 levels (for 0 ≤ i ≤ k) if A is a k-UNDCMA.

Depending on how A updates its list memory via the parameter j, control in MA is directed
to the corresponding layer using continuations. The intended class memory of a newly
introduced datum is stored temporarily in an auxiliary variable aux, which is then written
into a freshly created reference mj at the appropriate level. The while loops ensure that it is
always possible to add nodes at each level.

▶ Lemma 47. For any deterministic k-UNDCMA A, the traces generated by the FOSC+while
term f, g ⊢ MA from Figure 5 correspond to Tr(A) in the sense of Definition 45.
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Together with Theorems 15 and 32, this yields:

▶ Theorem 48. The contextual approximation problem for FOSC+while terms is undecidable.

8 Conclusion

We have introduced UNDCMA, a new class of automata over nested data that can handle
unbounded nesting. UNDCMA were shown to correspond to FOSC + while, yielding both
decidability and undecidability results for the language.

The trace inclusion problem for deterministic UNDCMA turns out to be undecidable.
However, this does not preclude the possibility that the equivalence problem is decidable,
and we leave this question for future work. Interestingly, the closure and decidability profile
of UNDCMA matches that of pushdown automata, where the corresponding problem for
deterministic automata proved to be rather challenging [21]. In our setting, the difficulty
stems from the fact that equivalent automata may rely on different list-memory structures. In
particular, the same data values may occur at very different depths in the list-memory graph.
In any case, the equivalence problem is clearly Ackermann-hard, since the state-reachability
problem for weak NDCMA already exhibits this level of complexity [6]. Finally, let us
note that our results imply that the trace equivalence problem for deterministic UNDCMA
corresponds to the contextual equivalence problem for FOSC + while.

On the programming-languages side, we considered HOSC contexts. An interesting
direction for future work is to restrict attention to FOSC contexts instead. This would
require imposing non-trivial constraints on contextual behaviour – constraints that can be
relaxed for HOSC.

CC-BY statement. For the purpose of Open Access, the author has applied a CC-BY
public copyright licence to any Author Accepted Manuscript (AAM) version arising from
this submission.
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