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Abstract
Coherent control, aka quantum control, is a central concept in quantum computing that is attracting
increasing attention from both the quantum foundations and quantum software communities.
Defining coherent control in the presence of recursion and measurement has long been known to
be a major challenge. In particular, no-go results have been established for standard semantical
domains like completely positive maps. We address this problem by introducing the first quantum
programming language with recursion that allows for the coherent control of arbitrary quantum
operations. We equip this language with both an operational and a denotational semantics that
we prove to be adequate. To design these semantics, we show that combining coherent control,
recursion, and measurement crucially requires describing the evolution of subprograms in the absence
of input. To address this, the operational semantics takes into account a default evolution branch,
while the denotational semantics uses the concept of coherent quantum operation, based on vacuum
extensions. We strengthen the validity of our approach by developing an observational equivalence:
two programs are equivalent if their probability of termination is the same in any context. The
denotational semantics is shown to be fully abstract with respect to this observational equivalence.
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1 Introduction

1.1 Context and Motivations
In quantum computing, the execution flow of operations acting on quantum states is generally
carried out in a fixed or classically controlled manner, based on information such as the
classical outcomes of quantum measurements. This is the “quantum data, classical control”
paradigm, which is known to enable a speedup in comparison to classical algorithms. One step
further, one can also consider the superposition of quantum processes themselves, depending
on a quantum state. This notion is referred to as coherent control or quantum control. A
fundamental example of coherent control is the quantum case. This process can be thought
of as a quantum version of the classical “if” statement where the two branches can run in a
superposition. Namely, in the case of unitary evolutions, the quantum case acts on a pair of
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14:2 Quantum Control and General Recursion Beyond the Unitary Case

control and target qubits as follows: if the control qubit is in state |0⟩, a unitary U is applied
to the target qubit, if the control qubit is in state |1⟩, a unitary V is applied to the target
qubit, otherwise U and V are applied in a coherent superposition depending on the state of
the control qubit.

In comparison to quantum processes whose execution flow is fixed or classically controlled,
models with coherent control are known to provide some advantages in computational
complexity [16, 23, 4, 27] and communication tasks [22, 1, 26]. For this reason, the possibility
of including coherent control in quantum programming languages is attracting a great deal
of interest (see [32] for an overview).

The main challenge is to combine quantum control with the key features of a quantum
programming language: general recursion, which refers to the notion of partial recursive
functions in computability theory; and the capability to handle not only unitary evolutions
but also measurements. Notice that there are already solid contributions that combine two
of these three features, which we briefly review below.

Without quantum control, it is well-known that completely positive maps, or quantum
channels, can be used to represent both unitary evolutions and measurements. Moreover,
Selinger [31] showed that, when equipped with the Löwner partial ordering, completely
positive trace non-increasing maps form a ω-CPO, thereby enabling the use of domain-
theoretic fixed-point techniques for general recursion. Nevertheless, incorporating quantum
control into this framework is far from straightforward, as the quantum case operation is
incompatible with the Löwner ordering [8].

To circumvent these no-go results, a compelling line of research considers pure evolutions
only, which entails dropping measurement capabilities and adopting quantum-controlled
recursion. Indeed, whereas recursion usually relies on measurements to determine whether
recursive calls should be made, one can consider quantum controlled recursion in which
recursive calls are performed in superposition. However, suitable definitions of quantum
recursion, such as a quantum while loop, involves not only to consider systems of infinite
dimension, but also to define the outcomes of programs as limits of infinite computations [36,
37, 7]. This makes its practical significance questionable, as for instance the notion of
termination is unclear in this context.

Finally, in the absence of general recursion, combining quantum control with measure-
ment raises the issue of controlling general quantum operations (beyond the unitary case),
which is non trivial. Indeed, although the quantum case is well defined on unitary maps,
namely as (U, V ) 7→ |0⟩⟨0| ⊗ U + |1⟩⟨1| ⊗ V , its extension to completely positive maps is
ill-defined [8]. In order to support control of non unitary operations, it is necessary to
choose a different semantic domain. This is achieved in [38, 39, 8], with semantics relying on
Kraus decompositions. Notice that in recent years, the question of coherently controlling
arbitrary quantum operations (in the absence of general recursion) has been intensively
studied in foundations of quantum mechanics, where it is pointed out that coherent control of
quantum operations requires to specify additional information on the implementation of each
controlled channel [26, 1]. Various frameworks have been introduced to this end, including
vacuum-extended operations [26, 15], routed channels [34] and Kraus decompositions with
input environment states [1].

In summary, the development of a full-fledged programming language that combines
quantum control with general recursion and measurement has remained an open problem
for over a decade, as existing frameworks supporting general recursion either lack quantum
control or quantum measurement. Solving it is nevertheless essential to the development of
high-level quantum programming languages in their full generality.
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1.2 Contributions
In this paper, we solve the above longstanding problem by providing the first semantically
well-behaved programming language (Figure 2) allowing for measurements, recursion and
quantum control beyond the unitary case. Quantum control is formulated as a quantum case
primitive called “qcase”, which we present as a quantum version of the classical conditional
statement. The novelty of our programming language is the possibility for both coherent
control of arbitrary quantum processes (i.e., not restricted to unitary maps) and recursion
via a classically controlled while loop.

In order to assign a formal meaning to programs, we construct an operational semantics,
consisting of a probabilistic big-step transition system, and a denotational semantics. Despite
the apparent issues surrounding the definition of the quantum case [8], this operation is
physically meaningful. Intuitively, it requires some additional information that describes the
behavior of the program in the absence of inputs (see Figure 1).

In the operational semantics, this additional information takes the form of a default
transition for each probabilistic statement (Figure 4). In the denotational semantics, the
additional information is expressed using the framework of coherent quantum operations
(Definition 9 and Figure 5), which take inspiration from vacuum-extended operations [26, 15].
Coherent quantum operations are shown to form a pointed DCPO (Proposition 11) allowing
for domain-theoretic fixed-point techniques for general recursion in the presence of quantum
control and arbitrary quantum operations. Hence, this enables us to define the semantics
of the quantum case in a physically meaningful way, without limiting which operations are
considered controllable, while ensuring the usual expected properties such as compositionality.

We prove the following main properties of the language:
Universality (Theorem 15): every coherent quantum operation can be implemented by
a program in the language. In particular, every quantum operation can be realized
via a coherent quantum operation. Moreover, approximate universality is shown when
the set of built-in unitary gates is restricted to the Hadamard gate H and the T -gate
(Proposition 17).
Adequacy (Theorem 18): the independently-defined operational and denotational seman-
tics are adequate, meaning that they describe the same behavior of programs. Conse-
quently, this links the default transition approach of the operational semantics to the
coherent quantum operation approach of the denotational semantics.
Full abstraction (Theorem 25): we introduce a notion of observational equivalence (Defini-
tion 24), which states that two programs are observationally equivalent if their probability
of termination is the same whatever the context. This formalizes the idea that the
observable behavior of two programs is indistinguishable. We show that the denota-
tional semantics is fully abstract for observational equivalence. Hence, the denotational
semantics exactly captures the observable behavior of programs.

All these concepts are illustrated by numerous examples scattered throughout the paper,
giving an idea of how expressive the language can be.

1.3 Overview
We now give a brief overview in order to convey the intuition and explain our design choices.
The language includes single-qubit unitaries, quantum measurement, qubit discarding, and
while loops, as well as a primitive for quantum control, written as qcase (quantum case).
The language uses only single-qubit unitary gates because multi-qubit gates can be simulated
by programs of the language. Its syntax can be viewed as that of QPL [31] extended by a
quantum case. Given statements S0 and S1,
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14:4 Quantum Control and General Recursion Beyond the Unitary Case

qcase q (0 → S0, 1 → S1)

is the statement that executes S0 and S1 in a coherent superposition, depending on the
state of the control qubit q. Importantly, qubit q is not measured during this process. This
ensures that the resulting process is a superposition of the two possible statements rather
than a probabilistic mixture. The standard measurement operation is instead written with
the meas primitive:

meas q (0 → S0, 1 → S1)

The control qubit q is measured in the computational basis: if the outcome is 0, then S0 is
executed, and if the outcome is 1, then S1 is executed. For both qcase and meas, neither of
the statements S0 or S1 is required to be unitary. Regarding recursion, we include a while
primitive whose syntax is the following:

while q do S

while is a measurement-based loop: with each iteration, the control qubit q is measured in
the computational basis, and the loop is exited once output 0 is obtained. Integrating loops
into a quantum programming language brings up considerations that are not encountered
on lower-level models such as quantum circuits. For example, the principle of deferred
measurement [28], which states that all measurements can be postponed to the end of the
computation, no longer holds in the presence of classically controlled while loops.

The operational semantics defines the evolution of an input state |ψ⟩ induced by a program.
To explain the semantics of qcase, consider the statement qcase q (0 → S0, 1 → S1). We
begin by examining the base cases. If the input has the form |0⟩q ⊗ |ψ⟩, since the control
qubit is in state |0⟩, the target input |ψ⟩ is passed to S0, and S1 does not receive any input,
as illustrated by Figure 1a. And conversely, if the input has the form |1⟩q ⊗ |ψ⟩, the target

S0

S1

|ψ⟩

empty
input

(a) No input on S1.

S0

S1

empty
input

|ψ⟩

(b) No input on S0.

Figure 1 Quantum Case on Base Cases.

input |ψ⟩ is passed to S1, and S0 does not receive any input (see Figure 1b). The action
on superpositions is obtained by linearity. Therefore, it is necessary to define the action
of programs both on regular inputs and on the empty input. Given that the transition
system is probabilistic, it suffices to assign to each program a default transition: when the
input is empty, this is the transition that occurs. Accordingly, transitions will have the form
[S, |ψ⟩]Γ

ν→ |ψ′⟩, for some program statement S, input state |ψ⟩, and output state |ψ′⟩. The
bit ν ∈ {0, 1} indicates whether this transition is the default one, and the transition occurs
with probability ∥|ψ′⟩∥2

∥|ψ⟩∥2 , if |ψ⟩ ≠ 0 (probability 0 otherwise).
The denotational semantics is described using coherent quantum operations. A coherent

quantum operation is a pair (C, F ), where C is a quantum operation (i.e., a completely positive
trace non-increasing linear map), and F is a linear map called a transformation matrix.
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Although it is not possible to define the quantum case operation on quantum operations only,
the adjunction of a transformation matrix (interpreted as necessary information about the
implementation of the quantum channel in [1, 26]) carries sufficient additional information
for well-defined quantum control. Therefore, the denotational semantics assigns to each
program a pair (C, F ).

Adequacy (Theorem 18) states that the operational and denotational semantics describe
the same behavior of programs. Consequently, this result establishes a link between the
addition of default transitions in the operational semantics, and the addition of transformation
matrices in the denotational semantics. Full abstraction result (Theorem 25) takes this
correspondence further by showing that the denotational semantics matches the notion of
observational equivalence. As an example of observational equivalence, we will show that
for all statements S0, S

′
0, S1, S

′
1, the programs qcase q (0 → S0, 1 → S1); qcase q (0 →

S′
0, 1 → S′

1) and qcase q (0 → S0;S′
0, 1 → S1;S′

1) are observationally equivalent, which is
essentially an interchange law for the quantum case (Example 28). Conversely, we will show
that qcase q (0 → S, 1 → S) is generally not equivalent to S (Example 29).

1.4 Related Work
There exist a variety of programming languages that support coherent control. It can
take the form of quantum if statements [3, 24, 41, 40, 11, 25], generalizations of pattern
matching [30, 35, 17, 25], superpositions of terms in approaches based on the λ-calculus [6,
19, 20], superpositions of the wiring between quantum gates [5], or superpositions in the
state of the program counter [42, 43]. In all the above examples, quantum control exclusively
concerns unitary operations. Languages with control of non unitary operations were developed
in [38, 39, 8], where the semantics is based on Kraus decompositions. However, these languages
do not include primitives for recursion, be it classical or quantum.

Though not directly studied here, the question of defining quantum controlled recursion is
closely related to our work. The first definition of quantum controlled recursion was proposed
in [36], using Fock spaces to represent the state of an arbitrarily large number of control
qubits. However, the interpretation of programs is not Scott-continuous. More recently,
in [40], the authors define recursive procedures parameterized by classical expressions, in the
presence of a quantum conditional. In [7], the authors define a semantics of quantum loops
as linear maps over infinite-dimensional Hilbert spaces. None of the three references above
feature measurement; to our knowledge, the state of the art does not provide any framework
for quantum recursion in the presence of measure.

From another perspective, the coherent control of arbitrary operations has been studied
in the physics literature [33, 21, 1, 26, 15, 34]. These models do not include recursion, or only
finite recursion [13]. It is useful to distinguish two types of quantum control, as was done
in [26]. The first kind is the control of choice of quantum channels – where several alternative
channels are applied in a superposition. This is the kind of control that is studied in this
paper. The second is the control of causal orders, where instead of controlling which operation
to apply, we control the order in which a set of operations are applied. A well-known example
of control of orders is the quantum switch [14], where two operations are performed in a
superposition of orders. The former kind of control was shown to demonstrate an advantage
in a communication task involving superpositions of depolarizing channels [1].

This paper is structured as follows. In Section 2, we present the syntax and well-
formedness rules of our language. In Sections 3 and 4, we describe the operational and
denotational semantics, respectively. Then we present our main results: universality of the
language for coherent quantum operations (Section 5), adequacy between the operational
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14:6 Quantum Control and General Recursion Beyond the Unitary Case

S, S0, S1 ::= skip | new qbit q | discard q | q∗=U | S0;S1

| meas q (0 → S0, 1 → S1) | while q do S | qcase q (0 → S0, 1 → S1)

Figure 2 Syntax of Statements.

and denotational semantics (Section 6), and full abstraction (Section 7). In Section 8, we
discuss our design choices and their relation to the physical interpretation of the language.
We give our summary and conclusion in Section 9.

The detailed proofs are available in the full version of this paper [10].

2 A Programming Language for Quantum Control

2.1 Syntax
We present a quantum language mixing classical and quantum control. Let (X ,≺) be a totally
strictly ordered and countably infinite set of variables p, q, . . . The statements of the language
are described by the grammar in Figure 2. We provide some brief explanations on statements.
skip is a no-op statement. new qbit q initializes the qubit variable q in the state |0⟩, and
discard traces out its argument. The statement q∗=U applies the single-qubit unitary gate
U to q.1 S0;S1 applies S0 then S1 in a sequence. The statement meas q (0 → S0, 1 → S1)
performs a standard computational basis measurement and executes S0 or S1 depending on
the outcome. The statement while q doS is a classically-controlled loop: with each iteration,
the control qubit q is measured in the computational basis, and the loop is exited once
outcome 0 is obtained. The statement qcase q (0 → S0, 1 → S1) is a quantum conditional
without measurement of the control qubit q. Var(S) is inductively defined as the set of
variables appearing in the statement S.

An environment Γ ∈ Pfin(X ) is a finite set of variables, written as Γ ≜ q1, . . . , qn, where
each variable is implicitly assigned the type qubit. Let ∅ denote the empty environment. |Γ|
is the cardinal of Γ. Let ·, · : Pfin(X ) × Pfin(X ) → Pfin(X ) be the partial function such that
Γ,∆ is equal to Γ ∪ ∆ if Γ ∩ ∆ = ∅, and is undefined otherwise.

A program is a pair (Γ;S) consisting of a statement S and an input environment Γ.

2.2 Well-Formedness
We introduce a well-formedness condition in order to guarantee that programs can be given
a physical meaning. A judgment is an expression of the form

Γ ⊢ S ▷∆

where S is a statement and Γ as well as ∆ are environments. Well-formedness is defined by
the set of inference rules in Figure 3. A program (Γ;S) is said to be well formed if there
exists an environment ∆ such that Γ ⊢ S ▷∆ is derivable; and a statement S is said to be
well formed if there exist Γ such that (Γ;S) is a well-formed program. Throughout the paper,
we will only consider well-formed programs.

1 As we will see in Section 5.2, the considered gates will be restricted to H and T .
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Γ ⊢ skip ▷ Γ Γ ⊢ new qbit q ▷ q,Γ q,Γ ⊢ discard q ▷ Γ q,Γ ⊢ q∗=U ▷ q,Γ

Γ ⊢ S0 ▷ Γ′ Γ′ ⊢ S1 ▷ Γ′′

Γ ⊢ S0;S1 ▷ Γ′′

q,Γ ⊢ S0 ▷ Γ′ q,Γ ⊢ S1 ▷ Γ′

q,Γ ⊢ meas q (0 → S0, 1 → S1) ▷ Γ′

q,Γ ⊢ S ▷ q,Γ
q,Γ ⊢ while q do S ▷ q,Γ

Γ ⊢ S0 ▷ Γ′ Γ ⊢ S1 ▷ Γ′ q /∈ Var(S0) ∪ Var(S1)
q,Γ ⊢ qcase q (0 → S0, 1 → S1) ▷ q,Γ′

Figure 3 Well-Formedness Rules.

In particular, well-formedness forbids the branches of a qcase statement from accessing the
control qubit. Moreover, it excludes statements such as meas p (0 → new qbit q, 1 → skip)
where the branching statements lead to inconsistent sets of variables in the output.

For a well-formed program (Γ;S), there exists exactly one admissible environment ∆ for
which Γ ⊢ S ▷∆ is derivable. We write this unique output environment as ΓS . However, the
input environment Γ is not unique. For instance, if Γ ⊢ S ▷∆ is derivable and q /∈ Γ ∪ Var(S),
then q,Γ ⊢ S ▷ q,∆ is derivable.

To ease the definition of the semantics, we do not consider alpha conversion, and as
a consequence the statement q∗=U ; new qbit q; discard q is not well formed. We thus
define the set of bound variables of a statement, which intuitively correspond to the set of
variables that are initialized then deleted inside the program, appearing in neither its input
nor its output environment. Formally, the set of bound variables of a well-formed statement
S is defined as BV(S) ≜ Var(S) \ (Γ ∪ ΓS), where Γ is an environment such that (Γ;S) is
a well-formed program. The set BV(S) is well defined because it does not depend on the
choice of Γ.

3 Operational Semantics

We now present a big-step operational semantics for well-formed programs of the language.
The operational semantics describes the evolution of an input state induced by a program
statement in terms of a probabilistic transition system.

3.1 Quantum States and Configurations
We recall some standard definitions from quantum computing and introduce the necessary
notations. A quantum system is represented by a Hilbert space H, called its state space. In
this paper, Hilbert spaces will always be assumed to be finite-dimensional, and we assume
that standard notations such as the inner product and the tensor product ⊗ are familiar
to the reader. The state of that quantum system is given by a vector |ψ⟩ ∈ H whose norm
∥|ψ⟩∥ is at most 1.2 We write the set of states of H as St(H).

Each program variable in X will correspond to a distinct qubit system, which is given by
a 2-dimensional Hilbert space. Accordingly, to each environment Γ we assign the Hilbert
space HΓ ≜ C2|Γ| , so that each variable name of Γ corresponds to a separate 2-dimensional
subsystem. The set of states is defined by States ≜ ∪ΓSt(HΓ).

2 We consider subnormalized states rather than the usual normalized states in order to encode the
probabilistic behavior of the language in the norms of states.
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14:8 Quantum Control and General Recursion Beyond the Unitary Case

As environments are sets (and so unordered), the order of subsystems is determined by
the total ordering ≺ on X . For instance, if Γ = p, q with p ≺ q, we have HΓ = C4 and we
assume that p refers to the first qubit and q refers to the second qubit.

Given two environments Γ and ∆ s.t. Γ ∩ ∆ = ∅, the intertwining map ιΓ;∆ : St(HΓ) ⊗
St(H∆) → St(HΓ,∆) is defined inductively as the linear map satisfying:

ι∅,∅ ≜ id

ι(qmin,Γ);∆(|ax⟩, |y⟩) ≜ |a⟩ ⊗ ιΓ;∆(|x⟩, |y⟩)
ιΓ;(qmin,∆)(|x⟩, |ay⟩) ≜ |a⟩ ⊗ ιΓ;∆(|x⟩, |y⟩),

with ∀q ∈ Γ ∪ ∆, qmin ≺ q and a ∈ {0, 1}. For |ψ⟩ ∈ St(HΓ) and |ϕ⟩ ∈ St(H∆), define:

|ψ⟩Γ ⊗ |ϕ⟩∆ ≜ ιΓ;∆(|ψ⟩, |ϕ⟩)

Intuitively, this notation indicates that the variables of Γ and ∆ are put into the correct
order according to ≺. As a particular case, the expression |ψ⟩q ⊗ |ϕ⟩Γ inserts the qubit q
into the correct position. Using these notations, the choice of ordering ≺ will remain implicit
in the definition of the operational and denotational semantics.

Given |ψ⟩ ∈ St(Hq,Γ), we write ⟨0|q|ψ⟩ to denote the unique state |ψ0⟩ such that |ψ⟩ =
|0⟩q ⊗ |ψ0⟩Γ + |1⟩q ⊗ |ψ1⟩Γ. For an environment q,Γ, let Uq be defined as the unitary map U
applied to the qubit q and identity elsewhere.

Finally, a configuration is a tuple [S, |ψ⟩]Γ where (Γ;S) is a well-formed program and |ψ⟩
is a state in St(HΓ). Let Conf denote the set of configurations.

3.2 Probabilistic Transition System
The big-step semantics is defined inductively in Figure 4 as the probabilistic transition
relation · ·→ · ⊆ Conf × {0, 1} × States.

The transition [S, |ψ⟩]Γ
ν→ |ψ′⟩ holds when the statement S transforms the quantum state

|ψ⟩ into |ψ′⟩. The Boolean value ν answers the question, “Is this the default transition?”
That is, ν = 1 on default transitions, and ν = 0 otherwise. The probability of a transition
occurring is encoded in the norms of its input and output states, as is fairly standard (see for
instance [31, Convention 3.3]): the transition [S, |ψ⟩]Γ

ν→ |ψ′⟩ occurs with probability ∥|ψ′⟩∥2

∥|ψ⟩∥2

if |ψ⟩ ̸= 0, and 0 otherwise. Notice that the probability is independent of ν. In Figure 4, the
three probabilistic statements discard, meas, and while each give rise to two distinct rules,
indexed by measurement outcomes. For each such statement, one of the two possible rules is
set as the default one, namely (D0), (M0) and (W0)3.

In what follows, we will write π ▷ [S, |ψ⟩]Γ
ν→ |ψ′⟩ to denote a derivation tree of root

[S, |ψ⟩]Γ
ν→ |ψ′⟩ generated by applying the rules of Figure 4.

We now provide some additional insights into the transition relation in Figure 4. Rule
(SK) does nothing. Rule (N) rule prepares a new qubit in the state |0⟩. Rule (U) applies the
unitary gate U to the appropriate qubit. Rule (S) composes the action of statements S0 and
S1. Moreover, its default transition is given by the default transitions for S0 and S1 in a
sequence. Rules (M0) and (M1) correspond to performing a computational basis measurement
of the control qubit, and executing the branch corresponding to the measurement outcome.
Regarding the discard operation, as the operational semantics is defined on pure states, we
follow a standard interpretation of discard q which consists in performing a standard basis

3 (D0) and (W0) are marked as default by the annotation ν = 1, and (M0) inherits its default transition
from the statement S0, hence the annotation ν.
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(SK)
[skip, |ψ⟩]Γ

1→ |ψ⟩
(N)

[new qbit q, |ψ⟩]Γ
1→ |0⟩q ⊗ |ψ⟩Γ

(D0)
[discard q, |ψ⟩]q,Γ

1→ ⟨0|q|ψ⟩
(D1)

[discard q, |ψ⟩]q,Γ
0→ ⟨1|q|ψ⟩

(U)
[q∗=U, |ψ⟩]q,Γ

1→ Uq|ψ⟩
[S0, |ψ⟩]Γ

ν0→ |ψ′⟩ [S1, |ψ′⟩]ΓS0
ν1→ |ψ′′⟩

(S)
[S0;S1, |ψ⟩]Γ

ν0ν1→ |ψ′′⟩

[S0, |0⟩⟨0|q|ψ⟩]q,Γ
ν→ |ψ′⟩

(M0)
[meas q (0 → S0, 1 → S1), |ψ⟩]q,Γ

ν→ |ψ′⟩

[S1, |1⟩⟨1|q|ψ⟩]q,Γ
ν→ |ψ′⟩

(M1)
[meas q (0 → S0, 1 → S1), |ψ⟩]q,Γ

0→ |ψ′⟩

(W0)
[while q do S, |ψ⟩]q,Γ

1→ |0⟩⟨0|q|ψ⟩

[S; while q do S, |1⟩⟨1|q|ψ⟩]q,Γ
ν→ |ψ′⟩

(W1)
[while q do S, |ψ⟩]q,Γ

0→ |ψ′⟩

[S0, ⟨0|q|ψ⟩]Γ
ν0→ |ψ0⟩ [S1, ⟨1|q|ψ⟩]Γ

ν1→ |ψ1⟩
(Q)

[qcase q (0 → S0, 1 → S1), |ψ⟩]q,Γ
ν0ν1→ ν1|0⟩q ⊗ |ψ0⟩ΓS0 + ν0|1⟩q ⊗ |ψ1⟩ΓS1

Figure 4 Operational semantics.

measurement (equivalently to meas q (0 → skip, 1 → skip)) and then forbid the use of q.
Thus, Rules (D0) and (D1) project the qubit q onto their respective computational basis
vectors. Rules (W0) and (W1) implement a while loop by measuring the control qubit at
every iteration, and exiting the loop when the outcome is 0. Finally, Rule (Q) for qcase
statements reads as follows: for each statement Sk, k ∈ {0, 1}, we are given a possible
transition [Sk, ⟨k|q|ψ⟩]Γ

νk→ |ψk⟩. Intuitively, the output state of qcase q (0 → S0, 1 → S1) is
a superposition of the cases where the input is given to S0 or to S1 depending on the state of
q. When q is in state |0⟩, the input is routed to S0, and no input is given to S1. Thus, S0 will
produce the state |ψ0⟩ if S1 follows the default transition. However, the current transition of
S1 might not be the default one (when ν1 = 0), in this case this branch of the superposition
will not contribute to the final state, leading to the term ν1|0⟩q ⊗ |ψ0⟩ΓS0 . Similarly, when q
is in state |1⟩ we get ν0|1⟩q ⊗ |ψ1⟩ΓS1 . Hence the final state ν1|0⟩q ⊗ |ψ0⟩Γ′ + ν0|1⟩q ⊗ |ψ1⟩Γ′ .
When both S0 and S1 implement unitary evolutions (see Example 3), then ν0 = ν1 = 1.
More generally, ν0 and ν1 can take any value in {0, 1}.

For instance, with S = qcase q (0 → discard p, 1 → discard p) and |φ⟩ = ( |0⟩+|1⟩√
2 )q ⊗

( |0⟩+|1⟩√
2 )p, the following transitions hold:

[S, |φ⟩]{q,p}
1→ |0⟩ + |1⟩

2 [S, |φ⟩]{q,p}
0→ |0⟩

2

[S, |φ⟩]{q,p}
0→ |1⟩

2 [S, |φ⟩]{q,p}
0→ 0
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Thus, the state of qubit q at the end of the computation is |0⟩+|1⟩√
2 with probability 1/2 (when

ν0 = ν1 = 1); |0⟩ with probability 1/4 (when ν0 = 1 and ν1 = 0); and |1⟩ with probability 1/4
(when ν0 = 0 and ν1 = 1). Notice that the case ν0 = ν1 = 0 always occurs with probability 0
by definition of Rule (Q).

The choice of which transitions are set as default is discussed in more detail in Section 6.2.
Lastly, we define the probability of termination of programs. We consider all states

attainable from a fixed configuration [S, |ψ⟩]Γ. These states will formally be described as a
multiset to account for multiple derivations leading to the same state.

▶ Definition 1 (Multiset semantics). The output multiset of a configuration [S, |ψ⟩]Γ ∈ Conf
is defined as the multiset

M([S, |ψ⟩]Γ) ≜
⊎

π▷[S,|ψ⟩]Γ
ν→|ψ′⟩

(|ψ′⟩,ν)̸=(0,0)

{(|ψ′⟩, ν)}

where ⊎ denotes the disjoint union of multisets.4

▶ Definition 2 (Probability of termination). For a configuration [S, |ψ⟩]Γ ∈ Conf such that
|ψ⟩ ≠ 0, the probability of termination of S on an input state |ψ⟩ is defined as

p(S, |ψ⟩)Γ ≜
∑

(|ψ′⟩,ν)∈M([S,|ψ⟩]Γ)

∥|ψ′⟩∥2

∥|ψ⟩∥2 .

From now on, we will sometimes omit the subscript Γ in configurations [S, |ψ⟩]Γ and
probabilities p(S, |ψ⟩)Γ when it is clear from the context.

3.3 Examples
▶ Example 3 (CNOT and SWAP). Let CNOT and SWAP be the standard 2-qubit unitary
gates defined as follows on computational basis states

CNOT : |x, y⟩ 7→ |x, y ⊕ x⟩ SWAP : |x, y⟩ 7→ |y, x⟩,

with ⊕ being the addition modulo 2. The CNOT acts by flipping the second qubit, called the
target qubit, only when the first qubit, called the control qubit, is in state |1⟩. The SWAP
exchanges the states of the two qubits. Although the language only has single-qubit unitary
gates built-in, the CNOT and SWAP gates can be implemented using the qcase primitive.
For the CNOT, consider the following statement:

Sc,t
CNOT ≜ qcase c (0 → skip, 1 → t ∗=X)

where X is the Pauli matrix defined on computational basis states as X : |x⟩ 7→ |1 − x⟩, c
represents the control qubit and t represents the target qubit. Hence, one can derive the
judgment c, t ⊢ Sc,t

CNOT ▷ c, t. For all α|00⟩ + β|01⟩ + γ|10⟩ + δ|11⟩ ∈ St(Hc,t), assuming
c ≺ t (i.e., c is the first qubit), we have:

[skip, α|0⟩+β|1⟩] 1→ α|0⟩+β|1⟩ [t ∗=X, γ|0⟩+δ|1⟩] 1→ γ|1⟩+δ|0⟩
(Q)

[Sc,t
CNOT, α|00⟩+β|01⟩+γ|10⟩+δ|11⟩] 1→ α|00⟩+β|01⟩+γ|11⟩+δ|10⟩

4 The element (0, 0) is removed because it does not necessarily have finite multiplicity, as required by the
definition of a multiset, and is irrelevant to program behavior.
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which matches the definition of the CNOT gate. Furthermore, since that SWAP gate can
be decomposed into a sequence of three CNOT gates, it is implemented by the following
statement:

Sp,q
SWAP ≜ Sp,q

CNOT ; Sq,p
CNOT ; Sp,q

CNOT.

▶ Example 4 (Repeated coin flip). Consider the program (q; COIN), with:

COIN ≜ while q do q∗=H

and where H ≜ |x⟩ 7→ 1/
√

2(|0⟩ + (−1)x|1⟩) is the Hadamard gate. The program performs
a while loop on a qubit q, applying H with each iteration. The judgment q ⊢ COIN ▷ q is
derivable. The execution of the program proceeds as follows: with each iteration, the loop
is exited with a certain probability, so that by the end of the execution, q is in state |0⟩.
More precisely, given an input state α|0⟩ + β|1⟩ ∈ St(Hq), the first iteration is exited with
probability |α|2, and every subsequent iteration with probability 1

2 . Formally, we consider the
transitions from the configuration [COIN, |ψ⟩]q. First, by applying Rule (W0) rule, we have

(W0)
[COIN, α|0⟩ + β|1⟩] 1→ α|0⟩q

which corresponds to exiting the loop immediately. By applying (W1) once, then (W0),
we have

(U)
[q∗=H,β|1⟩] 1→ β/

√
2(|0⟩−|1⟩)

(W0)
[COIN, β/√2(|0⟩−|1⟩)] 1→ β/

√
2|0⟩

(S)
[q∗=H; COIN, β|1⟩] 1→ β/

√
2|0⟩

(W1)
[COIN, α|0⟩ + β|1⟩] 0→ β/

√
2|0⟩

which corresponds to exiting the loop after one iteration, and so on. Generally, the transition
[COIN, α|0⟩ + β|1⟩]q

0→ −β
(

− 1√
2

)k
|0⟩q can be obtained by applying (W1) k ≥ 1 times, for

exiting after k iterations. Therefore:

M([COIN, α|0⟩ + β|1⟩]q) = {(α|0⟩, 1)} ⊎

{(
−β
(

− 1√
2

)k
|0⟩, 0

)}
k≥1

Consequently, the probability of termination is p(COIN, α|0⟩ + β|1⟩)q = 1, independently of
α and β.

▶ Example 5 (Measurement encoding). The statement

MS0,S1 ≜ new qbit q′ ; Sq,q′

CNOT ; qcase q′ (0 → S0, 1 → S1) ; discard q′

implements the measurement meas q (0 → S0, 1 → S1). The statement works as follows: the
new qbit and Sq,q′

CNOT statements copy the qubit q onto a new qubit q′ along computational
basis states. This new qubit is then used as the control for the qcase statement, whose
branches S0 and S1 are the same as those of the measurement statement we aim to implement.
Note that S0 and S1 can act on q. Afterwards, the auxiliary qubit q′ is discarded. It can be
shown that for all input state |ψ⟩,

M([MS0,S1 , |ψ⟩]q,Γ) = M([meas q (0 → S0, 1 → S1), |ψ⟩]q,Γ),

justifying the equivalence of the two statements. Consequently, the meas statement could
be removed from the programming language without compromising its expressivity. We
note that this is only possible because the discard statement still implicitely contains a
computational basis measurement.
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4 Denotational Semantics

We now give the denotational semantics for our language. The aim is to assign to each program
some mathematical operation that fully describes its behavior. Standard denotational
semantics for quantum programming languages are based on quantum operations (i.e.,
completely positive trace non-increasing maps), which are known to be insufficient to describe
the coherent control of arbitrary operations [8]. Therefore, we introduce the semantical domain
of coherent quantum operations, inspired by the so-called vacuum extension approach [15, 26],
which we show to be well-suited to defining a denotational semantics in the presence of
quantum control, general recursion, and general quantum evolutions.

We begin with an overview of the standard notions of quantum channels and quantum
operations. Then we present the notion of vacuum extension and introduce the notion of
coherent quantum operations. Using this definition, we give the denotational semantics of
programs.

4.1 Quantum Operations and Channels
Given two Hilbert spaces HA and HB, let L(HA,HB) be the set of linear maps from HA

to HB. When HA = HB, we simply write L(HA). The set of Hermitian maps over HA is
written as Herm(HA).

To study probability distributions of quantum states, we use the density matrix represen-
tation, which captures both quantum superpositions and classical probability distributions
(see for instance [28]). A density matrix over a finite-dimensional Hilbert space H is a positive
semi-definite element of L(H) with trace at most one. We write the set of density matrices
over H as D(H).

The Löwner ordering ≤ is defined on the set of Hermitian matrices Herm(HA) as follows:
M ≤ N if M −N is positive semi-definite. The set of density matrices D(HA) ⊆ Herm(HA),
equipped with the Löwner ordering, is a pointed directed-complete partial order (pointed
DCPO):

▶ Proposition 6. (D(HA),≤) is a pointed DCPO.

The most general evolutions of density matrices are given by quantum operations. A
quantum operation from HA to HB is a higher-order linear map from L(HA) to L(HB)
that is completely positive and trace non-increasing. These notions are defined as follows:
C ∈ L(L(HA),L(HB)) is completely positive if it preserves positive semi-definiteness when
tensored with the identity. That is, for all finite-dimensional Hilbert space HE and for all
positive semi-definite ρ ∈ L(HA⊗HE), the operator (C ⊗IE)(ρ) is also positive semi-definite,
where IE is the identity map over L(HE). C is trace non-increasing if for all positive
semidefinite ρ ∈ L(HA), we have Tr(C(ρ)) ≤ Tr(ρ). A quantum channel from HA to HB

is a quantum operation from HA to HB that is trace-preserving. Intuitively, quantum
channels map probability distributions of quantum states (represented as density matrices)
to probability distributions, whereas quantum operations map probability distributions of
quantum states to probability subdistributions.

Throughout this paper, we will use the standard font F , G, . . . to denote linear maps,
except when referring to higher-order maps such as quantum channels and operations, where
we will use calligraphic letters C, D, C0, C1, . . . In particular, we write the identity map over
HA as IA, and the identity channel over HA (i.e., the identity map over L(HA)) as IA.

Quantum operations and quantum channels form symmetric monoidal categories, which
we write as QO and QC, respectively. In both QO and QC, objects are finite dimensional Hilbert
spaces. In QO, the morphisms QO(HA,HB) are given by quantum operations from HA to HB ;
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and in QC, the morphisms QC(HA,HB) are given by quantum channels from HA to HB . In
both categories, the composition rule corresponds to the usual composition of linear maps,
and the categorical operation ⊗ coincides with the linear-algebraic tensor product.

The Löwner ordering is extended to quantum operations as follows: for all C,D ∈
QO(HA,HB), C ≤ D if for all Hilbert space HE and for all ρ ∈ D(HA ⊗ HE), we have
(C ⊗ IE)(ρ) ≤ (D ⊗ IE)(ρ).

▶ Proposition 7. (QO(HA,HB),≤) is a pointed DCPO. Moreover, the supremum of a directed
subset is given by the pointwise supremum, taken with respect to the Löwner ordering on
Hermitian matrices.

For this reason, quantum operations are standard candidates to define the denotational
semantics of quantum programs in the absence of quantum control. However, they are
insufficient to defining the behavior of the qcase operation. To see this, consider the following.
The quantum case is defined on unitary matrices as (U, V ) 7→ |0⟩⟨0| ⊗ U + |1⟩⟨1| ⊗ V . To
extend this function to quantum operations, we would like to define an operation that
maps the corresponding unitary channels CU ≜ U(·)U† and CV ≜ V (·)V † to W (·)W † with
W ≜ |0⟩⟨0| ⊗ U + |1⟩⟨1| ⊗ V . However, it is not possible to define such a process [1]. Indeed,
with U ≜ I and V ≜ eiθI for some phases θ ∈ [0, 2π[, the corresponding channels are
CU = CV = I, regardless of θ. However, the channel W (·)W † does depend on θ. This is
because the global phase of V becomes a local phase of W , and thus becomes observable.
Therefore it is not possible to define such a protocol on quantum operations.

In order to define an adequate quantum case operation, it is necessary to specify more
information about the physical implementation of each input channel, similarly to the
operational semantics. This can be achieved using the framework of vacuum extensions,
introduced in [26, 15].

4.2 Vacuum Extensions and Coherent Quantum Operations
The idea of vacuum extensions is to augment the domain of quantum operations with an
additional basis state |vac⟩, that intuitively corresponds to the absence of input (vacuum).
Thus, for any quantum operation C ∈ QO(HA,HB), one can consider its vacuum extension
C̃ ∈ QO(HA ⊕ Vac,HB ⊕ Vac) where Vac is the one-dimensional Hilbert space spanned by
|vac⟩, and ⊕ is the direct sum (in particular, HA ⊆ HA⊕Vac and HB ⊆ HB ⊕Vac). Vacuum
extensions are not arbitrary quantum evolutions between these larger Hilbert spaces – they
must map the vacuum state to the vacuum state (C̃(|vac⟩⟨vac|) = |vac⟩⟨vac|) and must
coincide with C on non vacuum states (∀|ϕ⟩ ∈ HA, C̃(|ϕ⟩⟨ϕ|) = C(|ϕ⟩⟨ϕ|)):

▶ Definition 8. Let QOvac be the category of vacuum-extended quantum operations, whose
objects are finite dimensional Hilbert spaces, and whose morphisms are defined as follows. A
vacuum-extended quantum operation D from HA to HB is a quantum operation D ∈ QO(HA⊕
Vac,HB⊕Vac) such that D(|vac⟩⟨vac|) = |vac⟩⟨vac| and ∀|ϕ⟩ ∈ HA, ⟨vac|D(|ϕ⟩⟨ϕ|)|vac⟩ = 0.5

Given a quantum operation C ∈ QO(HA,HB), its vacuum extension C̃ ∈ QOvac(HA,HB)
is generally not unique–which might seem surprising as its actions on the supplementary
subspaces Vac and HA are fixed. More precisely, for any C ∈ QO(HA,HB) and any F ∈
L(HA,HB), one can define C̃F : L(HA ⊕ Vac) → L(HB ⊕ Vac) as

C̃F (ρ) ≜ C(PAρP †
A) + |vac⟩⟨vac|ρ|vac⟩⟨vac| + FPAρ|vac⟩⟨vac| + |vac⟩⟨vac|ρP †

AF
†

where PA ∈ L(HA⊕Vac,HA) is the orthogonal projector onto HA. We have C̃F (|vac⟩⟨vac|) =
|vac⟩⟨vac|, and ∀|ϕ⟩ ∈ HA, ⟨vac|C̃F (|ϕ⟩⟨ϕ|)|vac⟩ = 0.

5 The composition of morphisms in QOvac is nothing but the composition in QO.
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While for arbitrary C and F , C̃F is not necessarily a completely positive map, any vacuum-
extended quantum operation is of that form: for any vacuum-extended quantum operation
D ∈ QOvac(HA,HB), there exist a unique C ∈ QO(HA,HB) and a unique F ∈ L(HA,HB)
(generally called transformations matrix) such that D = C̃F [1]. We call such a pair (C, F ) a
coherent quantum operation:

▶ Definition 9 (Coherent quantum operations). Let CQO be the category of coherent quantum
operations, whose objects are finite dimension Hilbert spaces and whose morphisms are
defined as follows. A coherent quantum operation from HA to HB is a pair (C, F ) with
C ∈ QO(HA,HB) and F ∈ L(HA,HB) such that C̃F ∈ QOvac(HA,HB) is a vacuum extension.
Composition is defined pointwise: (C1, F1) ◦ (C0, F0) ≜ (C1 ◦ C0, F1F0).

We use coherent quantum operations to define the denotational semantics of our language.
Indeed, a coherent quantum operation (C, F ) provides an intuitive representation: C is the
quantum operation representing the action of the program on non vacuum inputs and F ,
roughly speaking, corresponds to the evolution of the default transition of the operation
semantics. This intuition will be made formal in the adequacy Theorem (Theorem 18).

In the following, we consider a few illustrative examples of coherent quantum operations.

Unitary evolution. It is well known that the quantum operation associated with a unitary
map U is CU ≜ ρ 7→ UρU†, or simply U(·)U†. Thus a coherent quantum operation for a
unitary map must be (CU , F ) for some F . One can show that the only F that makes C̃FU a
vacuum-extended quantum operation is U (up to a global phase). Indeed, intuitively the
default transition is the only possible evolution in this case, which consists in applying the
unitary U . As a consequence, a coherent quantum operation corresponding to the application
of a unitary map is of the form (U(·)U†, U).

Initialization. Similarly to the unitary case, the initialization of a qubit in a |ϕ⟩ state is
deterministic, as a consequence the transformation matrix must be |ϕ⟩ (up to a global phase).
Thus the coherent quantum operations corresponding to state initialization are of the form
(|ϕ⟩⟨ϕ|, |ϕ⟩).

Discard. The quantum operation associated with discarding is the trace, so the correspond-
ing coherent quantum operation is (Tr(·), ⟨ϕ|) where |ϕ⟩ is any arbitrary normalized state.
It aligns with the intuition that discarding a qubit can be implemented as a measurement in
any arbitrary orthonormal basis {|ϕ⟩, |ϕ⊥⟩} (since ⟨ϕ|ρ|ϕ⟩ + ⟨ϕ⊥|ρ|ϕ⊥⟩ = Tr(ρ)) for which
the first possible outcome (|ϕ⟩) is chosen as the default transition.

Measurement and classical control. We now consider a scenario where a qubit q is measured
in the standard basis, then depending on the classical outcome, one of the two coherent
quantum operations (C0, F0) or (C1, F1) is applied. The corresponding quantum operation is
C0 ◦ P0 + C1 ◦ P1 where Pk ≜ |k⟩⟨k|q(·)|k⟩⟨k|q correspond to the two possible measurement
outcomes. One can choose for instance F0|0⟩⟨0|q as a transformation matrix, leading to the
coherent quantum operation

measq[(C0, F0), (C1, F1)] ≜ (C0 ◦ P0 + C1 ◦ P1, F0|0⟩⟨0|q) (1)
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Quantum case with unitaries. We first consider a quantum case scenario on unitaries, which
can be described using pure operations only. Indeed, the quantum case of two unitaries U and
V with a control qubit q corresponds to the unitary |0⟩⟨0|q ⊗U+ |1⟩⟨1|q ⊗V . We now describe
this scenario using coherent quantum operations (CU , U) and (CV , V ) that are representing
the unitary evolutions U and V respectively (where CW = ρ 7→ WρW †). The resulting
coherent quantum operation qcaseq[(CU , U), (CV , V )] = (D, F ) must represent the unitary
evolution |0⟩⟨0|q ⊗U + |1⟩⟨1|q ⊗V . Thus we can choose F = |0⟩⟨0|q ⊗U + |1⟩⟨1|q ⊗V (which
is the only possible choice up to a global phase), and D must be equal to C|0⟩⟨0|q⊗U+|1⟩⟨1|q⊗V .
Thus, for any ρ,

D(ρ) = (|0⟩⟨0|q⊗U + |1⟩⟨1|q⊗V )ρ(|0⟩⟨0|q⊗U† + |1⟩⟨1|q⊗V †)
= (|0⟩⟨0|q⊗U)ρ(|0⟩⟨0|q⊗U†) + (|0⟩⟨0|q⊗U)ρ(|1⟩⟨1|q⊗V †)

+ (|1⟩⟨1|q⊗V )ρ(|0⟩⟨0|q⊗U†) + (|1⟩⟨1|q⊗V )ρ(|1⟩⟨1|q⊗V †)
= (Pq

0⊗CU + Pq
1⊗CV )(ρ) + (|0⟩⟨0|q⊗U)ρ(|1⟩⟨1|q⊗V †) + (|1⟩⟨1|q⊗V )ρ(|0⟩⟨0|q⊗U†)

We notice that D is the linear combination of Pq
0 ⊗ CU + Pq

1 ⊗ CV with two extra terms
depending on U and V . To sum up,

qcaseq[(CU , U), (CV , V )] ≜
(
Pq

0 ⊗ CU + Pq
1 ⊗ CV + (|0⟩⟨0|q ⊗ U)(·)(|1⟩⟨1|q ⊗ V †)

+ (|1⟩⟨1|q ⊗ V )(·)(|0⟩⟨0|q ⊗ U†), |0⟩⟨0|q ⊗ U + |1⟩⟨1|q ⊗ V
)

Arbitrary quantum case. We now consider the quantum case of two arbitrary coherent
quantum operations (C0, F0) and (C1, F1). The unitary case described above can be extended
in the straightforward way as follows:

qcaseq[(C0, F0), (C1, F1)] ≜
(
Pq

0 ⊗ C0 + Pq
1 ⊗ C1 + (|0⟩⟨0|q ⊗ F0)(·)(|1⟩⟨1|q ⊗ F †

1 )

+ (|1⟩⟨1|q ⊗ F1)(·)(|0⟩⟨0|q ⊗ F †
0 ), |0⟩⟨0|q ⊗ F0 + |1⟩⟨1|q ⊗ F1

)
Notice that if (C0, F0) and (C1, F1) are coherent quantum operations, so is qcaseq[(C0, F0),

(C1, F1)].

For more clarity, if we write the input state ρ as a block matrix ρ =
[
ρ1 ρ2
ρ3 ρ4

]
, where

the first qubit is assumed to be the control qubit q, then the qcaseq operation can be
rewritten as:

qcaseq[(C, F ), (D, G)] =
([
ρ1 ρ2
ρ3 ρ4

]
7→
[

C(ρ1) Fρ2G
†

Gρ3F
† D(ρ4)

]
,

[
F 0
0 G

])
Notice that the quantum case satisfies the following interchange property:

▶ Proposition 10 (Sequentiality). For any coherent quantum operations (C0, F0), (C1, F1) ∈
CQO(HΓ,H′

Γ) and (D0, G0), (D1, G1) ∈ CQO(HΓ′ ,HΓ′′) and q /∈ Γ ∪ Γ′ ∪ Γ′′, we have:

qcaseq((D0, G0), (D1, G1)) ◦ qcaseq((C0, F0), (C1, F1))
= qcaseq((D0, G0) ◦ (C0, F0), (D1, G1) ◦ (C1, F1))

General recursion. Finally, for defining the semantics of loops, we need general recursion,
we thus crucially show that coherent quantum operations form a pointed DCPO:

▶ Proposition 11. For any Hilbert spaces HA, HB, (CQO(HA,HB),⊑) is a pointed DCPO
with least element (0, 0), where (C, F ) ⊑ (D, G) iff C̃F ≤ D̃G, ≤ being the Löwner partial
ordering.
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JskipKΓ ≜
(
IΓ, IΓ

)
Jnew qbit qKΓ ≜

(
|0⟩⟨0|q ⊗ IΓ, |0⟩q ⊗ IΓ

)
Jdiscard qKq,Γ ≜

(
Trq, ⟨0|q ⊗ IΓ

)
Jq∗=UKq,Γ ≜

(
Uq(·)U†

q , Uq
)

JS0;S1KΓ ≜ JS1KΓS0 ◦ JS0KΓ

Jmeas q (0 → S0, 1 → S1)Kq,Γ ≜ measq[JS0Kq,Γ, JS1Kq,Γ]
Jwhile q do SKq,Γ ≜ lfp(FSq )

Jqcase q (0 → S0, 1 → S1)Kq,Γ ≜ qcaseq[JS0KΓ, JS1KΓ]

Figure 5 Denotational semantics, where FS
q (C, F ) ≜ measq

[
(Iq,Γ, Iq,Γ), (C, F ) ◦ JSKq,Γ

]
.

4.3 Interpretation of Programs
We can now define the denotational semantics of the language. Each well-formed statement
will be interpreted as a coherent quantum operation. Formally, given a well-formed program
(Γ;S), we define the interpretation JSKΓ as a coherent quantum operation in CQO(HΓ,HΓS ),
or CQOΓ;ΓS for short. The semantics of statements is defined inductively in Figure 5. The
operation Trq denotes the partial trace over qubit q, defined as Trq : ρ 7→ ⟨0|qρ|0⟩q+⟨1|qρ|1⟩q.
As before, Uq denotes the application of the unitary U to the qubit q, and identity elsewhere.
For the meas statement, the statements S0 and S1 in either branch can affect the control
qubit q, whereas those of qcase cannot. This is clear from the environment indices. In the
interpretation of while, lfp denotes the least fixed point operator and FSq is defined for all
(C, F ) ∈ CQOq,Γ;q,Γ as:

FSq (C, F ) ≜ measq
[
(Iq,Γ, Iq,Γ), (C, F ) ◦ JSKq,Γ

]
.

This reads as follows: after obtaining outcome 0 the loop is exited, and therefore the program
does nothing; and after obtaining outcome 1 the program executes S then executes the loop.

It is not immediately clear that the denotational semantics is well defined. In particular,
we must check that each operation preserves coherent quantum operations, and prove the
existence of the least fixed point. The well-definedness is stated as the following proposition:

▶ Proposition 12. For all well-formed program (Γ;S), the interpretation JSKΓ ∈ CQOΓ;ΓS is
well defined.

The result is shown by structural induction on S. A substantial part of the proof concerns
the while case. The function FSq is shown to be Scott continuous; and since (CQOΓ;∆,⊑)
is a pointed DCPO (Proposition 11), this ensures the existence of the least fixed point,
which is obtained as the supremum of the directed set {(FSq )n(0, 0)}n∈N. Importantly, the
denotational semantics of programs is compositional. This means that for each constructor,
the interpretation of a program is a function of the interpretations of its sub-programs. For
example Jmeas q (0 → S0, 1 → S1)Kq,Γ is a function of JS0Kq,Γ and JS1Kq,Γ. This property is
key to proving full abstraction in Section 7.

4.4 Examples
We revisit some of the examples from Section 3.3, and determine their denotational semantics.
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▶ Example 13 (CNOT and SWAP). Consider the statement Sc,t
CNOT = qcase c (0 → skip,

1 → t ∗=X) from Example 3. We have for all environment Γ ̸∋ c, t:

JSc,t
CNOTKc,t,Γ = qcasec[JskipKt,Γ, Jt ∗=XKt,Γ]

= qcasec[(It,Γ, It,Γ), (Xt(·)Xt, Xt)]

=
(
Pc

0 + Pc
1 ⊗Xt(·)Xt + |0⟩⟨0|c(·)(|1⟩⟨1|c ⊗X†

t )
+ (|1⟩⟨1|c ⊗Xt)(·)|0⟩⟨0|c, |0⟩⟨0|c + |1⟩⟨1|c ⊗Xt

)
=(CNOTc,t(·)CNOT†

c,t,CNOTc,t)

It follows for the statement Sp,q
SWAP of Example 3 that for Γ ̸∋ p, q, JSp,q

SWAPKp,q,Γ =
(SWAPp,q(·)SWAP†

p,q,SWAPp,q). Therefore, the interpretations of statements Sc,t
CNOT and

Sp,q
SWAP are given by coherent quantum operations for the usual CNOT and SWAP channels.

▶ Example 14 (Repeated coin flip). We consider the statement COIN = while q do q∗=H
from Example 4. We have JCOINKq = lfp(Fq∗=H

q ), which is given by the supremum of
iterated applications of Fq∗=H

q to (0, 0). For all (C, F ) ∈ CQOq;q, we have:

Fq∗=H
q (C, F ) = measq

[
(Iq, Iq), (C, F ) ◦ (H(·)H†, H)

]
.

We determine the first few iterations, where |±⟩ ≜ 1/
√

2(|0⟩ ± |1⟩):

Fq∗=H
q (0, 0) = measq

[
(Iq, Iq), (0, 0)

]
= (Pq

0 , |0⟩⟨0|)(
Fq∗=H

q
)2 (0, 0) = Fq∗=H

q (Pq
0 , |0⟩⟨0|)

= measq
[
(Iq, Iq), (Pq

0 , |0⟩⟨0|) ◦ (H(·)H†, H)
]

= measq
[
(Iq, Iq), (|0⟩⟨+|(·)|+⟩⟨0|, |0⟩⟨+|)

]
=
(

Pq
0 + 1

2 |0⟩⟨1|(·)|1⟩⟨0|, |0⟩⟨0|
)

(
Fq∗=H

q
)3 (0, 0) = . . . =

(
Pq

0 + 1
2 |0⟩⟨1|(·)|1⟩⟨0| + 1

4 |0⟩⟨1|(·)|1⟩⟨0|, |0⟩⟨0|
)

The limit is:

JCOINKq =

Pq
0 +

∑
k≥1

1
2k

 |0⟩⟨1|(·)|1⟩⟨0|, |0⟩⟨0|


= (Tr(·)|0⟩⟨0|, |0⟩⟨0|)

5 Universality

5.1 General Case
The language is shown to be universal, meaning that every coherent quantum operation
(C, F ) can be realized as the interpretation of a program.

▶ Theorem 15 (Universality). Let Γ and ∆ be environments and (C, F ) ∈ CQOΓ;∆ be a
coherent quantum operation. Then, there exists a program (Γ;S) such that ΓS = ∆ and
JSKΓ = (C, F ).

The proof consists in the following steps. First, we show how to implement unitary
operations by invoking the universality of CNOT and single-qubit gates [9]. Next, we show
how to implement sub-unitary operations, i.e., operations is defined in terms of submatrices of
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unitary matrices. Lastly, we show that any coherent quantum operation can be decomposed
into a sub-unitary operation followed by a traceout function, and find a suitable program
implementing each component.

A key feature of our quantum programming language is that primitive unitary operations
are restricted to local gates, with non-local operations like the CNOT constructed using
quantum control mechanisms. The presence of quantum control further enables restricting
the unitary primitives to just the Hadamard gate and global phases, defined as follows on
computational basis states:

H ≜ |x⟩ 7→ 1/
√

2(|0⟩ + (−1)x|1⟩) Pθ ≜ |x⟩ 7→ eiθ|x⟩

Here Pθ is presented as a one-qubit operation, but its action actually does not depend on
the qubit on which Pθ is applied. Quantum control enables construction of Z-rotations using
global phases, thereby achieving full universality for the language:

▶ Proposition 16. For any coherent quantum operation (C, F ) ∈ CQOΓ;∆, there exists a
program (Γ;S) such that ΓS = ∆ and JSKΓ = (C, F ), where S uses only H and global phases.

This result extends that obtained for the unitary fragment in [25, 18]. In particular the
language [25] achieves universality by combining a global phase with a pattern-matching
construct on the computational and Hadamard bases.

5.2 Restriction to a Discrete Set of Qubit Gates
So far, we have assumed that we have an infinite set of single-qubit unitaries at our disposal.
To represent a more realistic setting, we now restrict the language to HT -programs, programs
(Γ;S) whose statement S uses only the single-qubit gates H and T ≜ |x⟩ 7→ eix

π
4 |x⟩. The

CNOT gate can be reconstructed using the qcase primitive (see Example 3), and using
HT 4H for the Pauli X gate. The CNOT, H, and T gates are known to be a universal
set of gates [12]. Therefore, we can show that any coherent quantum operation can be
approximated up to arbitrary accuracy. Formally, for an appropriate distance function
d : CQOΓ,∆ × CQOΓ,∆ → R:

▶ Proposition 17 (HT -Universality). Let Γ and ∆ be environments and (C, F ) ∈ CQOΓ;∆ be
a coherent quantum operation. Then, for all ε ≥ 0, there exists an HT -program (Γ;S) such
that ΓS = ∆ and d

(
(C, F ), JSKΓ) ≤ ε.

This result shows that we can reasonably restrict the language to only having a finite set
of qubit gates, and retain a universality property. The proof has a similar structure to the
proof of Theorem 15: we start by constructing programs approximating unitary operations,
then sub-unitary operations, finally coherent quantum operations.

6 Adequacy

6.1 Main result
We have independently defined an operational semantics and a denotational semantics for
our language. The operational semantics, on the one hand, defines the evolution of an input
state induced by a program using a default transition. The denotational semantics, on the
other hand, assigns to each program a coherent quantum operation describing its behavior.
In this section, we show adequacy between the two semantics, which confirms that the two
approaches describe the same program behavior.
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▶ Theorem 18 (Adequacy). Let [S, |ψ⟩]Γ ∈ Conf be a configuration such that JSKΓ = (C, F )
and M([S, |ψ⟩]Γ) = {(|ψ′

i⟩, νi)}i. Then:

C(|ψ⟩⟨ψ|) =
∑
i

|ψ′
i⟩⟨ψ′

i| and F |ψ⟩ =
∑
i

νi|ψ′
i⟩.

▶ Example 19. By Examples 4 and 14, we have for all ( αβ )≜ α|0⟩ + β|1⟩ ∈ St(Hq):

M([COIN, ( αβ )]q) = {(α|0⟩, 1)} ⊎

{(
−β
(

− 1√
2

)k
|0⟩, 0

) ∣∣∣∣∣ k ≥ 1
}

JCOINKq = (Tr(·)|0⟩⟨0|, |0⟩⟨0|)

To demonstrate adequacy, we can check that

Tr
(
( αβ )( αβ )†)|0⟩⟨0| = (|α|2 + |β|2)|0⟩⟨0| = |α|2|0⟩⟨0| +

∑
k≥1

|β|2 1
2k |0⟩⟨0|

|0⟩⟨0| ( αβ )= α|0⟩

As a consequence, we also obtain a simple formula for the probability of termination of a
program on a given input:

▶ Corollary 20. Given a configuration [S, |ψ⟩]Γ ∈ Conf such that JSKΓ = (C, F ), the probability
of termination of S on input state |ψ⟩ is given by

p(S, |ψ⟩)Γ = Tr(C(|ψ⟩⟨ψ|))
Tr(|ψ⟩⟨ψ|)

6.2 Choice of coefficients
In this section, we explain our choice to define the operational semantics by fixing default
transitions (indicated by the extra bits ν in Section 3, Figure 4) and how this relates to the
adequacy theorem. In principle, the binary coefficient ν could more generally be defined as
any complex amplitude with norm at most 1. In such a case, the most general formulation
of the rules for the probabilistic statements discard, meas and while would be:

(D0)
[discard q, |ψ⟩] α→ ⟨0|q|ψ⟩

(D1)
[discard q, |ψ⟩] β→ ⟨1|q|ψ⟩

[S0, |0⟩⟨0|q|ψ⟩] ν→ |ψ′⟩
(M0)

[meas q (0 → S0, 1 → S1), |ψ⟩] νγ→ |ψ′⟩

[S1, |1⟩⟨1|q|ψ⟩] ν→ |ψ′⟩
(M1)

[meas q (0 → S0, 1 → S1), |ψ⟩] νδ→ |ψ′⟩

(W0)
[while q do S, |ψ⟩] ϵ→ |0⟩⟨0|q|ψ⟩

[S; while q do S, |1⟩⟨1|q|ψ⟩] ν→ |ψ′⟩
(W1)

[while q do S, |ψ⟩] νη→ |ψ′⟩
with α, β, γ, δ, ϵ, η ∈ C.

For our results to hold, these coefficients must satisfy a few extra conditions:
With binary coefficients, we have the property that each configuration has exactly one
default transition. That is, assuming that M([S, |ψ⟩]) = {(|ψ′

i⟩, νi)}i∈I (|ψ⟩ ≠ 0) there is
exactly one index i such that νi = 1. With more general complex coefficients, this would
instead become

∑
i |νi|2 = 1. For this property to hold, the coefficients must satisfy:

|α|2 + |β|2 = |γ|2 + |δ|2 = |ϵ|2 + |η|2 = 1, ε ̸= 0.

The last condition ε ̸= 0 is related to the while rule: with ε = 0, all transitions from a
while statement would have a coefficient 0, which is forbidden.
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In order for adequacy (Theorem 18) to hold, the denotational semantics must also be
modified to match the operational semantics. This requires the following changes. First,
in the adequacy statement itself, F |ψ⟩ =

∑
i νi|ψ′

i⟩ must be rewritten as F |ψ⟩ =
∑
i ν̄i|ψ′

i⟩.
Then we must redefine the following operations in the denotational semantics:

Jdiscard qKq,Γ ≜
(
Trq, (ᾱ⟨0|q + β̄⟨1|q) ⊗ IΓ

)
measq[(C, F ), (D, G)] ≜

(
C ◦ Pq

0 + D ◦ Pq
1 , γF |0⟩⟨0|q + δG|1⟩⟨1|q

)
And, lastly, it is necessary that γ = ϵ and δ = η because the semantics of while is based
on the same measq operation as the measurement.

Once these conditions are satisfied, our results hold for any choice of coefficients. In
particular, universality (Theorem 15) still holds.

The rules in figure 4 were obtained by choosing the binary coefficients α = γ = ϵ = 1 and
β = δ = η = 0. While there is no canonical choice of coefficients, binary coefficients offer an
interpretation as “default transitions”, and enable some simplifications. For instance, they
create a symmetry between the initialization and discard statements:

Jnew qbit qKΓ ≜
(
|0⟩⟨0|q ⊗ IΓ, |0⟩q ⊗ IΓ

)
Jdiscard qKq,Γ ≜

(
Trq, ⟨0|q ⊗ IΓ

)
That is, the new qbit statement always initializes qubits in the state |0⟩, which also appears
in the transformation matrix for discard. In particular, this ensures that the statement
new qbit q ; discard q has the same denotational semantics as skip, which is convenient
and would not necessarily be the case for other choices of coefficients.

▶ Remark 21. Notice that one could also consider a generalization of the language where
the choice of ν is left to the programmer, e.g., meas q (0 →ν0 S0, 1 →ν1 S1) for arbitrary
ν0, ν1 ∈ C as long as |ν0|2 + |ν1|2 = 1. This would not increase the expressive power of
the language. For this reason, we opt for the simpler syntax that leaves these parameters
implicit.

7 Full Abstraction

The final result on the language concerns the notion of observational equivalence. Two
programs are said to be observationally equivalent if their observable behavior, in any
context, is identical.6 We show that programs are observationally equivalent if and only if
they have the same denotational semantics.

7.1 Observational Equivalence

We start by introducing a notion of context CΓ→∆ as a statement with exactly one hole [·]Γ→∆.

6 We call this property “observational equivalence” rather than “contextual equivalence” to avoid confusion
with the notion of contextuality in quantum mechanics.
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▶ Definition 22 (Contexts). For all environments Γ and ∆, contexts are defined by the
following grammar:

CΓ→∆ ::=[·]Γ→∆ | S;CΓ→∆ | CΓ→∆;S
| meas q (0 → S, 1 → CΓ→∆) | meas q (0 → CΓ→∆, 1 → S)
| while q do CΓ→∆ | qcase q (0 → S, 1 → CΓ→∆)
| qcase q (0 → CΓ→∆, 1 → S)

where S is a statement.

We introduce the inference rule below in order to extend well-formedness to contexts:
(C)

Γ,Σ ⊢ [·]Γ→∆ ▷∆,Σ

Setting Var([·]Γ→∆) ≜ ∅, we recursively define the set of variables Var(CΓ→∆) appearing
in CΓ→∆. For any statement S and context CΓ→∆, let C[S] be the statement obtained by
substituting S for [·]Γ→∆ in CΓ→∆.

▶ Definition 23 (Compatibility). A context CΓ→∆ is compatible with a program (Γ;S) if
1. ∆ = ΓS,
2. ∅ ⊢ CΓ→∆ ▷ ∅ is derivable, and
3. BV(S) ∩ Var(CΓ→∆) = ∅.
If CΓ→∆ is compatible with (Γ;S), then C[S] is well formed; specifically ∅ ⊢ C[S] ▷ ∅ is
derivable. The definition of compatibility ensures that i) the context CΓ→∆ introduces all
the variables of Γ and deletes all the variables of ∆, and ii) the context can introduce some
extra variables that are not in S.

▶ Definition 24 (Observational equivalence). Two programs (Γ;S) and (Γ;S′) are observa-
tionally equivalent, written as (Γ;S) ≈ (Γ;S′), if for all context CΓ→∆ compatible with both
(Γ;S) and (Γ;S′), we have p(C[S], |⟩)∅ = p(C[S′], |⟩)∅.

Here |⟩ is a one-dimensional input state, distinct from the vacuum state |vac⟩. Observational
equivalence formalizes the idea that there is no difference between the observable behavior of
two programs.

7.2 Main Result and Illustrating Examples
▶ Theorem 25 (Full abstraction).

(Γ;S) ≈ (Γ;S′) if and only if JSKΓ = JS′KΓ.

We summarize the proof as follows. To show that two programs with the same denotation
are observationally equivalent, we use the compositionality of the denotational semantics.
To show the reverse implication, we show its contrapositive: for all pair of programs whose
denotation is different, we construct a context for which the probability of termination is
different. Each program is interpreted as a coherent quantum operation (a quantum operation
and a transformation matrix). If their quantum operations are different, we construct a
context that prepares an input state for which the outputs are different, and performs a
measurement that distinguishes them. If their quantum operations are the same, but their
transformation matrices are different, we first perform a qcase operation, resulting in new
programs with different quantum operations, and proceed as in the first case.
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Therefore, the denotational semantics exactly captures the observable behavior of pro-
grams. This further justifies the use of coherent quantum operations for the denotational
semantics.

We end this section with a few examples.

▶ Example 26. Consider the statements

S1 ≜ skip

S2 ≜ new qbit q; discard q

S3 ≜ q∗=I

First, the judgments ∅ ⊢ S1 ▷ ∅ and ∅ ⊢ S2 ▷ ∅ are derivable, and we have JS2K∅ = (Trq, ⟨0|q) ◦
(|0⟩⟨0|q, |0⟩q) = (I∅, I∅) = JS1K∅. Therefore by Theorem 25, (∅;S1) ≈ (∅;S2): initializing and
deleting a qubit is equivalent to doing nothing.

Second, the judgments q ⊢ S1 ▷ q and q ⊢ S3 ▷ q are derivable, and we have JS1Kq =
(Iq, Iq) = JS3Kq. Therefore, (q;S1) ≈ (q;S3). This example illustrates why it is necessary to
specify the input environment when stating that two programs are observationally equivalent.
In particular, there exists no environment Γ such that (Γ;S2) ≈ (Γ;S3) – at least one of
these programs is ill formed.

▶ Example 27. We consider the coin flip statement (see Examples 4 and 14), COIN ≜
while q do q∗=H. We have shown in Example 14 that JCOINKq = (Tr(·)|0⟩⟨0|, |0⟩⟨0|).
In fact, COIN is observationally equivalent to a discard/prepare program DP defined by
DP ≜ discard q; new qbit q. Indeed,

JDPKq =(|0⟩⟨0|, |0⟩)◦(Trq, ⟨0|q)=(Tr(·)|0⟩⟨0|, |0⟩⟨0|)=JCOINKq.

Therefore (q; COIN) ≈ (q;DP ). This is because repeatedly measuring a qubit until we
obtain the state |0⟩ has the same effect as discarding the qubit and preparing it again in the
state |0⟩.

▶ Example 28. Consider the following statements:

S ≜ qcase q (0 → S0, 1 → S1); qcase q (0 → S′
0, 1 → S′

1)
S′ ≜ qcase q (0 → S0;S′

0, 1 → S1;S′
1)

with judgments Γ ⊢ Si ▷ Γ′ and Γ′ ⊢ S′
i ▷ Γ′′ being derivable, for i ∈ {0, 1}, and such that

q does not appear in S0, S
′
0, S1, S

′
1,Γ,Γ′,Γ′′. Suppose that ∀i ∈ {0, 1}, JSiKΓ = (Ci, Fi) and

JS′
iKΓ′ = (C′

i, F
′
i ). Then q,Γ ⊢ S ▷ q,Γ′′ and q,Γ ⊢ S′ ▷ q,Γ′′ are derivable, and:

JSKq,Γ = qcaseq [(C′
0, F

′
0), (C′

1, F
′
1)] ◦ qcaseq [(C0, F0), (C1, F1)]

JS′Kq,Γ = qcaseq [(C′
0, F

′
0) ◦ (C0, F0), (C′

1, F
′
1) ◦ (C1, F1)]

By Proposition 10, JSKq,Γ = JS′Kq,Γ, and therefore the two programs are observationally
equivalent: ((q,Γ);S) ≈ ((q,Γ);S′).

▶ Example 29. We aim to study the action of the qcase primitive when its branches contain
probabilistic statements. Consider the following statement implementing a single coin flip:

COIN1 ≜ new qbit q ; q∗=H ; meas q (0 → skip, 1 → skip)
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The qubit q will finish in state |0⟩ or |1⟩, each with probability 1
2 . Formally, we can derive

∅ ⊢ COIN1 ▷ q, and show that:

JCOIN1K∅ =
(

1
2 (|0⟩⟨0| + |1⟩⟨1|) , 1√

2
|0⟩
)

Then, consider the statement consisting of a qcase where each branch contains one coin flip:

QCOIN1 ≜ qcase p (0 → COIN1, 1 → COIN1)

We can derive p ⊢ QCOIN1 ▷ p, q and show that JQCOIN1Kp ̸= JCOIN1Kp. This might
seem surprising, because QCOIN1 is nothing but two instances of COIN1 in superposition.
However, this is a consequence of the probabilistic behavior of COIN1. Indeed, the statement
QCOIN1 allows for superposition of both outcomes of the coin toss – one occurring in each
branch, leading to a total of 4 possible combinations. By contrast, a single copy of COIN1
has 2 possible outcomes. Therefore, programs whose statements are S on the one hand, and
qcase q (0 → S, 1 → S) on the other hand are generally not observationally equivalent.

8 Physical Interpretation and Design Choices

The introduction of a default transition is inspired by a series of works in quantum founda-
tions [29, 2, 21, 33, 1] on quantum control of general quantum transformations. Typically,
such transformations are represented as sets of possible evolutions – commonly referred to as
Kraus operators. While the controlled version of a quantum operation can be defined for
a given Kraus representation, different choices of Kraus representations will yield different
results [8]. Various extensions of quantum operations have been introduced to this end. In
particular, pinned Kraus operators, introduced in [33], consist in pinpointing a specific Kraus
operator in order to unambiguously define quantum control. Similarly we identify, in the
operational semantics, a default transition that allows the definition of the semantics of
qcase.

In [21], the authors show that quantum control can be done when an additional complex
number νi is associated to each possible evolution (i.e., each Kraus operator), such that∑
i |νi|2 = 1. In our setting, we consider a particular case where these amplitudes are

restricted to {0, 1}, which amounts to selecting a default evolution – the only one for which
the amplitude is 1.

The use of bits for the amplitudes is a deliberate design choice for our language. It ensures
deterministic transitions when no inputs are provided to the programs. Note that one could
have opted for alternative default transitions – for example, by swapping the roles of (D0)
and (D1). More generally, other admissible choices exist that may not yield determinism
but still preserve essential properties of the language, such as universality and adequacy (see
Sections 5 and 6). However in the presence of recursion, some choices should be avoided; for
example, were we to select (W1) as the default transition, termination on the empty input
would fail.

In quantum foundations, other approaches to the quantum control of general quantum
evolutions have been considered, in particular by extending the domain and co-domain
with an extra state |vac⟩ representing the empty input [15, 26]. We follow this alternative
interpretation for the denotational semantics of the language (See Section 4) and show the
adequacy of the two semantics, underlining the equivalence of these various approaches to
quantum control of general quantum evolutions.
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Implementation of quantum control on arbitrary quantum operations has been discussed
in [1]. In particular quantum computers with “flying qubits” (photon-based or electron-
based for instance) offers natural implementations of quantum control of arbitrary quantum
operation. Intuitively given a device d0 implementing S0 and a device d1 implementing
S1, qcase q (0 → S0, 1 → S1) can be implemented via a polarizing beam splitter, that
depending on the polarization of the particle (i.e., the state of q) routes the particle to d0 or
to d1. Moreover, in such systems, general recursion like a while loop can be implemented
by combining the implementation of the body of the loop with a measurement device (to
decided whether the condition is satisfied) and a feedback loop made for instance by means
of optical fibers.

9 Conclusion

We have developed a high-level programming language combining classical and quantum
control in the presence of while loops, and succeeded in developing well-defined semantics,
thus resolving a problem that has been open for a decade. The language has strong properties:
universality, adequacy, and full abstraction, which demonstrate the relevance of the semantic
approaches used (default transitions and coherent quantum operations).

Future work concerns the extension of this study to a higher-order language and the
compilation of programs to lower-level quantum models. There also remain some open
questions regarding the speed-up offered by coherent control in the non-unitary setting. For
instance, quantum switch [14] was shown to enable an exponential separation in comparison
to models with classically ordered gates; and importantly, unitary gates alone are insufficient
to demonstrate this advantage [27]. An interesting question would be whether the qcase
construct enables a similar speedup.
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