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—— Abstract

We consider a variant of VASS extended with integer counters, denoted VASS+Z. These are
automata equipped with N- and Z-counters; the N-counters are required to remain nonnegative and
the Z-counters do not have this restriction. We study the complexity of the reachability problem
for VASS+Z when the number of N-counters is fixed. We show that reachability is NP-complete in
1-VASS+Z (i.e. when there is only one N-counter) regardless of unary or binary encoding. For d > 2,
using a KLMST-based algorithm, we prove that reachability in d-VASS+Z lies in the complexity class
Fa+t2. Our upper bound improves on the naively obtained Ackermannian complexity by simulating
the Z-counters with N-counters.

To complement our upper bounds, we show that extending VASS with integer counters signific-
antly lowers the number of N-counters needed to exhibit hardness. We prove that reachability in
unary 2-VASS+7Z is PSPACE-hard; without Z-counters this lower bound is only known in dimension 5.
We also prove that reachability in unary 3-VASS+Z is TOWER-hard. Without Z-counters, reachability
in 3-VASS has elementary complexity and TOWER-hardness is only known in dimension 8.
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1 Introduction

Vector Addition Systems with States (VASS) together with Petri nets, an equivalent model, are
established computational models of concurrency with a variety of applications in computer
science [33]. VASS can be seen as automata equipped with nonnegative integer counters.
These counters can be incremented and decremented, but importantly, they cannot be tested
for equality with zero. A central problem for VASS is reachability: from a given initial
configuration (state and counter values), is there a run to the given target configuration?

Research into VASS reachability has long and rich history. The problem was first
considered in the seventies; in 1976, reachability was shown to be EXPSPACE-hard by
Lipton [29]. Decidability of reachability was only proved later by Mayr in 1981 [30]. Mayr’s
algorithm was subsequently simplified and reformulated by Kosaraju [24] and Lambert [25].
After the names of the three inventors, and after Sacerdote and Tenney who provided partial
results in 1977 [35], the main algorithm used to decide reachability in VASS goes by the
acronym “KLMST”. There has since been great effort devoted to establishing the complexity
of reachability and it was only recently determined to be ACKERMANN-complete [28, 27, 10].

Despite this breakthrough, many questions concerning reachability problems in VASS
and related models are far from being fully understood. A prominent yet puzzling example
is the complexity of the reachability problem in d-dimensional VASS (aka. d-VASS) for fixed
d € N. The complexity has only been settled for dimensions 1 and 2 [38, 20, 3]. Already
for dimension 3, despite very recent progress, there is a wide complexity gap: with unary
encoding, the problem is NP-hard [5] and in 2-EXPSPACE [8]. Even though an elementary
algorithm is not known for reachability in 4-VASS, the best-known non-elementary lower
bound requires 8 dimensions [11]. Moreover, in higher dimensions d € N the gap is huge:
reachability in d-VASS is known to be F(4_3)/2-hard [7] and in Fy [17]; here Fy is the d-th
complexity class defined by the hierarchy of fast growing functions (for details, see [36]).

In this paper, we consider VASS extended with integer counters. This model is a kind of
automaton equipped with counters that must remain nonnegative (N-counters) and counters
without this restriction (Z-counters). We use d-VASS+EZ to refer to a VASS which has d
N-counters and k Z-counters. We also use d-VASS+Z to refer to the scenario in which the
number of Z-counters is not specified.

The reachability problem for VASS extended with integer counters in which both d and
k are not specified can be easily shown to be ACKERMANN-complete. Indeed, every integer
counter can be simulated by the difference of two nonnegative counters. This means that
the additional integer counters do not offer any expressive power. However, reachability in
d-VASS+7Z, for fixed d € N, turns out to be an intriguing, nontrivial problem.

Our main motivation to study reachability in VASS+Z is two-fold. First, VASS+Z are a
natural, basic model of computation that we wish to examine in detail. This model has been
implicitly used several times before: Rackoff used VASS+Z when analysing self-covering runs
that witness unboundedness in VASS [32, Section 4]; they have been used by Demri to prove
that the strong promptness detection problem can be decided in exponential space [12, Section
3]. VASS+Z also appear in KLMST algorithms for reachability in VASS [24] (precisely, after
up-pumping some counters has occurred and before said counters are later down-pumped).
As a result, VASS+Z have also been indirectly used to show that the regular separability
problem of VASS reachability languages is decidable [23]; that reachability in VASS equipped
with a pushdown stack is decidable [19]; and to prove that mutual reachability in Petri
nets with data is decidable [22, Section 5]. Even though VASS+Z have been discussed and
implicitly used by the community, they had not yet been systematically investigated.
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The second motivation is that understanding fixed dimension VASS appears to be
highly nontrivial and requires novel approaches. Adding integer counters immediately yields
surprising observations: even though the coverability problem for VASS is EXPSPACE-
complete [29, 32], adding just one integer counter makes coverability as hard as reachability
(i.e. ACKERMANN-complete). This is because one additional integer counter can be introduced
to preserve the invariant that the sum of all counters is zero. We anticipate that studying
VASS+7Z, a very closely related model, may be fruitful for finding new techniques that will
also be applicable for fixed dimension VASS.

Additionally, we have observed an application of reachability in d-VASS+Z, specifically a
reduction of the following problem to reachability in d-VASS+Z. Given two labelled d-VASS
V7 and Vs, decide whether there exists a word w; accepted by V; and a word ws accepted
by Vs, with the same Parikh image. To sketch the reduction, first consider running V; while
guessing wy and store its Parikh image in some Z-counters, zero test the N-counters using
some more Z-counters, then run Vs, while guessing wy and subtract its Parikh image from the
same Z-counters; if the Z-counters end with zero value, then the Parikh images were equal.

Our Contributions

In this paper we present four main contributions regarding reachability in d-VASS+Z.

Dimension One. In Section 3, we study 1-VASS+Z; we prove that reachability is NP-
complete, regardless of whether unary or binary encoding is used. The main result here
is the NP upper bound (Theorem 1). Our result generalises the NP upper bound for
binary 1-VASS [20] and most interestingly uses a novel approach.

Dimension Two. In Section 4.1, we show that the reachability problem for unary 2-VASS+7Z
is PSpaCE-hard (Theorem 10). At a glance, this result may not seem particularly
impressive because reachability in unary VASS with only integer counters is already
NP-hard. However, it turned out to be rather challenging and in proving Theorem 10,
we have found new techniques. The first is an intricate construction to produce doubly-
exponential counter values (Lemma 12). The second is a new flavour of a hard reachability
problem in counter automata (Lemma 8). The third is a novel way of simulating counter
automata with VASS provided with a large counter value; we believe this last technique
will have applications in the future.

Dimension Three. In Section 4.2, we prove that reachability in unary 3-VASS+Z is TOWER-
hard (Theorem 15). The situation here is the opposite compared to dimension two: the
techniques are somewhat standard, but the result is rather strong. Regardless, it is
striking to see that reachability in d-VASS+Z is non-elementary for such a small d. In
particular, this case proves that extending VASS with integer counters makes the problem
strictly harder as reachability for 3-VASS has elementary complexity [§].

Higher Dimensions. In Section 5, we study d-VASS+Z for an arbitrary fixed dimension
d € N. We show that reachability in d-VASS+7Z is in Fg12 (Theorem 17). Notice that
this is slightly higher than the best-known F; upper bound for reachability in d-VASS [17].
Our approach is based on the KLMST algorithm and also uses some ideas introduced
in [17]. In order to deal with Z-counters without the complexity increasing much, we
use a new vector space which manages the possible deviations of the Z-counters. Our
construction is almost optimal in the following sense: any KLMST-based approach cannot
attain an upper bound below F411 (we discuss this in more detail in Section 6).
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Full Version

Omitted proofs are available in the extended version on arXiv [2].

2 Preliminaries

Basic Notions

By Q, Q4, Z, N, and N, we respectively denote the sets of rational, positive rational, integer,
nonnegative integer (natural), and positive integer numbers. For a,b € Z, a < b, we define
[a,b] = {x € Z | a <z < b} and for a € Ny we define [a] :== [1,a]. The j-th coordinate
of a vector v € Q4 is indexed using square brackets v[j]. We define the one-norm of v as
VIl == ||vllL = |[V[1]] + ... + |v[d]| and the maz-norm of v as ||v] e = max{|v[1]],..., |v[d]|}.
We use use the shorthand ||v|| to denote the one-norm of v, ||v|| := ||v||;. For vectors u € Q¢
and v € Q% we define vector u @ v as the vector w € Q?** such that, for i € [d], w[i] = uli]
and, for ¢ € [d+ 1,d+ k], w[i] = v[i — d]; namely the first d components of w equal the vector
u and the last £ components w the vector v.

Vector Addition Systems with States

A d-dimensional Vector Addition System with States (d-VASS) is a non-deterministic finite
automaton with d nonnegative integer counters. Formally, a VASS consists of a finite set of
states (Q and finite set of transitions T C Q x Z¢ x Q. For a transition t = (p, v, q) € T, we
say that the transition has effect v € Z¢, which we denote by eff(t). A configuration of a
d-VASS consists of the current state p € @ and the current counter values u € N%; denoted as
p(u) € Q x N, A transition t = (p, v, q) can be fired from a configuration p(u) if u +v > 0.
We write p(u) EN g(u+v). A path is a sequence of transitions p = (t1,...,%¢) such that, for
every 4, t; = (¢i—1,1; — w;_1,q;) (i.e. the state that ¢;_; leads to is the same state that ¢;
starts from). A run is a sequence of configurations (go(ug),q1(u1), ..., qe(ue)) such that, for
every i € [{], (¢i—1,w; —u;—1,¢;) € T is a transition; we may also write go(uo) 2y qe(uy). We
may also write go(ug) 2y ge(uy) to specify that the run occurs in V. We also extend the
definition of effect to paths: the effect of a path is the sum of the effects of its transitions
eff(p) = eff(t1) + eff (t2) + ... + eff(¢,).

We consider a variant of VASS, called VASS extended with integer counters (denoted
VASS+Z). These are VASS in which some counters are required to remain nonnegative
(N-counters) and others need not (Z-counters). Syntactically, a d-VASS+EZ is the same
as a (d+ k)-VASS, namely they consist of a finite set of states @ and a finite set of
transitions T C Q x Z%* x . Semantically, however, a configuration of a d-VASS+kZ
belongs to @ x (N? x ZF), instead of Q x N¥**_ We define projections 7y : N% x Z* — N¢ by
n(v) = (v[1],...,v[d]) € N% and 7z : N¢x Z*F — N9 by 7z(v) = (v[d+1],...,v[d+k]) € ZF.
The definitions of effects, paths, and runs remain unchanged for d-VASS+kZ. Though, to
be clear, a transition ¢ = (p, v, q) can be fired in a configuration p(u) if mx(u) + mn(v) >0
(i.e. only the first d counters must be nonnegative). Notice, that if k = 0, a d&-VASS+kEZ is a
d-VASS; and if d = 0, a d-VASS+kZ may be called an integer k-VASS.

The main focus of this paper is the reachability problem for VASS+Z. We consider the
situation in which both d (the number of N counters) and k (the number of additional integer
counters) do not form part of the input.

» Problem. Reachability in d-VASS+EZ.
Input: A d-VASS+kEZ and two configurations s, t.
Question: Does s = ¢ hold?
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We also consider the situation in which & (the number of additional Z counters) is part
of the input to the reachability problem.

» Problem. Reachability in d-VASS+7Z.
Input: A d-VASS+EZ, two configurations s, ¢, and k € N.
Question: Does s — ¢ hold?

We denote the size of VASS V by size(V). Importantly, we distinguish unary and binary
encoding. If the transition vectors of a VASS V = (Q,T) are encoded in unary, then
we call it a unary VASS and we use sizey(V) = [Q| + X2, v perlvIi. If numbers on
transitions of a VASS V = (Q,T) are encoded in binary then we call it a binary VASS and

st sizen(V) = Q] + Xy gyer o8 (VI +1) + 1.

Fast-growing Functions and Complexity Classes

We define here a hierarchy of fast-growing functions and their corresponding complexity
classes. Concretely, for each k > 1 we define a function Fj : N — N and the complexity class
Fi which corresponds to the k-th level in the Grzegorczyk Hierarchy [36, Subsections 2.3
and 4.1].

Let Fi(n) :=2n and, for k > 1, let Fi(n) := Fy_10---0 Fr_1(1).

Notice that Fp(n) = 2" and F3(n) = Tower(n). Using the functions Fj, we define
corresponding classes F; as problems solvable in deterministic time F;(f(n)) where f : N — N
is a function computable in deterministic time F";(n) for some fixed m € N; concretely we
define Fi, := gy, _, DTIME(Fi(f(n))) where FUNy == U, oy FDTIME(F" (n)).

Intuitively, problems in F}, are those that can be solved in time Fj(n) under “easier-than’
Fr-reductions. For example the class F3, known as TOWER, contains all the problems,
which can be solved in the deterministic Tower(n)-time, but also for example those, which
can be solved in time Tower(2"™) (because Tower(2") = Tower o F5). Notice, that there are
many known variants of the definitions of the fast-growing function hierarchy. However, the
classes Fy, are robust with respect to minor modifications to the definition of the hierarchy
of fast-growing functions, see [36, Section 4].

)

3 Reachability in 1-VASS+7Z

In this section, we will focus on 1-VASS+kZ; these are VASS with a single natural valued
counter and k integer valued counters. Our main result is that reachability in binary
1-VASS+7Z is in NP. This extends the best known results: reachability in binary 1-VASS
is in NP [20] and reachability in binary integer VASS (with a variable number of integer
counters) is in NP. The latter follows from the fact that integer VASS can efficiently be
converted into instances of integer linear programming which can be decided in NP [37].

» Theorem 1. Reachability in binary 1-VASS+Z is in NP.

Our main technical contribution of this section is Lemma 4. Here we show that reachability
in 1-VASS+Z is captured by linear path schemes; namely reachability can always be witnessed
by a run of the form pgoip1---pe—10;pe. Here, po, p1,...,pe are paths that connect disjoint
cycles o1, ...,00 (which each may be taken multiple times). So long as the underlying paths
and cycles are short, and the number of times each cycle is taken is at most exponential,
then such a run can be specified with only polynomially many bits. This is what allows us
to prove that reachability in 1-VASS+Z is in NP.

19:5
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Before detailing Lemma 4, we must prove that reachability in binary 1-VASS+4Z can be
witnessed by exponential length runs.

> Lemma 2. Let V = (Q,T) be a 1-VASS+kZ and let s,t € Q be two states. If s(0) = t(0),
then there exists a run s(0) = t(0) such that |7| < (nk)C*, where n = |Q| + Y pugerlall
is the size of V encoded in unary and C is a constant independent of V, s, and t.

We will now sketch the ideas required to prove Lemma 2. We depend on [1, Lemma 15]
as a core tool. Roughly speaking, [1, Lemma 15| states that there is a polynomial semilinear
description of the Parikh image of the language recognised by a given one-counter automaton
(which is encoded in unary). A One-Counter Automaton (OCA) is a finite automaton with a
single N-counter which can be incremented, decremented, and zero-tested. The transitions
are labelled by letters from an alphabet 3. A word w € ¥* is accepted by an OCA if there
exists a run from the initial state (with zero on the counter) to a final state (also with zero
on the counter). The Parikh image is a function v : ©* — N* that maps a word to the vector
whose entries contain the number of times each letter occurs in the word. The function is
also defined over languages, ¥ (L) = {¢¥(w) : w € L}.

More precisely, [1, Lemma 15] states that the Parikh image of the language of an n-state
OCA A, ¢(L(A)), can be expressed as the union of linear sets such that

(i) the number of linear sets in the union is at most C'n?°,

(i) the norm of the base vectors does not exceed C'n?,

(iii) the number of periods in each linear set is at most C'n?°, and
(iv) the norm of the period vectors does not exceed C'n?".
Here, C’ is some fixed constant.

In order to use [1, Lemma 15], we need to convert a 1-VASS+Z V into an OCA A and
be able to use ¥(L(.A)) to identify runs from s(0) to ¢(0) in V. For this, we use the one
N-counter of A to track the value of the N-counter in V and we will use the letters that .4
reads to track the updates that the Z-counters receive in V. Precisely, suppose that V is a
1-VASS+kZ, then ¥ = {ay, by, ..., ax,br}. For each 4, the letter “a;” will be read whenever
the i-th Z-counter is incremented (e.g. if the i-th Z-counter is increased by five, then five
“a;”s are read) and the letter “b;” will be read whenever the i-th Z-counter is decremented.
The number of states in A is exactly the size of V encoded in unary.

Now, given that the i-th Z-counter initially begins with value 0, and the number of
“a;”s read and the number of “b;”s read are equal, then the value of the i-th Z-counter is 0.
Recall that all initial counter values are 0 and all target counter values are zero. Our goal,
therefore, is to determine whether there is a word w accepted by A such that, for every 1,
(¢ (w))[ai] = (p(w))[bs].

To identify words w such that w € L(A) and, for every i, (¢(w))[a;] = (¥ (w))[bi], we
shall intersect ¥(L(A)) with the set Z := {v € N* : v[a;] = v[b;], for every i}. Fortunately,
this set is semilinear. We can therefore use the fact that, if two semilinear sets intersect, then
their intersection contains a “small” point. This fact follows from [6, Theorem 6] in which
the authors provide multi-parameter analysis of the size of the semilinear description of the
intersection of two semilinear sets. More precisely, for our purposes, if ¥ (L(A)) N Z is not
empty, then there exists v € ¥(L(A)) N Z whose entries are bounded above by a polynomial
in n to the power of O(|X]) (which is some constant multiple of k).

Overall, we therefore obtain a bound, that is polynomial in n and exponential in k, on
the length of a word w such that w € L(A) and, for every i, (¢(w))[a;] = (¢(w))[b;]. Lastly,
we use w to construct a run from s(0) to ¢(0) in V to finally prove that reachability in
1-VASS+Z can be witnessed by an exponential length run (Lemma 2).
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We remark that Lemma 2 suffices to conclude that, for every fixed k, reachability in
unary 1-VASS+kZ is in NL.

» Corollary 3. For every k € N, reachability in unary 1-VASS+kZ is in NL.

As outlined earlier, we intend to prove that reachability in binary 1-VASS+Z is in NP,
even when the number of Z-counters is not fixed. We require exponential runs (Lemma 2) in
order to prove there are polynomial size linear path schemes (Lemma 4).

» Lemma 4. Let V = (Q,T) be a 1-VASS+KZ, let s(x),t(y) € Q x (N x Z*) be two
configurations, and let M = max{||[ul| : (p,u,q) € T}. If 5(x) =y t(y), then there exists a
run 5(x) Ly t(y) and a decomposition

p=pooi P P10y’ pe (1)

that satisfies:

(1) £< CLR2IQP - log(M);

(2) pop1 - pe is a path of length at most Co|Q|?;

(3) x1,...,m¢ < (nk)“3*; and

(4) o1,...,00 are simple cycles.

Here, n = Q[+ (3, u.ger/lull) +Ix[l1+[lyll1 denotes the size of the instance of reachability
encoded in unary and Cy, Cy, and Cs are constants independent of V, s(x), and t(y).

We will now outline the proof of Lemma 4. One of the main ideas is to perform a certain
cycle replacement technique. Cycle replacement is first used, though not named, by Rackoff
to prove that unboundedness in VASS is witnessed by doubly-exponential length runs [32,
Section 4]. For our purposes, the idea is to carefully remove short cycles from a run that
witnesses reachability and group them based on which state the N-counter attains its least
value and whether or not the cycle has nonnegative effect on the N-counter.

Once the cycles are isolated and grouped, we use Carathéodory style bounds to identify a
polynomial collection of cycles whose effects can be combined to obtain the same effect as
the original group of cycles. Precisely, we will use the following corollary. In the following
statement, the integer cone of a finite set X C Z¢ is denoted using X *.

» Corollary 5 (cf. [13, Theorem 1]). Let X C Z* be a finite set, let s € X*, and let M =
max{||x||e : x € X}. There exists a subset Y C X such thats € Y™ and |Y| < 2klog(4kM).

Next, our goal is to reconstruct a run from s(x) to ¢(y) using the smaller collections of

cycles. To properly reconstruct a run, we must ensure that the N-counter remains nonnegative.

If a cycle has nonnegative effect on the N-counter, then we wish to take this cycle early in
the run; otherwise if a cycle has negative effect on the N-counter, then we wish to take this
cycle late in the run. To achieve this, when removing cycles from the original run, we take
care to not remove the first time or last time each state is visited. This then allows us to
insert nonnegative and negative cycles at the earliest and latest possible moments in the run,
respectively.

We will use Lemma 2 to bound the length of the run that we perform cycle replacement on.

This means that the total number of cycles that we could ever extract from the run is at most

exponential. We bring this bound through to argue that x1, ..., x,; are at most exponential.

This will be used later to argue that the runs given by Lemma 2 can be expressed using
polynomially many bits.
Now, we provide a sketch of the proof of Theorem 1 which follows from Lemma 4.

19:7
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Proof sketch of Theorem 1. Observe that the path p produced by Lemma 4, underlying
the run s(x) L t(y), can be described by listing: the underlying paths pg, p1,. .., p¢; the
intermediate simple cycles o1, ..., 0y; and the number of times each cycle is taken x1, ..., z,.
Given properties (1) — (4) of Lemma 4, it is clear that this description has polynomial size.
In particular, we note that x1,...,2, can be written using binary encoding and property (3)
tells us that log(x1),...,log(x,) < C3k - log(nk) < C3k? - sizep (V).

It is already known that the validity of linear path scheme runs, like s(x) £ t(y), can
be checked in polynomial time, see for example [4, Section V, Lemma 14]. In short, one
need not check every configuration along the run; it suffices to check nonnegativity of the
N-counter along the underlying paths and throughout the first and last iterations of each
cycle o;. Therefore, only 3¢ configurations need to be computed and checked. |

With Theorem 1 in hand, we can conclude that reachability in 1-VASS+Z is NP-complete,
regardless of whether unary or binary encoding is used. Hardness comes from either of the
following facts. Reachability in binary 1-VASS (without additional Z-counters) is already
NP-hard [34, Theorem 3.5] [20, Proposition 1]. Reachability in unary integer VASS (without
an N-counter) is already NP-hard.

» Corollary 6. Reachability in binary 1-VASS+Z and reachability in unary 1-VASS+Z are
both NP-complete.

» Remark 7 (Reachability in binary 1-VASS is in NP). The proof of Theorem 1 (in particular,
the proof of Lemma 4) provides an alternative and arguably simpler proof that reachability
in binary 1-VASS is in NP. The original proof that reachability in binary 1-VASS is in NP
used so called “network flow reachability certificates” [20]; here the authors had to carefully
analyse these certificates to ensure that they pertained to valid runs. The techniques that
we have developed to prove that reachability in 1-VASS+Z is in NP also work for 1-VASS
(without additional Z-counters). In fact, the proof of Lemma 4 becomes simpler with the
absence of Z-counters'. Our alternative proof of reachability in binary 1-VASS is in NP
keeps the same core idea: we mark the first and last occurrences of states, remove simple
cycles, use Carathéodory style bounds to replace the removed cycles with a smaller collection
of cycles, and then reinsert these cycles back into a short underlying path.

4 Lower Bounds for 2-VASS+7Z and 3-VASS+Z

In this section, we will extensively use counter automata and certain results about them.

Counter Automata

A Counter Automaton (CA) is a VASS with an additional type of transition which can be
fired only if particular counters are equal to zero. We call these transitions zero-testing
transitions. Formally, a d-counter automaton (d-CA) is a tuple Z = (Q, T, Z) where (Q,T)
is a d-VASS and Z C @ x [1,d] x Q is the set of zero-testing transitions. The semantics of
zero-testing transitions are defined as follows. Let (p,i,q) € Z be a zero-testing transition

and let v € N%. Then p(v) LLIN q(v) is a run if v[é] = 0, namely the transition (p, ,q) can
only be taken from a configuration p(v) if the zero-tested i-th counter indeed has zero value.

1 As it stands Lemmas 2 and 4 currently do not hold for k = 0 (for example, £ = 0 would be required in
condition (1) of Lemma 4). However, one can just add a single trivial Z-counter which does not change
value from 0, and thus proceed with k = 1.
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The reachability problem for a d-counter automaton, namely the question whether a
given configuration is reachable from another given configuration, is undecidable already for
two-counter automata [31]. Restricted versions of the reachability problem form a family of
natural, computationally hard problems for various complexity classes.

In Section 4.1, the 2/(™)-length bounded reachability problem will be useful for us. Note,
that it is slightly different from the more common problem in the literature, in which the
bound applies to the counter values instead of to the length of the run (see [16]).

» Problem. The 27(")_length bounded reachability problem for d-counter automata.

Input: A d-CA A with an initial state ¢; and final state ¢z, and n € N encoded in unary.

Question: Does there exist a run of length 2/(™) from ¢7(0) to qr(0) in A?

We say that a function is space-constructible if there exists a Turing machine M which
on input 1" halts with output 17(™) that uses f(n) space and f(n) > log(n). We claim that
the following problem is SPACE(f(n))-hard.

» Lemma 8. The 27 _length bounded reachability problem for three-counter automata is
SPACE(f(n))-hard.

In Section 4.2, we use a version of the reachability problem for counter automata in
which counter values are bounded by the TOWER function. We say that a run of a d-CA is
b-bounded if the sum of all the d counters along this run never exceeds b € N.

» Problem. The Tower-bounded reachability problem for d-CA.

Input: A d-CA A with an initial state ¢; and final state ¢z, and n € N encoded in unary.

Question: Does there exist a TOWER(n)-bounded run from ¢7(0%) to ¢z (0¢) in A?

The ToOWER-bounded reachability problem for three-counter automata is well known to
be TOWER-complete (for example, see [11, Theorem 7]). For the following theorem, one
can use the famous Gddel encoding of vectors (x,y, z) as the number 2% - 3¥ - 5* and use the
second counter as an ancillary counter to perform additive operations to x, y, and z.

» Theorem 9. The TOWER-bounded reachability problem for 2-CA is TOWER-complete.

Counter Programs

In Sections 4.1 and 4.2, we often present VASS as counter programs just like Esparza did
in [14, Section 7]; for more recent examples, see [10, 11, 26, 5]. Counter programs are
numbered lists of increment or decrement instructions operating on variables representing
VASS counters. We also allow for loop instructions, which can be naturally interpreted
as cycles in VASS. We sometimes use other counter programs as macros inside a main
counter programs. We also use for-loop instructions as a shorthand for a sequence of similar
instructions.

4.1 Reachability in unary 2-VASS+Z is PSpace-hard
» Theorem 10. Reachability in unary 2- VASS+Z is PSPACE-hard.

The proof follows from two observations (Lemmas 12 and 13) that are interesting in
their own right. Roughly speaking, Lemma 12 says that 2-VASS+Z are able to compute
doubly-exponential numbers, and Lemma 13 says that this is the key ingredient that suffices
for PSpACE-hardness. However, we formulate both lemmas with greater generality; we
believe these statements might be useful in contexts outside of this paper.
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Before stating both lemmas, we shall formalise what it means for a VASS+Z to compute
a number or a vector. We say that a d-VASS+kZ V computes a set of vectors S C Z™ from a
vector u € N if there are distinguished states ¢; and gp such that S is the set of all vectors
v such that there is a run from gr(u ® 09*=™) to a configuration gp(v @ 04F+k=m). If
computes S from 0%, then we simply say that V computes S. Notice that we do not require
the computed vectors v to be located only on N-counters or only on Z-counters.

Observe that we can use Z-counters to perform zero tests on the other counters. Im-
portantly, we also assume that the zero tests are fired in a fixed order and from fixed
states of the 2-VASS+Z. More precisely, in our case the considered 2-VASS+Z consist of
a sequence of Strongly Connected Components (SCCs) and only zero-testing transitions
occur between SCCs. Indeed, in order to zero test a counter, we maintain a copy on some
auxiliary Z-counter and at the moment the zero test is taken, we “freeze” (no longer update)
the copy, and add the requirement that the copy has zero value in the target configuration of
the reachability instance. Assuming that the considered 2-VASS+Z has polynomially many
auxiliary Z-counters, we can simulate polynomially many zero tests.

> Claim 11. One can assume, without loss of generality, that the considered 2-VASS+Z
uses polynomially many zero tests.

We are now ready to formulate the two main lemmas.

» Lemma 12. Let n, A € N. There is exists a 2-VASS+Z, with polynomial size in n and A,
that computes the set of triples (A*", B, B - A%"), for any B € N.

The main idea behind the proof of Lemma 12 is that we start from a triple (A, B, B - A)
and repeat the following procedure n times: from a triple (C, B, CB), we produce a triple
(C?,B',C?B'), for some B’ € N. As n-fold squaring A yields A?", we obtain the desired
triple after the procedure is repeated n times.

» Lemma 13. For any d > 2 and space-constructible function f, if for every n € N, there
exists a d-VASS+EZ, of size polynomial in n, that computes (27, 72f(n)), then reachability
in d-VASS+KZ is SPACE(f(n))-hard. In particular, if there exists a d-VASS+Z that can
compute (2, 7%"), then reachability in d-VASS+Z is PSPACE-hard.

» Remark 14. Notice that Lemma 13 may be seen as a weak version of an ultimate con-
jecture for hardness of reachability problem in infinite-state systems with counters. (See
Conjecture 32, that roughly states that enforcing long runs implies hardness.) The multi-
plication triple technique from [9] may be informally described as follows: in order to show
SPACE( f(n))-hardness of a class of VASS, it suffices to compute triples (27, B, 2/(") . B).
One would hope that it suffices to just compute one number that is exponential in f(n).
Lemma 13 is a step in this direction, as it shows that it suffices to compute the pair of
numbers (27" 72“")) (note that the constant 7 is not special and can be changed). This
pair of numbers is reminiscent of the quadratic pairs technique of [11] that, roughly speaking,
shows that computing the pair (2, 4/(")) suffices for SPACE( f(n))-hardness. However,
use the quadratic pair of counters for hardness requires three N-counters to be used in total,
but Lemma 13 only needs two N-counters.

Before proving Lemma 13, we show how Lemmas 12 and 13 are used to prove Theorem 10.

Proof of Theorem 10. Given Lemma 12, we have 2-VASS+Z that can compute triples
(A%" B,B - A?"). This immediately implies that 2-VASS+Z can in particular compute
exponential numbers of the form A2, in particular with A = 7. We can simply nondetermin-
istically decrease the second and third counter in the triple, and at the end zero test them.



C. Biziére et al.

In order to satisfy assumptions of Lemma 13, we need to show also how to compute 2™ with
2-VASS+Z. Given Claim 11, this is straightforward: one can use linearly many zero tests to
n-times multiply the constant 2 with itself. Assume that x and y are the two N-counters
and they both start with value 0. We first increment = by 1 and then n-times multiply z

by 2 (using y as an ancillary counter y). For counters t,t1,...,t, we write t — t1,...,t; to
represent the following operation: decrement ¢ and simultaneously increment (each) ¢y, ..., t
by one.

Exact multiplication by any rational number ¢, for a,b € N, can be implemented by the

following short counter program denoted exact-mult(z,y,a/b):
1: loop x — vy
2: zero-test(x)
3: loopy = b,z +=a
4: zero-test(y)

Now that we have 2-VASS+Z that can compute pairs (2", 72" ), by Lemma 13 we conclude
that the reachability problem for 2-VASS+Z is PSpACE-hard. <

Proof of Lemma 13. We will use the hardness result formulated in Lemma 8. The main
challenge is to simulate a three-counter automaton with a 2-VASS+Z while maintaining the

length the run (in order to check reachability is witnessed by a run of length at most 2(")).

Before diving into the proof, we will intuitively explain our construction. A first idea
would be to keep the three counters on VASS counters and somehow try to implement
zero tests on VASS. However, the 2-VASS+Z has only two N-counters and therefore such a
simulation is hopeless; we cannot even guarantee nonnegativity of the counters. Instead we
propose a different, novel technique to simulate 3-CA.

Suppose A is an arbitrary 3-CA; we shall use x1, x5 and x3 to refer to the three counters.

We shall construct a 2-VASS+Z that we denote as V. The first try would be to encode
counters x1, To, and xz as 271 - 372 - 573 and keep this encoding on one the two N-counters
of V. We denote By = 2, B, = 3, and Bz = 5. Let us use z to denote the N-counter
storing 2! - 3”2 . 573 and we use  to denote the other N-counter of V. If one of the counters
x; is increased in A, then V simulates this by “weakly-multiplying” = by B; (using & as
an ancillary counter). In other words V applies the following counter program, denoted
weak-mult(x, Z,a/b), for B; = a/b.

1: loop z — =

2: loopx —= b,z += a

If both loops are maximally iterated, then value of x will be multiplied by B; exactly.

However, the multiplication is “weak”: the value of x can be multiplied by B;, but = could
also end up with some smaller value (because there is nothing forcing the VASS to maximally
iterate the loops).

Let us explain why weak multiplication is still useful even though it is not exact. The
idea is that, for any A, Lemma 13 gives us the pair (2f(”), A2f(")). Therefore, if one is able
to weakly multiply some counter by A exactly 2/(™ many times, then we can compare its
final value with the value A2™"

run, then it must have been the case that every weak multiplication was actually an exact

. If the counter is required to equal A2 at the end of the

multiplication (otherwise, this counter would end with a value less than AQf(n)).

We are not out of the woods yet: if we decrease some counter x; then V is expected to
divide x by B;. It is possible to weakly divide counter values in 2-VASS+Z in the same
way that one can weakly multiply, but this creates the following issue. Given that weak
multiplication can result in smaller than desired values, and weak division can result in
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greater than desired values, one can possibly balance weak multiplications and weak divisions
carefully so that the result is the same as if the multiplications and divisions were computed
exactly. This possibility of deviating from the true desired counter values seems to be
uncontrollable, even with the pair (2f () AQf(")) at hand.

Now we shall introduce a novel idea to handle this issue. Instead of 2% - 372 . 53 the
counter x stores 27 - 372 . 5%3 . 7L where L is the length of the current run. As 7 is greater
than 2, 3, and 5, any step of the 3-CA will result in x increasing (in short, 7% is a dominant
term). For example, if the counter x; is decremented by A, then in order to maintain the
encoding x = 271 - 372 . 5% . 7L we wish to weakly multiply = by 7/B; > 1. Therefore, in
every cases, V simulates a step of A with weak multiplication. This means that any weak
computation results in the value being smaller than desired (not smaller or bigger depending
on the operation). This behaviour, thankfully, is controllable. Precisely, if after exactly
27(") steps, the values of counters x1, &2, and 3 are zero, then the encoding should be
20.30. 50 72" — 72"™ Recall that we were able to exactly compute the number 72",
and store it on some auxiliary Z-counter. This allows us to check z = 72" at the end of
the run. If equality holds, then every weak multiplication must have been performed exactly,
and so the simulation of A is faithful.

We will now describe the construction more precisely. The 2-VASS+7Z V consists of
two N-counters x and z, Z-counters y1, y2, y3, 21, and 29, as well as several additional,
unnamed auxiliary Z-counters used for zero tests. Given Lemma 13, the considered systems
(2-VASS+Z in our case, d-VASS+Z more generally) can compute pairs (27", 72“”)). We
assume, without loss of generality, that the pair is computed and stored on counters z;
and zp. All the other counters x, T, y1, yo2, and y3 start with value zero. We aim to store
271 . 3%2 . 5% . 7L on x (recall that L is the length of the run). We will use Z as an ancillary
counter, most of the time its value will be 0. The values 1, 3, and x3 are maintained on
counters 1, 2, and ys3, respectively. The value 27" — L will be stored on z;. We will check
that z; has a nonnegative value; this implies that L < 2f("). In fact, our simulation will
have the property that the sum x + z will always be upper bounded by 271 . 3%2 . 573 . 7L,
At the end, we will check the equality © = zo and this equality will hold if and only if the
simulation of A by V was faithful (the value z5 is not changed during simulation). Although
Y1, y2, and y3 track the values of x1, x4, and x3, we are not able to check nonnegativity or
perform an arbitrary number of zero tests on them because y1, y2, and y3 are Z-counters of
V. They are simply present to check that their values are zero at the end of the run.

Recall that, to begin with, 1 = zo = x3 = L = 0. We set value of the counter = to be
20.30.50.70 = 1, We need to explain in detail how V simulates steps of A: what happens
when a counter of A is incremented, decremented, or zero-tested. First, all increments
and decrements x; implies that y; is incremented or decremented, respectively. The more
challenging part is the simulation on x and . When counter x; is increased, the encoding
on x should be multiplied by 7- B;, as both x; and L are increased by one. We implement
this with an instance of the weak multiplication counter program weak-mult(z,z,7 - B;).
Similarly, when z; is decreased, = should be multiplied by 7/B; > 1 and that is implemented
by firing the weak multiplication counter program weak-mult(x, Z,7/B;). Notice that if the
counter z; in A is zero and cannot be decremented then value of the counter x in V is not
divisible by B;. The 2-VASS+7Z V does not explicitly prohibit the firing of this transition,
however after the firing, the sum x 4+ Z will be multiplied by less than 7/B;. As we will soon
see, this will result in the target configuration not being reached.

Let us now inspect how zero tests of z; are simulated. Notice that x; = 0 if and only if
By' - B3* - B5® - 7L is not divisible by B;. Therefore, the zero test is simulated as a test for
non-divisibility of z by B;. Importantly, since the zero test of z is a step in 4, we must not
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forget to (weakly) multiply x by 7. Accordingly, we design the zero test simulation macro
such that value x + = is multiplied by 7 if and only if x was originally not divisible by B;. At
the same time, it is important that before the simulation z had zero value, and afterwards
z=0.

Altogether, we nondeterministically guess the residuum r € {1,..., B; — 1}, subtract r
from x, check divisibility by B;, multiplying x by 7, and then add 7r back to x. This schema
is realised by the following counter program:

1: guess re{l,...,B—1}
22x—=r

3: loop

4: r—= B;r+= B

5: loop

6 r—= B;x+= 7B
T x 4= Tr

It is easy to verify that if = is not divisible by B, then final value of x is can be multiplied
by 7 by selecting the correct residuum r on line 1, and then maximally iterating the loops on
lines 3 and 5. On the other hand, if = is divisible by B then no matter what one guesses for
r, the counter x during the loop iterations on line 3 is not divisible by B. Therefore, the
loops in lines 3 and 5 multiply value  + = by some value less than 7.

It remains to describe what V does after simulating the whole run of 4. If V correctly
and faithfully simulated a run of A to xq, 2, z3 = 0 with L < 27(")| then V reached, with
maximal iterations of weak multiplication loops, the following counter values:

(2, 2,51, 42, 43, 21, 22) = (75,0,0,0,0,27" — £, 72", 2)
It is important that if y; = yo = y3 = 0, then it is true that
(x4 2) -7 < 2. (3)

In order to finally check whether the above seven-tuple is of the correct form, we need to
check * = y; = y2 = y3 = 0 and x - 7** = 2z5. This final check is realised by the following
counter program:

—_

: zero-test(z); zero-test(y;); zero-test(ys); zero-test(ys)
: loop
weak-mult(z, z, 7)
zZ1 —— 1
zero-test(z1)
: loop
r—=1;20 —= 1

@ NPT ke

zero-test(x); zero-test(zz)
To see that this counter program indeed guarantees Equation (2), first notice that in
line 5, z; has value zero. It implies that initially z; > 0, so indeed L < 2/(") as required.
Observe also that in line 5 we need to have x = 25, so (x + &) - 7** > 2. Each iteration of
the loop in line 2 does not increase the value of (z 4+ Z) - 7** and initially this value was at
most zo by Equation (3). That means that equality holds in both cases and, in particular,
(x4 &) - 7% = 2y initially. Together with the zero-tests performed in line 1, we conclude that
Equation (2) holds.

Let us now put all the pieces together to show that V indeed faithfully simulates A.
At the beginning we have x + z = 271 - 372 . 573 . 7L Every step of the simulation of A,
namely any increment, decrement, or zero test of a counter x;, is designed such that the
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above equality implies that the step was faithfully simulated. Once this equality is lost (i.e.
when x + 7 < 2%t - 3%2 . 573 . 71) "equality can never be recovered. Therefore, to guarantee
the faithful simulation this equality need only be checked once at the end of the rum; this
equality is indeed checked by the previously described final check. |

4.2 Reachability in unary 3-VASS+Z is Tower-hard
» Theorem 15. Reachability in unary 3-VASS+Z is TOWER-hard.

We achieve this, for the most part, by appropriately modifying the proof that reachability
in 8-VASS is TOWER-hard [11]. We first briefly describe the overall ideas before diving into
the details. We reduce from the TOWER-complete problem: TOWER-bounded reachability in
two-counter automata (see Theorem 9).

The challenge is to simulate TOWER-boundedness of the counters and the zero tests. This
is because two of the N-counters of a 3-VASS+Z can be dedicated to storing the value of the
two counters of a given 2-CA; this means that we do not need to be concerned with issues
related to nonnegativity or the final values reached. An established technique for simulating
zero tests of bounded counters is the “multiplication triples technique”. This technique
has been used, in particular, for showing TOWER-hardness of reachability in 8-VASS and
ACKERMANN-hardness of reachability in VASS without a fixed number of counters [9, 10].
The following lemma? reformulates the multiplication triples technique for 3-VASS+Z.

» Lemma 16. For every 2-counter automaton A and in polynomial time, one can construct a
unary 3- VASS+7Z V with two distinguished states qr, qr such that A has a B-bounded accepting
run in which it performs at most C' if and only if there is a run from ¢;(0,0, B,2C,2BC) to
qr(0,0,B,0,0) in V (here, we assume the first three counters are the N-counters).

With Lemma 16 in hand, it is enough to present a 3-VASS+Z that computes the triple
(TowEeR(n),2C,2C - TOWER(n)), for an arbitrarily large C' € N. This indeed enables us
to simulate a TOWER(n)-bounded runs of a given 2-CA and, thus we can deduce The-
orem 15. Therefore, our attention is now focused on constructing a 3-VASS+7Z that computes
(TowegRr(n),2C, 2C - TOWER(n)), for an arbitrarily large C' € N.

We call (B,2C,2BC) a B-triple. The idea is to first construct a B-triple, for some small
B and arbitrarily large C, and then use this B-triple to construct a B’-triple for B’ > B.
This construction is then repeated to generate large B-triples. First, observe that it is trivial
to construct a 16-triple. It can be realised by the simple counter program presented below.
Assume that the three N-counters are denoted z, y, and z. We use 16-triple(z,y, z) to refer
to this program. The number C corresponds to the number of iterations of the loop in line 2
(clearly C' can be arbitrarily large).

1. x += 16
2: loop
3 y+= 2z 4= 32

Now we show how to construct a 3-VASS+Z that, from the triple (B, 2C,2BC'), produces
the triple (28,2C",2- 28 . C"). Moreover, the produced C’ can be arbitrarily high (just like
(). We shall assume that B is divisible by 8. We also want B = TOWER(k) to hold for some
k € N (this is why we started with B = 16 = TOWER(3) earlier). More concretely, we will

2 Lemma 16 is a very similar statement to [11, Lemma 10] and one only needs to make minor modifications
to the proof of [11, Lemma 10] to prove Lemma 16.
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present a counter program denoted exp-amplifier(z1,zo, z,y, z,2', 3, 2’, u) that has three
N-counters z1, 2, and x; six named Z-counters y, z, ', ¥, 2/, and u; and several unnamed
Z-counters that will be used for zero tests. We assume that initially (z,y,2) = (B, 2C,2BC)
and all other counters have zero value. We will produce the triple (2Z,2C",2 - 2B . C”) onto
the counters (z,y, z).

Lemma 16 tell us that the triple (B,2C,2BC) can be used to simulate C' zero tests
on B-bounded N-counters. However, we prefer here to use the triple (B, 2C,2BC) a bit
differently: we use it to perform B/2 zero tests on 2C-bounded N-counters. As we assume
that C' is arbitrarily large, we are essentially allowing for the simulation of B/2 zero tests on
N-counters without any assumptions on boundedness.

It is important to emphasise that in our counter programs we use, in a sense, two kind
of zero tests. One kind does not use any of the constructed triples (B, 2C,2BC) and relies
instead on auxiliary Z-counters. These zero tests can be applied on any counters, but we
can only use polynomially many of them (Claim 11). The other kind of zero test do use
the constructed triples (B, 2C,2BC). Here, we can allow for B/2 such zero-tests, but they
will only ever be used on counters z; and x3. For the remainder of this section, unless it is
otherwise specified, we use zero tests of the first kind (one that uses an auxiliary Z-counter,
not a triple).

Before presenting exp-amplifier, we give a short counter program move(t,t') for the
operation of moving a value from counter ¢ to counter ¢'. Initially, the counters have values
(t,t') = (k,0) for some k € N, and at the end of move(t,t'), the counters have values
(t,t') = (0,k).

1: loopt =t
2: zero-test(t)

Recall now that exact-mult(t,t’,a/b) exactly multiplies the value on counter ¢ by ¢.

Recall that this macro uses two zero-tests: one on counter ¢ and one on counter ¢'. Here is
the only place in which we use the zero tests of the second kind (which uses a constructed
triple (B, 2C,2BC)). Accordingly, we can repeatedly iterate exact-mult B/4 many times
under the condition that it uses counters z; and zs.
Now, We are ready now to present the counter program for exp-amplifier.
 +=1
loop
y 4= 2; 2 += 2
: move(z’,x1)
loop
exact-mult(z, z2, 256)
u+=1
: move(zy, x')
: move(z',z1)
: loop
exact-mult(z, z2, 256)
u—=1

© P N> g W

—= = e
Mo

!/

—
w

: move(zy, 2’)
: zero-test(y); zero-test(z); zero-test(u)
:loopz —=1

— =
SIS

—
[=2]

: zero-test(x)
: move(z', x); move(y',y); move(z', z)

—
-
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Let us now inspect the code of exp-amplifier and argue its correctness. We shall use C’
to denote the number of iterations of the loop in line 2. After line 3, the values of (a/,y’, )
are (1,2C",2C") and note that C’ can be arbitrarily large. The aim of the majority of the rest
of exp-amplifier is to multiply both 2’ and 2’ by 28. Let K and K, denote the number of
iterations of the loops in line 5 and line 10, respectively. Notice now that lines 4 — 8 multiply
2’ by 25651 and increase counter u by K. The loop in line 5 does most of the work; lines 4
and 8 exist to move the value into x; (an N-counter). Similarly lines 9 — 13 multiply 2’ by
2562 and decrease counter u by Ky. After line 13, u = K; — K5. As u is zero tested in line
14, we know that K; = K5. Moreover, in line 14 y and z both have zero value. As y = 0,
we know that exactly B/2 zero tests using triples were performed, and z = 0 guarantees
that all of them were indeed performed correctly. The number of zero tests using triples in
each exact-mult is two, so 2K + 2Ks = B/2. Together with K; = K5, we deduce that
K, = Ky = B/8. Therefore lines 4 — 13 multiplied both z’ and 2’ by 2568/8 = (28)]5)/8 =28,
Thus, after line 14 the values (2,3, 2') are (28,2C”,2-28 . C"). The aim of lines 15 and 16
is to decrease = to zero. Finally, line 17 moves the triple (22,2C",2-28 . C") from counters
(2,4, 2") onto counters (x,y, z), as required.

We are ready to present a counter program producing TOWER(n)-triples.

1. 16-triple(x, y, z)
2: fori=1,...,n—3do
3: exp-amplifier(xy, zo, x, y, 2, 2, ¥, 2/, u)

The triple (16,2C,32C) produced by 16-triple(z,y, z) can equivalently be seen as a
TOWER(3)-triple (16 = TOWER(3)). Then, firing exp-amplifier n — 3 times amplifies
this triple to the TOWER(n)-triple, as required for Lemma 16. This finishes the proof
of Theorem 15.

5 An Upper Bound for d-VASS+7Z

This section is devoted to proving the following theorem.
» Theorem 17. Reachability in d-VASS+Z is in Fgio.

The Fyyo algorithm that we construct to prove Theorem 17 is an extension of the
KLMST algorithm for reachability in d-VASS; it is named KLMST after its inventors
Kosaraju, Lambert, Mayer, Sacerdote, and Tenney [35, 30, 24, 25]. In this section, we do
not assume any prior knowledge of this algorithm. We will introduce all relevant notions,
starting with the general structure of the algorithm.

The two main notions the algorithm revolves around are gemeralised VASS and the
subclass of perfect VASS. Let us start by introducing generalised VASS. Many variants of
generalised VASS appear in the literature: marked graph transition sequences in [25], KLM
sequences in [28, 17], Semil-VASS in [18]. The terminology “generalised VASS” was first
used in [24].

» Definition 18. A generalised VASS with d N-counters and k Z-counters extends
d-VASS+kZ as follows. Fach transition e that leaves an SCC is additionally labelled with
an w-configuration test, € (NU {w})?. The semantics of such a transition e are defined as
follows. For x,y € N% and z,25 € ZF, we have p(x,2,) = q(y,z2) if and only if

(i) e is a transition from p to q,

(i) (y,22) = (x,21) + eff(e), and

(iii) x[j] = test.[j], for all j such that test.[j] # w.
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We remark that we always use a binary encoding for generalised VASS.

In a generalised VASS, a transition e leaving an SCC may zero test some N-counters. As
already mentioned in Section 4, a zero test can can be simulated using a dedicated Z-counter,
hence generalised d-VASS+Z are equivalent to d-VASS+Z, though the explicit tests can be
convenient.

We define the reachability problem for generalised VASS in the obvious way. Given a
generalised VASS V, and two configurations s, t, does s —+, t hold?

Perfect VASS are harder to define; the definition of perfectness will appear after the
following introduction to the overall structure of the reachability algorithm. For now, one
should think that perfectness is some relatively easy-to-decide property of generalised VASS
that is strong enough to imply that reachability holds.

To decide reachability, one first checks whether the current reachability query (s, V,t) is
perfect. If it is, then reachability holds. Otherwise, (s,V,t) is decomposed into finitely many
queries (s;, V;,t;) such that (i) s 2 t if and only if for some i, s; —y, t;, and (ii) each
instance (s;, Vs, t;) is smaller than the original instance (s, V,t) with respect to a well-founded
rank. Finally, we solve these smaller queries by recursion. Termination and the complexity
of this algorithm will be based upon the well-founded rank. Correctness of the algorithm
relies on the following lemmas.

» Lemma 19. If (s,V,t) is perfect, then s >y t.

» Lemma 20. There is an elementary-time algorithm that decides whether a given query
(s, V,t) is perfect, and if not outputs finitely many queries (s;, Vi, t;) such that rank(V;) <
rank(V) and s =y t if and only if for some i, s; —>y, t;.

Furthermore, if only the least important coordinate of the rank decreases, then every query
(84, Vi, t;) has polynomial size with respect to the size of (s,V,t).

The rest of this section is structured as follows. In Section 5.1, we define the rank.

In Section 5.2, we define perfectness. In Section 5.3, we prove Lemma 20. In Section 5.4, we
will analyse the complexity.

5.1 Definition of the Rank

Roughly speaking, for readers familiar with cycle spaces, our rank is an extension of the rank
defined by counting the number of states with a given dimension of the cycle spaces [28].
We start by defining cycle spaces. For every state ¢ € ), we consider the effect vectors of

all cycles on state ¢; let V(V, q) be the vector space generated by all effects of cycles on g.

Equivalently, V(V, q) is the vector space generated by all effects of simple cycles in the SCC
that contains ¢. In particular, notice that V(V, q) only depends on the SCC that contains g,
not on ¢ itself.

Recall that 7 (v) is the projection of a vector v € N x Z? to (v[1],...,v[d]), that is the
projection to the N-counters. We define the N-part of the rank, ranky € N¢, as

ranky[i] == |{q € Q : dim(7y(V(V, q))) = i}|, for i € [d].

In other words, ranky[i] is the number of states ¢ € @ whose cycle space V(V,q) has
dimension ¢ when projected to N-counters. If the dimension of mn(V(V,q)) is 0, this state
does not influence the rank, thus ranky has d components. So far, this is the same as the
rank for VASS (without additional Z-counters) introduced in [28]. The main difference is
that our rank has the following extra component. We define the Z-vector space Vz(V) as

Vz(V) =Y V(V,q)n ({07} x Q).
q€eQ
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In other words, we consider all elements of V(V, q) with zero effect on the N-counters, and
take their Minkowski sum. Intuitively speaking, this characterises the complexity of the
behaviour of the Z-counters.

Overall, we define the rank as

rank := (dim(Vz(V)), ranky).

Importantly, ranks are compared lexicographically with the first component, dim(Vz(V)),
taking the highest precedence, and ranky|[j] has higher precedence than ranky|i], for j > i.

5.2 Perfect Instances of Reachability

We assume, without loss of generality, that the given generalised VASS V is a sequence
of SCCs connected by single transitions. This can be guaranteed by splitting V into one
VASS V,, for every sequence of SCCs 7 in V. Observe that, while this decomposition takes
exponential time (the number of simple paths), any V, created fulfills size(V,) < size(V).
The basis of perfectness is an integer linear program (ILP) for approximating reachability.
For readers familiar with KLMST for d-VASS (without additional Z-counters) [28, 17, 18],
we remark that our definition of perfectness will differ only by the choice of ILP.
Let V = (VoerV:...esVs) be a generalised VASS and let s = (sy,s7) € N x ZF,
t = (tn, tz) be two configurations. Let Fy, ..., F4 be the transitions of V, .. ., Vs, respectively.
As always, d denotes the number of N-counters and &k denotes the number of Z-counters. We
will use ¢ as an index to refer to the current SCC, and j to refer to a particular counter.
There are 2sd + ;_, | E;| variables in the ILP. The first 2sd variables correspond to 2s
vectors: for every i € {0} U [s — 1], x; = (2;,;); € N, and for every i € [s], y; = (i;); € N
These variables represent the counter values when the run enters and respectively leaves each
SCC. We set xg := sy and y := ty. Finally, we also have a variable x. for every transition
e € F; in an SCC V;. These variables count how often the corresponding transition e is used.
The ILP is comprised of three sets of equations. The first are the Kirchhoff equations
governing reachability in the underlying graph. Formally, for every i € {0} U [s] and ¢ € Q;,
we have the equation

: : Te — Z : Te = 5‘1aqi,in - 6q;q¢.out7

ecin(q) ecout(q)

where in(q) is the set of transition incomings to ¢, out(q) is the set of transitions outgoing
from ¢, and 44,4 is the Kronecker delta function that takes value 1 if ¢ = ¢/, otherwise it
takes value 0. This requires g to be entered as often as it is left, with the exception that if ¢
is the initial or final state, then the above equations are adjusted by +1.

The second set of equations take care of the effect of the run. For Z-counters we only
require a global effect equation:

Zeﬁ'(ei) + Z Z effz(e) - z. =tz —sz.

i=1 i=0 e€cE;

In other words, taking transitions as often as prescribed by x, and the inter-SCC transitions
e; once, produces the desired effect t; — sz on the Z counters. For N-counters, we have the
following equation for each ¢ € {0} U [s]:

> effn(e) - we = yi — xi.
eckE;

This states that the effects on N-counters should match the difference between the claimed
entry vectors x; and exit vectors y; of the SCC.
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The final set of equations require the transitions e; between SCCs V;_1 and V; to be taken
correctly (i.e. their equality tests are respected). For every i € [s], we add the equation(s)

vi—1 + effn(e;) = x; and
vi—1[j] = test.,[j], for every j such that test,[j] # w.

Given a reachability query (s, V,t), we use ILP(s,V,t) to denote the above ILP. Before
defining perfectness of (s, V,t), we first define when ILP(s, V), t) is perfect.

» Definition 21. We say that ILP(s,V,t) is perfect if
(i) ILP(s,V,t) has a solution;
(ii) there is a homogeneous solution h such that hiz.] > 0, for every transition e; and
(iii) for every i € [s| and counter j € [d], if teste,[j] = w, then the variable x; j is unbounded
in the ILP.

Condition (i) is as expected; any run p from s to t of V gives rise to a solution to the
ILP, so the ILP has to be satisfiable. Condition (ii) essentially states that every transition
can be taken arbitrarily often; this is a typical and crucial aspect of perfectness that we will
leverage later. Condition (iii) states, in words, that if the j-th counter is not zero tested
when entering an SCC V;, then the j-th counter is unbounded at this point in the run. This

condition is most useful in contraposition: if the variable x; ; is bounded, then test., [j] # w.

This means that if the j-th counter is bounded when entering some SCC, then it is tested
for a specific value.

The second half of perfectness now requires that test., + effy(e;), the w-configuration
reached when entering V;, is “pumpable” (inside the SCC V;) in a sense that will be formalised
in the next definition. The definition refers to “rigid counters”. A counter j is rigid in V; if
its value is uniquely determined by the control state. This means that all cycles in V; have
zero effect on rigid counters. As one might expect, such counters will be removed the moment
they are identified, together with all states where this counter has a negative value. So for

the sake of understanding Definition 22, one should think that no rigid counters are present.

» Definition 22. Let (s,V,t) be a query. Let q; i and q; ot e the states in which the SCC
V; is entered and left respectively.

We call V forward-pumpable if, for every SCC'V;, there exists a cycle up; at g; in that is
enabled at test., + effn(e;) and has (strictly) positive effect on all N-counters j such that (%)
teste,[j] # w and (%) j is not rigid in V;.

Similarly, we call V backward-pumpable if, for every SCCV;, there exists a cycle dwn;
at @i, out that is backwards-enabled at test., . and has a (strictly) negative effect on all
N-counters j such that (i) test.,,,[j] # w and (ii) j is not rigid in V;.

Finally, we are ready to define perfectness.

» Definition 23. A given reachability query (s,V,t) is perfect if ILP(s,V,t) is perfect,
(s, V,t) is forward-pumpable and backward-pumpable, and for all SCCs Q;, all counters j
rigid in Q; and all states q € Q;, the value of counter j at state q is > 0.

I.e. we require all the properties mentioned before, plus we require that rigid counters do not
go negative, which, by definition of rigidity, is a purely syntactic requirement.

The proof that perfectness implies a run from s to t in V (i.e. the proof of Lemma 19), is
essentially the same as for the original KLMST algorithm for reachability in VASS (without
additional Z-counters). This is because the additional Z-counters are automatically handled
by the ILP and cannot otherwise disturb the validity of the run.
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5.3 Deciding Perfectness and the Decomposition

Now that we have set up the definitions, the next step is to decide whether a given instance

of reachability is perfect and, if not, we must decompose into a collection of lower rank

instances. These procedures for checking perfectness and decomposing form the heart of

KLMST. Thankfully most of the checks and decompositions for reachability in VASS+Z

are the same as for VASS. The decrease of ranky(V), which was used as the rank also

in [28, 17, 18], can simply be copied to almost all decompositions.
We now provide an overview of the various decomposition steps, starting from perfectness
of the ILP, which has three parts.

Condition (i). Checking the existence of a solution to an ILP is in NP; for example, see [37].
Clearly if the ILP has no solution, then there does not exist a run from s to t in V. Since
reachability does not hold, the empty decomposition is returned.

Condition (ii). This condition is changed substantially compared to VASS, and we will detail
the decomposition for this condition shortly.

Condition (iii). We can check in NP whether a variable is bounded, and for bounded variables
we can compute, in exponential time, the set of possible values. This is because every
minimal solution to the ILP has polynomial size [37] when encoded in binary. For every
one of the possibly exponentially many different values b of a variable y; ;, we create
a separate generalised VASS V, in which we set teste,[j] = b at the exit of SCC V.
Symmetrically, we create a generalised VASS for every possible value of z; ;.

Rigid counters. We can check rigidity of counter j in SCC @; by checking for every simple
cycle in @Q; that its effect on j is 0. If a rigid counter would take a negative value at
some state g, then we simply delete the control state ¢ (as performed in [28]). This
decomposition step can clearly only decrease the size of the current instance.

Pumpability. This property only concerns N-counters. The condition only examines the
effect on N-counters, and being enabled does not depend on the values of the Z-counters.
Thus, we can equivalently check this condition in the projected VASS my(V), where my
removes the Z-counters to obtain a d-VASS. Without integer counters, we can therefore
apply [28, Lemma 4.13] without modification: on every run, some counter j is bounded
by sizey (V)O(dd), and the decomposition stores the j-th counter in the control state.

We will now detail the decomposition for condition (ii). Verifying the condition is
straightforward: it suffices to check whether there exists a homogeneous solution to the
ILP that assigns a positive value. This can be done in NP. Importantly, an ILP has a
homogeneous solution assigning h[z.] > 0 if and only if the corresponding variable . is
unbounded. Thus, if condition (ii) does not hold, then the variable z. is bounded. The
decomposition here accordingly removes the transition e from an SCC with the following
strategy. To accommodate solutions of the ILP with x. = b, we create b + 1 copies of
(Qi, E; \ {e}) and connect them sequentially using the b copies of e.

There is an important difference in our version. Originally in [24], only one transition
was ever removed in a decomposition step. This, however, leads to slower-decreasing rank
and the result is that the entire algorithm runs in greater than Ackermannian time. This
was subsequently improved by Leroux and Schmitz to simultaneously remove all bounded
transitions e € E; in some SCC V;, leading to an Ackermannian upper bound [28]. Again,
our main improvement is here: we remove every bounded transition e € E; in every SCC V;
simultaneously; we do not limit ourselves to decomposing a single SCC in a particular step.

Formally, let V = (Vye1 V1 ... esVs) be a generalised VASS. We will compute, for every
i € {0} U [s], a decomposition Decomp(V;), which is a set of generalised VASS, and return

Decomp(V) = {Vje1V; ...esV. : Vi € Decomp(V;)}.
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In other words, for every i, we choose a VASS from Decomp(V;) and connect them with
transitions e; as in V.

We define Decomp(V;) in the same way as in [28] by removing all bounded transitions
from this SCC and choosing an order to apply them in. Let V; = (Q, E;), and let E! C E;
be the subset of bounded transitions. For every minimal ILP solution s, and every word
w € (El)* with Parikh image ¢ (w) = s[E}], we create a VASS V5. € Decomp(V;) as
a rep6tition of Viocal = (Qz; E; \ EZ/) We set Vi,s,w = Vlocal W1 Viocal *** Wy Vlocala where
w = wi ---wyp. It is easy to see that this decomposition preserves the reachability relation, it
remains to show that the rank decreases. In the following lemma, we say that a VASS+Z V
has dimension k if k = max,eq dim(mn(V(V, q))).

» Lemma 24. The decomposition for condition (ii) decreases the rank. Moreover, if only the
least significant coordinate decreases, then all V; of dimension at least 2 remain unchanged,
and every 1-dimensional V; either remains unchanged, or is split into a 0-dimensional V.

Proof. Let V' € Decomp(V). We will show that rank()’) < rank(V).

Case 1. dim(Vz(V')) < dim(Vz(V)). Since this dimension is the most important component
of the rank, the rank has decreased.

Case 2. dim(Vz(V)) = dim(Vz(V)). The new VASS V' may only have fewer cycle effects
than V, so Vz(V') C Vz(V). Since Vz(V) and Vz(V') are vector spaces of the same
dimension, we deduce that Vz(V') = Vz(V).

Let V! € Decomp(V;) be the generalised VASS obtained from V; and let V(V;) be the
cycle space of V; (recall that the cycle space only depends on the SCC).

> Claim 25. For every SCC V;, if dim(mn(V(V)))) = dim(mn(V(V;))), then all transitions
of V; were contained in a homogeneous solution h.

Otherwise put, if dim(7y(V(V)))) = dim(7ny(V(V%;))), then Decomp(V;) = {V;} was not
decomposed.

We shall now explain how this claim implies a decrease to the rank. Since some transition
was bounded, at least one SCC was decomposed. Let d’ be the maximal dimension such
that an SCC of dimension d’ was decomposed. By the above claim, whenever an SCC is
decomposed, all resulting states have lower dimension, hence ranky(V’)[d'] < ranky(V)[d’]
has decreased, while ranky(V’)[i] = ranky(V)[i] for all ¢ > d’. This means that the rank
decreased. Similarly, the “moreover” of Lemma 24 follows from Claim 25. <

5.4 The Complexity of the Algorithm

There are existing tools to analyse the complexity of reachability in VASS. One of the most
notable techniques is called “controlled bad sequence analysis” [15]. While making some
modification, this analysis technique will form the backbone of our complexity analysis. We
will analyse the sequence (rank(V,),rank(V;),...), where V) is the initial query, and V;y;
is one of the VASS outputted by Lemma 20 applied to V;.

Since the rank is a vector in N1, and a single decomposition step takes elementary

time, one is able to obtain an F,;13 upper bound with the standard bad sequence analysis.

However, we can improve the analysis using the fact that if only the least important
component decreases, then there is only a polynomial blowup (which we will establish for
our decomposition in a moment).
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» Definition 26. Let m € N and let fo, f1: N — N be monotone functions with fo(z), f1(z) >
x, for all x € N. Let xg,X1,... be a sequence in N¢ that is lexicographically decreasing. Let
by, b1, ... be the induced sequence of bits where by, = 1 if and only if xi, is greater than Xg11
on any of the first d — 1 coordinates. The sequence Xo,X1, ... is called (f1, fo, m)-controlled

Zf |Xk| < fbk (fbkfl(' .. (fbo(m)) . )), fO’I“ all k € N.

This definition exactly describes the situation of Lemma 20 that, in general, we have
an elementary blowup, but if only the least important coordinate decreases, then there is
only a polynomial blowup. Usually, one considers the case f; = fo and hence the following
proposition on (f, f, m)-controlled sequences is standard.

» Proposition 27 (cf. [15, 36]). Let d > 1 and let f be a monotone elementary function
fulfilling f(z) > x, for all xz. The function Ly mapping m € N to the length of the longest
decreasing sequence in N which is (f, f,m)-controlled fulfills Ly € FUNg2.

Using Proposition 27, we can state our upgraded version, that we subsequently use to
prove Theorem 17.

» Proposition 28. Let d > 2, let fi be an elementary function, and let fo be a polynomial
function. Then the function Ly, r, mapping m € N to the length of the longest decreasing
sequence in N which is (f1, fo, m)-controlled fulfills Ly, s, € FUNg41.

Proof of Theorem 17. Let V be a d-VASS+7Z, let s be the initial configuration, and let t
be the target configuration. Just as sketched, the algorithm repeatedly applies Lemma 20 to
decompose (sg, Vo, to) into smaller (s;, V;, t;). Let fi be the running time of Lemma 20, and
let fo be the polynomial bound promised if only the least important rank decreases. Then, the
sequence of ranks (rank(V,), rank(Vy),...), in N1 is an (f1, fo, |s| + [t| + |Vo|)-controlled
bad sequence. By Proposition 28, we decompose at most Ly, ¢, (size(Vy)) many times, which
is in Fyyo. Accordingly, the generalised VASS V; considered by the algorithm all have size at
most Fyyo. Accordingly, Lemma 20 is only called on inputs of size at most Fy12. In total,
all of these calls can be computed in Fyqo. >

Critically, in order to apply the above improved complexity analysis, we must check that
if only the least important coordinate of the rank decreases, then the size only increases
polynomially. Strictly speaking, with the decomposition provided so far, this is not the case.
We explain here the minor change which has to be performed to obtain Fy 5 instead of Fy43.

In our setting “only the lowest coordinate of the rank decreases” means: a one-dimensional
SCC V; was decomposed into zero-dimensional ones (which are not counted by the rank).
The blowup can nevertheless be exponential in the pumpability setting: the blowup is only
polynomial in the unary size and we store generalised VASS in binary. Also, condition (ii)
creates b many copies of an SCC where b € N is obtained from an ILP solution; b can have
exponential magnitude. In either case, the blowup can be reduced to a polynomial using the
following lemma. Let Rel()) denote the reachability relation of V.

» Lemma 29. There is an elementary-time algorithm that, given a 0-dimensional VASS+Z
V whose unary encoding is exponentially large (but uses a linear number of Z-counters k),
produces finitely many 0-dimensional VASS+Z V; such that every V; has polynomial size
(i.e. smaller than the size of V) and Rel(V) = J; Rel(V;).

The main idea is that zero-dimensionality implies that the N-counters only depend on
the control-state. This means that V is essentially an integer VASS. Accordingly, we can
obtain (with Carathéodory arguments) a semilinear description which is a potentially large
union of linear sets using few periods. The full proof of Lemma 29 is similar to the proof
of Lemma 4 (in fact it is simpler).
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6 Conclusion

Before presenting some future research direction, we will briefly highlight some of the key
takeaways, beyond our main results (Theorems 1, 10, 15, and 17).

The first is that our approach to proving reachability in binary 1-VASS4Z is in NP,
which uses Carathéodory-style bounds and cycle replacement, appears to both be relatively
simple and rather robust. This is witnessed by the fact the fact that our proof can be used
as an alternative, arguably simpler, proof that reachability in binary 1-VASS is in NP [20].
See Remark 7 on Page 8 for a more detailed discussion.

Another takeaway is that Lemma 13 is close in spirit to the following extremely strong
kind of statement: if long runs can be enforced by a system, then reachability is computa-
tionally hard. Roughly speaking, Lemma 13 states that if some d-VASS+k£Z can compute
(27, 72f(n)), where f is a space-constructible function, then reachability in d-VASS+kZ is
SPACE(f(n))-hard. The proof of this statement involves a novel technique for simulating
counter machines that only uses weak multiplication and carefully encodes the length of
the run into the counter values. We use this, with f as a linear function, to prove that
reachability in unary 2-VASS+Z is PSPACE-hard (Theorem 10) by providing, construction
that can compute double exponential values (Lemma 12). We discuss a closely related
conjectured generalisation of this lower bound technique shortly (Conjecture 32).

The final takeaway that we will reflect on is a development made in Section 5. For
d-VASS, it is known that reachability is in Fy [17] and is F(4_3)/o-hard [7]. Given that the
total dimension of a d-VASS+kZ is d + k, one would likely therefore expect reachability
in d-VASS+KZ to be in Fyyp and to be Fqg4k)-hard. However, the latter is not true:
reachability in d-VASS+EZ is in Fgi2 (Theorem 17). To obtain this upper bound, we make
several modifications to the now classic KLMST algorithm for reachability in VASS. Most
notably is the Z-vector space Vz(V) of the possible effects that cycles can have on integer
counters (developed in Section 5.1). We use the (dimension of the) Z-vector space to define a
more succinct rank for d-VASS+EZ compared to (d + k)-dimensional rank one might obtain
by porting from the d-dimensional rank for d-VASS [28].

Future Directions

In Section 5, we have shown that the reachability problem for d-VASS+Z is in Fyt2. One extra
difficulty compared to VASS was that geometrically two-dimensional VASS have a semilinear
reachability relation, whereas geometrically 2-VASS+Z need not have a semilinear reachability
relation. In fact, it is already true that geometrically one-dimensional VASS+Z may not
have a semilinear reachability relation. Namely, consider the following is a geometrically
one-dimensional 2-VASS+27 that has a non-semilinear reachability relation. In the drawing,
the first two counters are N-counters and the last two are Z-counters.

(1,—1,0,1),~ (0,0,1,0)
OEBO-IY

The sum of the two N-counters is constant, so this VASS+Z indeed has geometric
dimension 1. If this sum starts at value x5, and the first Z-counter ends at value x3, i.e. we
perform the outer loop exactly 3 many times, then the value x4 of the second Z-counter
is bounded above by x4 < x15 - ©3. The second Z counter tracks how often we use the first
inner loop, and the worst-case is that we fully iterate the inner loops for every iteration of
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the outer loop. The inequality x4 < x12 - x3 defines a non-semilinear reachability relation.
Observe however that in this case, the reachability set is semilinear for fized initial value
of x15. Indeed, it is possible to show that reachability sets of VASS+Z with geometric
dimension 1 are semilinear.

For every d, there exists a d-VASS+Z Vy that has a finite reachability sets of size Fyi1
with respect to the size of V3 This can be obtained by making a simple modification the
JF4 construction first presented in [21] (in particular, see Theorem 2.1, or for an alternative
presentation, see [10, Proposition 8]). One needs to eliminate counters xj and . at the
cost of introducing some Z-counters. With this in mind, it is true that KLMST algorithms
cannot have lower than Fg;1 complexity; such algorithms enumerate the entire reachability
set if the given VASS is bounded. We do, however, conjecture that such an upper bound can
be obtained which would improve over our F442 upper bound (Theorem 17).

» Conjecture 30. Reachability in d-VASS+Z is in Fyi1.

Recently it has been shown that reachability in 3-VASS is in ELEMENTARY, precisely
in 2-EXPSPACE [8], while finite reachability sets for 3-VASS can be of size up to TOWER.
Therefore, one can conjecture that for low-dimension d-VASS+Z, the complexity of the
reachability problem is also below the size of the reachability set. Elementary complexity
is excluded for d = 3, as we have shown that reachability in 3-VASS+Z is TOWER-hard
in Section 4.2. However, we conjecture that elementary upper bounds can still be obtained
in 2-VASS+Z.

» Conjecture 31. Reachability in binary 2-VASS+Z is in ELEMENTARY.

An interesting phenomenon which we investigated in Section 4.1, is the connection
between hardness of reachability and the length of the shortest runs for VASS+Z. Although
we have only used this to obtain a lower bound for reachability in 2-VASS+Z, it appears to
be true that the length of the shortest runs between two configurations is closely related to
specific hardness results more generally. The following conjecture captures this perceived
relationship.

» Conjecture 32. For d > 2, reachability in d-VASS+Z is SPACE(f(n))-complete for a
space-constructible function f if and only if the shortest runs between the initial and target
configuration are of length 2/(©(),

We believe, that Conjecture 32 can be useful for determining the exact complexity of
reachability in VASS+Z when parametrised by the number of N counters.
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