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—— Abstract

We introduce a dialect of the Asynchronous w-calculus, called AW, in which (1) an input name may

be owned, at any time, by at most one process; (2) each name has either only the input or only the
output capability. As a result, special processes called wires (aka forwarders, that is, processes that
receive values at one name and re-transmit) behave as substitutions when composed with any AW
process. Thus AW naturally yields a category, whose morphisms are AW processes (modulo the
reference behavioural equivalence, barbed congruence) and whose objects are types; and where wires
act as identity morphisms. We show that the category of processes can be further organised into
(sub)categories with the structures needed for the interpretation of common higher-order language
features in the literature by drawing on insights from game semantics; notably, we construct a
relative Seely category, the categorical structure that concurrent game semantics has. At the same
time, AW~ follows the tradition of ordinary m-calculi in that expressiveness is preserved and the
operational and algebraic theory are developed in a similar manner, notwithstanding substantial
technical differences in their development and proofs. In short, the goal of AW is to remain
faithful to the operational and algebraic tradition of the m-calculi while connecting to the tradition
of denotational models for programming languages.
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1 Introduction

The m-calculus has been widely used as a basic tool for representing message-passing compu-
tation due to its expressiveness and simplicity. It has been advocated as a metalanguage for
describing, and reasoning about, programming languages (or core fragments of them), even
sequential ones, such as A-calculi [48, 59] and object-oriented languages [66, 34]. Indeed, its
message-passing abilities can be leveraged to represent the interactions of open programs
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with their contexts, allowing reasoning on open programs. These encodings and translations
not only reveal the interactive nature of the source objects, but also give access to powerful
algebraic and operational proof techniques, which the 7-calculus offers.

Another methodology to reason about the interactive behaviour of programs is given
by denotational semantics. Following denotational semantics, types and open programs are
interpreted into an appropriate mathematical universe, reflecting the relevant aspects of
their execution. Precise settings vary — in particular, game semantics represents a program
as a strategy, a process exchanging messages with an arbitrary execution environment,
with a clear kinship with process calculi (in fact, the w-calculus has been naturally used
to provide syntactic representations of denotational objects, notably strategies of game
semantics [31, 21, 15]). But the distinctive feature of denotational semantics is that models
are organised as structured categories (typically cartesian closed categories), and the bulk
of the interpretation of expressive programming languages is streamlined following this
categorical machinery.

Both of these established methodologies rest on a whole literature with powerful develop-
ments and reasoning techniques; and in principle, one could have the best of both worlds:
translations to process calculi could be instances of denotational semantics if processes were
to be organised as denotational models; or from the other side, denotational interpretations
could be given a syntactic description via a translation into a process calculus.

However, in trying to accommodate these two strands of research, there is a difficulty:
processes cannot be easily organised into categories. To align with denotational semantics,
we must form a category where morphisms are processes and objects are types; for the
composition of morphisms, it appears natural to adopt “parallel composition plus hiding” in
an interactive semantics, as advocated, for example, by Abramsky [1]. The equality of the
category should match the operational equality on the processes, usually contextually-defined
(e.g., barbed congruence). If one attempts to form a category along these lines, an immediate
difficulty arises: finding a process Id(a,b) that satisfies the following identity law

Piap} = vb (Id(a,b) | P), (1)

in other words, one needs a process that works as a substitution. In the literature, instances of
the law may be found taking for Id(a,b) special processes called wires [59] or forwarders [29]

(or their bidirectional version called equators [29, 45]). A wire b a et 1b(z). a(x) receives
values at b and re-emits them at a. For example, in Asynchronous Localised -calculus [47],
the law holds for Id(b, a) = b>a when b is only used in output in P; still, the calculus cannot
be seen as a category as the law does not hold in general.

Certain calculi achieve this law, but at the cost of departing from the standard operational
theory of the m-calculus. For example, (1) by significantly modifying the reduction semantics
of the m-calculus (i.e., allowing certain multi-step reductions to happen in one step) [55],
(2) by considering processes up to permutation of certain prefixes (i.e., enlarging structural
congruence) [15] or (3) by using a coarse process equivalence such as may-testing equivalence
coupled with asynchrony and i/o types [53].

In this paper, we study a dialect of Asynchronous w-calculus, called AW7n — where A
and W emphasise the role of asynchrony and wires. It satisfies (the analogue of) law (1),
while maintaining the standard operational machinery of w-calculi: reduction semantics,
a branching-time contextually-defined reference behavioural equivalence such as barbed
congruence, proof techniques based on labelled bisimilarity and up-to enhancements for it
(adapted to the new calculus). The modifications do not affect the expressive power of the
calculus — demonstrated by an encoding of ALw. In AW, processes (and types) naturally
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form a category which can be equipped with standard structures in denotational semantics, in
particular that of a cartesian-closed category (thus a model of call-by-name A-calculus). We
show that the interpretation of call-by-name A-calculus by the categorical semantics yields a
process encoding of A-calculus along the lines of that obtained via game semantics [31].

The calculus AW is derived from Asynchronous m-calculus by imposing two additional
features, which we shall call 1-input property and I/0O separation. The l-input property
is the requirement that an input name may be owned, at any given time, by at most one
process. For example, a process a(z).¢(x) | b(x).¢(z) follows the 1-input property, whereas
a(x).¢(z) | a(x).¢(x) does not. Sequential use of the same name in input is allowed, and the
input capability of channels may be exported. For instance, a(z).a(y). P and @{c) | Q, where
¢ has the input capability, are valid processes if ¢ is not used as an input in ). Roughly, the
1-input condition excludes races caused by multiple receivers. I/O separation, in contrast,
requires any name to have either only the input or only the output capability. This differs
from the conventional notion of a name in 7w-calculi, where a name is introduced, in a
restriction, with both the input and the output capability. In AW, name restriction takes a
form vzxy P, and binds an input name z and output name y, so that communications may
happen along these now-connected names.

Neither feature, per se, is new. For instance, the l-input feature may be found in
actor-based languages such as Erlang (where communication occurs via process names), and
in certain dialects of the m-calculus such as Join [23] and 7 [3] (however, usually in these
languages, an input capability may not be exported); and I/O separation may be found in
denotational studies of Asynchronous m-calculus [39, 54] or in session-typed languages [24],
where its use is now standard. Both features may even be found in the asynchronous channels
of Rust [42] and in certain constrained forms of concurrency such as those of linear-logic
inspired session-typed calculi (e.g. [12, 65, 37]). In this respect, the novelty of AW is to
study the combination of the two features within a basic calculus of mobile processes on an
equal footing with traditional m-calculi (session types, or more generally behavioural types
and other advanced type systems, could be added onto AW~ in the same way as they are
added to m-calculi).

In AW, (the analogue of) law (1) holds, even for demanding branching-time behavioural
equivalences such as barbed congruence, taking Id(a,b) to be a wire process. Precisely,
Id(a,b) can be a>b or its dual b a, depending on its polarity. Technically, for a wire to
behave as the identity in (1), the calculus must be asynchronous, and all messages emitted
towards the input name of the wire must indeed flow through the wire. The 1-input feature
guarantees the latter property.

Proving (1) in AW turns out to be challenging. A key ingredient, and an instance of the
law itself, is showing that a “free output” — the output of a global name — can be transformed
into a “bound output” — the output of a fresh name — provided that the fresh name is “wired”
with the free name; e.g., when P = ¢(b) in (1). The transformation of free outputs into bound
outputs has appeared in the study of localised w-calculi; and similarly for the instance of (1)
in which the substituting name a is an output name. The novelty and the challenge here was
to accommodate the case when the emitted name is an input name and, in (1), the case in
which a is an input name. Indeed, the proofs for the two cases of (1) are quite different: the
output case is a simple structural induction, whereas the input case requires a combination
of induction and up-to techniques. Another benefit of the transformation of free outputs into
bound outputs is that AWr processes may be turned to equivalent internal processes [57],
i.e., processes in which all outputs are bound. In 7w-calculus, internal processes have a simpler
theory, and the same holds for AWr. The proof techniques for the contextually-defined
barbed congruence of AW, such as labelled bisimilarity and their up-to enhancements, are
precisely derived by exploiting the transformation into internal processes.

79:3

LICS 2026



79:4

Wiring the w-Calculus to Denotational Semantics

The law (1) only ensures that AWm processes become a plain category; however, we
can go further. We will use game semantics as our guiding principle to carve out certain
subcategories of AW processes equipped with richer categorical structures that allow us to
interpret various programming language features. This supports the expressiveness of AW
from a denotational perspective and also suggests that AW= could be a suitable language to
represent strategies of (concurrent) game semantics. This connection with game semantics
rests on the I/O separation feature, which makes the notion of duality explicit.

While motivated by categorical matters, I/O separation has also a significant impact on
the operational theory. For instance, in the definition of contextual behavioural equivalences,
free input and output names may be connected, by “closing” contexts, in an arbitrary
manner; moreover substitutions act separately on such input and output ends. These aspects
bring up new technicalities concerning substitutions and name synchronisation; there are
also similarities with the treatment of distinctions among names in open bisimilarity for
m-calculi [56]. Another example of the impact of I/O separation concerns the proof of the
invariance of bisimilarity under the restriction operator: in contrast with m-calculi, in AW~
restriction connects names, hence synchronisations between names may appear that did not
exist before.

Plan of the paper. The contributions and the structure of this paper can be summarised
as follows:

1. In Sections 2 and 3 we define AWr: syntax, reduction semantics, barbed congruence.

2. In Section 4 we present some laws that are specific to AWr (i.e., they do not hold for
barbed congruence in Asynchronous w-calculus), including the laws for wires discussed in
this introduction.

3. In Section 5, we define an LTS semantics for AW, which we use to transfer a wealth of
prior results from m-calculi to AWm. On top of the LTS, we then devise bisimulation-based
proof techniques, specific to AW, resting on a transformation of AW processes into
internal processes. A labelled bisimilarity is proved to be sound and complete with respect
to barbed congruence (as usual in 7-calculi, completeness holds on image-finite processes).

4. In Section 6 we discuss the encoding of Asynchronous Localised 7-calculus into AWrr.

5. In Section 7 we discuss how AW7 can be extended with linear types and standard data
types.

6. In Section 8, inspired by game semantics, and using the algebraic laws of AW, we show
that a relative Seely category [19] and sequoidal category [38] can be constructed out
of processes. Then, in Section 9, we show that interpreting the simply-typed A-calculus
allows us to derive the translation from A to 7 obtained via game semantics [31].

In short, the goal of AW is to be faithful to the process calculus tradition while connecting
to the literature on denotational models.

2 Syntax

This section introduces the monadic AW, i.e. the simplest but representative version, to
highlight its key features. Later, in Section 7, we consider standard extensions of the grammar
of types and, correspondingly, of values (e.g., polyadicity, sums, linearity).
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Grammar

Let N be a countable infinite set of names, ranged over by small letters (a,b,c, ..., x,y, z).
These include channel names (names used for communication); a channel name may be an
input name (I-name), which may only be used in input, or an output name (O-name), which
may only be used in output. The grammar of (monadic) AW processes is

P = 0| P|Q| alx).P | bv) | vaxrb P | la(x). P

v u= a|*

The operators are those of ordinary Asynchronous m-calculus, except for restriction, which
follows certain presentations of session-typed calculi [24]. A restriction vaxrb P connects,
and therefore makes interaction possible between, an input name a whose type is T, and an
output name b whose type is the dual of T. We say that a and b are connected, and that a
is the companion of b (and conversely). The type subscript T" will often be omitted in the
sequel. The core calculus is monadic and * is the only “non-channel” value. In examples and
applications (e.g., encodings) we sometimes use polyadicity. As usual, input and restriction
are binders. The set of names, free and bound names (n, fn and bn, respectively) of a process
or other entities such as actions, or typings, are defined as expected. In statements, we
suppose that processes and actions abide by a Barendregt convention: bound names are
pairwise distinct and distinct from the free names.

Following the conventions for testing equivalences, we assume that there are special names,
the success names, that are used by testing contexts to report the success of an experiment.
Success names may only be used in output and may not be restricted. The value that success
names carry is irrelevant and we may thus assume it to be the unit value. A closed term is a
term whose free names may only be success names. We may also assume that processes have
no free name of unit type; i.e., any free name is either an I-name or an O-name.

Notations. We abbreviate an output b(x) as b. We write v/¢ P for a sequence of restrictions,
and then abbreviate vaxbvé P as (vaxb,¢)P. In a statement, if a is a bound name, then a.
is the companion of a (that is, if vaxb or vb*a is the restriction that binds a, then a. = b).
We write p o p’ to mean pxp’ or p'«p, depending on the polarity of the two names (i.e.,
whether p is the I-name and p’ the O-name, or conversely). Then vad stands for va o ac .
Finally, the bound-output notation a@(c) indicates the output @(c) preceded by the restriction
v¢; accordingly the bound-output prefix @(c) : P stands for vé (a(c) | P).

» Remark 1. In Section 5, we show that AW= can be compiled into a subset of processes
with only bound outputs. We prefer, however, to maintain the free output construct in
AWT because it is convenient in practice, often allowing more direct and efficient modelling.
Milner’s original encoding of the A-calculus [48] for instance, I/O separation aside, is an
encoding into AW, and uses free outputs (including outputs of input capabilities, while
respecting the 1-input property).

Types

We begin with a core syntax for types, postponing standard extensions (e.g., product types,
sum types, and linear types) to Section 7:

T:=0T|iT | unit
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PAR RES
N I P TybP  in(f)Ninly)=0 T,a:iT,b:0T+P
1L
I'o0 Fl,rgl_P1|P2 F}_l/a*inP
la:iT,b:TFP olb:THP
Ou

T In RIN
Tya:0T,b:TFab) Fa:1iTF a(b). P ol a:iT, T+ la(b). P
Figure 1 Typing rules.

The type oT is the type of names that may only be used in output, to send values of type
T'; whereas 1T is the type of names that may only be used in input to receive values of type
T; and unit is the unit type. The dual of o T, denoted (o T)* is i T and conversely. Typing
judgments are of the form I' = P where I' is a type environment, a finite set of bindings of
the form a : T. The typing rules are in Figure 1, where in(T") is the set of I-names appearing
in I (i.e., names a such that a: iT € I'), and I'1, '3 is the union of I'y and I'e, and is only
defined if they agree on the type assignments for shared names. Moreover, ol indicates a
type environment in which each name is an O-name (i.e., each binding is of the form a : o T).

The type system enforces the 1-input property. This comes up in rule PAR, where the
I-names are split between the two components of the composition, and in the rule RIN
for replication la(b). P, which ensures that no I-name may appear in the body P of the
replication (not even the head name a), possibly with the exception of the formal parameter
b. (The rule RIN is thus analogous to the promotion rule of linear logic.) Rule IN shows that
a process that owns an I-name may perform nested inputs at that name. The typing system
is affine, i.e. the processes need not use all the names declared in the type environment,
including the declared I-names.

» Example 2. In this example (for readability, using integers and binary communications) a
server accepts, at a, requests consisting of an integer and a return name; it answers with the
successor integer and then delegates, using b, to a different permanent (replicated) process
the task of answering further requests:

vb (a(n,q). (@n+1) | bla)) | be(x). 'z(m, 7). P)

» Example 3. Because of the 1-input property, in AW, race conditions, and hence non-
determinism, may only be created on access to inputs. In asynchronous m-calculi without
the 1-input constraint, an internal choice operator P @ (), which may non-deterministically
evolve to either P or @, is usually encoded by a race condition on outputs (e.g., va (G |
a.P | a.Q), for a fresh). This may be mimicked in AW, via a race condition on inputs:
vivbvé (a(z). T | aelbe)| elce)|b. Ple. Q), where d,b, ¢ are fresh.

3 Reduction Semantics

Reduction between processes, written P — P’ is defined as expected. We just recall that,
with the separation between I-names and O-names, the basic reduction rules must be justified
by a restriction connecting the I-name and O-name involved [39, 63], e.g.:

vaxb (a(z). P | b(v) | Q) — vaxb (P{Yz} | Q)
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See the full version for the details, including the definition of the auxiliary relation of
structural congruence (=), and the Subject Reduction property relating reductions and types.
The relation = is the reflexive and transitive closure of —. As usual, a barb P |, , where b

is a success name, holds if P has an unguarded occurrence of an output at b (i.e., P =b| P'),

for some P’ (we recall that a success name may not be restricted); then P llbdZEf P =.

We only report the (standard) definition of barbed bisimilarity (types play no role in its
definition, and are omitted).

» Definition 4 (Barbed bisimilarity). Barbed bisimilarity is the largest symmetric relation =
on closed processes such that, whenever P ~ Q:

1. IfP \Lb then Q lLb;'
2. if P — P then Q = Q' and P' =~ Q'.

We may now define A-barbed congruence. A type environment A, A’ is an extension of
A if A’ only contains O-names. A context C'is a I'/A context if I' = C' holds, assuming that
the hole is typable under an extension of A. A testing context C' is closing for A if C is a
I'/A context, for some I" and I' only has success names.

» Definition 5 (A-barbed congruence). Assume A+ P,Q. Then P and @ are A-barbed
congruent, written P = Q, if for any context C that is closing for A, it holds that
C[P] = C[Q].

Intuitively ~A relates processes that are typable at A, and that cannot be distinguished
by contexts that cannot use the input names in A. This means that the context can decide
to connect the free I-names and O-names (with dual types) in P and @ in an arbitrary
manner. Sometimes it is useful to fix certain connections between names, and allow only
contexts that respect such connections. We therefore introduce a more general notion of
barbed congruence, parameterised on a connection set 4, i.e., a finite set of connections
between names: § == axb,d | 0.

A connection set § will be used on processes whose typing includes the names in §. A
context C, closing for A, respects the connection set 6 if & C dc, where d¢ is the set of
restrictions in the context C' whose scope embraces the hole of the context.

» Definition 6. Assume n(0) C n(A) and A+ P,Q. Then P and Q are A-barbed congruent
at 8, written P =5 Q, if for any context C that is closing for A and that respects 8, it holds
that C[P] =~ C|Q).

4 Algebraic Laws

In this section, we report some laws that are valid in AW, and that bring up the peculiarities
of the calculus, notably its 1-input property. The most important law is that in Theorem 8.
Most of the laws are proved with the technique based on labelled bisimilarity that will be
introduced in Section 5.

A wire between an I-name a and an O-name b is a process !a(z). b(x) (once linear types
are introduced in Section 7, the replication will be dropped when a and b are linear). We
abbreviate such a wire process as a>b. Moreover a ¢ b stands for either a>b or b a,
depending on the polarity of the two names (which one is the I-name and the O-name).

The following law allows us to transform a free output into a bound output, using a wire.
We recall that @(b) : P is vb (a(b) | P).

» Lemma 7. @(b) : be o a =2 E(a).

79:7
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Thus, if a is an O-name, the law says that ¢(b) : b, >a =2 ¢(a), whereas if a is an I-name,
the law says that ¢(b) : abb. = ¢(a). The law for O-names has been widely used in localised
m-calculi, where only the output capability of names may be exported [9, 47, 67]. In contrast,
the wire law for I-names is specific to AWr: the constraint on the input end of a channel
being owned, at any time, by a single process, is essential.

Theorem 8 formalises a behavioural effect of wires, relating them to substitutions.

» Theorem 8 (Wire substitution law).
vb (be o a | P) = P{ap}, with b, fresh for P.

Again, it is useful to spell out the meaning of the law in the theorem according to whether
the substituted name a is an O-name or an I-name. In the case of an O-name, the law
becomes:

vb (be>a | P) =2 P{ap} (2)

where “b. fresh for P” can then be left implicit, as otherwise b. > a | P would not type.
Whereas for an I-name, the law becomes

vb (a>be | P) =2 P{ah} with b, fresh for P. (3)

Here it is also implicit, by typing, that a should be fresh for P. Technically, the proofs for
the two cases are quite different and, moreover, their dependencies on Lemma 7 are subtle.
Lemma 7 for I-names is used in the proof of Theorem 8 for I-names, but we use Theorem 8
for O-names to prove Lemma 7 for I-names. See Section 5 and the full version for details.

Another way of expressing law (3) above, and making explicit all typing assumptions, is
the following one.

» Corollary 9. Suppose a € in(A), and b, b, are fresh names. Then vb (avbe | P{ba}) =~ P.

Corollary 9 shows that any free name that a process owns in input, like a in the corollary,
may be made — in process calculus terminology — uniformly receptive [58]: that is, the name
is immediately available (i.e., placed at the outermost level) and is always available (i.e.,
replicated). For this, however, a new name has to be introduced — name b in the corollary —
that is private to the process and need not be uniformly receptive. By repeatedly applying
the law, all free input names of a process may be made uniformly receptive, and moreover,
such a property remains invariant under reductions (and labelled transitions, introduced in
Section 5).
Lemma 10 shows that inputs can be commuted:

» Lemma 10. a(z).b(y). P =2 b(y). a(x). P

The (analogue of the) commutativity of input prefixes may be found in the literature. For
example, in asynchronous session-subtyping [50], as a process representation of the commuting
conversions of linear logic [7, 65, 37], or in concurrent game semantics [25, 13] (under the
! While the commutation of inputs holds for asynchronous may-testing
equivalence [11], 1-input property is needed to justify this in a branching equivalence.

name courtesy).

! The commutation of inputs is often noted together with a property saying that neither inputs nor
outputs depend on outputs (when no causality is induced by name bindings); this property also holds
in AWr because outputs do not have continuations.
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Receptiveness and courtesy are the key conditions imposed on strategies in concurrent
game semantics. It has been proved that the two are sufficient and necessary conditions
to make strategies remain invariant under their composition with copycat [13], the game
semantic counterpart of the wire process.2

In Lemma 11 below, the first two laws again rely on the 1-input property. In the first,

the property is needed as otherwise the input might “steal” messages sent to other inputs.

In the second one, the replication at a guarantees that the output at b will eventually be
consumed (in 7-calculi a similar law requires a to have a uniform-receptive type [59]). The
third law is a useful unfolding law for replication and, in contrast, it also holds in 7-calculi;
it shows that in AW a non-replicated and a replicated input at the same name may coexist,
as long as the former precedes the latter.

» Lemma 11.

1. a(z).0=20

2. la(z). P | b(v) =5 la(z). P | P{v/z}, if axb € 5.
3. la(z). P =2 a(x). (P | la(x). P).

5 LTS and Proof Techniques

The goal of this section is to define proof techniques for behavioural equivalence in AWm. As
usual in process calculi, for this we set a Labelled Transition System (LTS). Using the LTS,
we first establish a correspondence with ordinary Asynchronous m-calculus (A7), in order to
import results from its theory. However, to be able to handle also equalities that are specific
to AWm and do not hold in Aw, we also introduce a new form of labelled bisimilarity, and
then prove soundness and completeness results for it with respect to barbed congruence. To
facilitate the reading we omit type information, here and in the following section.

The LTS, in Figure 2, is parameterised by a connection set §; the LTS will be used in
settings in which A F P, for some A with n(§) C n(A). Intuitively, § - P £ P’ means
that, assuming the connections in §, the process P is capable of performing action pu, thus
producing the derivative P’. In the LTS, the connections in ¢ are used in rules CoM and
CLOSE to derive 7 actions (i.e., interactions) between names related in §. In line with
previous notation, a label @(c) stands for véa(c) (i.e., a restricted name is exported, in which
case both the name and its companion are extruded). In rule INP, the formal parameter
of an input remains uninstantiated; instantiation occurs only later, in the communication
rules (CoM and CLOSE). Further material for this section may be found in the full version,
including a Harmony Lemma relating 7-transitions in the LTS and reductions.

Transporting Results from Ordinary 7-calculi onto AWr

We can straightforwardly encode an AWn process into an Asynchronous 7-calculus (Am)

process if we are given the connection set §. We call the pairs (P;§) composite processes.

The encoding {[(P; )]} simply maps every pair of names axb in J to the same name, say the
O-name b, and similarly underneath any restriction va*b in P. Details are reported in the
full version, where we develop a (strong) bisimilarity between the source composite AW
process and its target A process. Building on this, we can import a number of well-known
definitions and results from the theory of the m-calculus onto AWr. These include: ordinary

2 More precisely, copycat strategies correspond to “dynamic” wires, i.e., wires written as internal processes
([e>b] introduced in Section 5).
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Figure 2 The LTS for AW.

strong and weak bisimilarity (~° and &%), the expansion relation (x*); (pre)congruence
results and up-to techniques for these relations; soundness of these relations with respect
to barbed congruence; algebraic laws and their validity; properties about action transitions,
and about the interplay between transitions and name substitutions. Notably, we have:

» Theorem 12. Suppose A+ P,Q . Then {{(P;0)]} ~° {(Q;0)]} implies P => Q.

Internal Bisimilarity

An internal process [57] is a process that may never perform free output actions. The goal
here is to define a labelled bisimilarity, which will later be shown to coincide with barbed
congruence, on a subset of internal processes rich enough to be able to represent the behaviour
of all AW processes. Thus we first define a translation [—] from AWr to internal AWn
processes. The translation consists in repeatedly applying the wire law of Lemma 7, in order
to ensure that all names emitted in an output are fresh. Accordingly, the translation is a
homomorphism on all operators except for outputs, where we have:

[a(b)] et a(c) : Jec o b] (for ¢ and c. fresh)

(We recall that a ¢ b stands for either a>b or b a, depending on the types for a and
b.) The encoding terminates because the calculus is simply-typed and hence the wire law is
applied a finite number of times. We call [AW] the set of target processes of the translation.
More details on the material in this section are in the full version.

The translation preserves typing and respects barbed congruence.

» Lemma 13. For any P € AWn and any A, if A+ P then also A + [P]; moreover,
P =2 [P].

Lemma 14 shows that [AWn] processes obey a strict duality discipline: a process that
exports a name retains the companion of that name, but not the name itself. This property,
together with the property that internal processes may only perform bound outputs, are
useful in definitions and applications of proof techniques (notably labelled bisimilarity), and
motivate the transformation to internal processes.

» Lemma 14. If P € [AWr] and 6 - P Y, Pt then e & fn(P").
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A typed (process) relation is a set of quadruples (4, A, P,Q), in which n(d) C A, and
AF P,@Q. We usually omit A and write P S5 Q if (6, A, P,Q) € S, for some A.

In the bisimilarity below, the set of connections § is relevant in two aspects: first, the LTS
uses 0 for inferring synchronisations at names in ¢§; secondly, I-names that are mentioned
in § are owned by the tested processes; consequently, outputs at the companion O-name
(itself a name in §) are not observable (i.e., visible from the environment). This explains
the condition “b & n(8)” in clause (2). Weak transitions, 6 - Q = Q' and § F Q & @', are
defined in the expected manner. Both the definition of weak transitions, and the invariance of
the connection set 0 in clause (2) of the bisimulation rely on Lemma 14 (for instance, without
Lemma 14 the connection set might need to be extended, after a transition, which in turn
would impinge on the composition of transitions into “weak” transitions). The bisimulation
is in the “ground” style [59], that is, no substitution is required on the formal parameter of
an input action; this makes the proof of congruence harder, but simplifies applications of the
technique. Clause (3) is the usual input clause of asynchronous bisimilarity, tailored to fit
I/0O separation.

» Definition 15. A symmetric typed relation R on [AWn] processes is called an internal
bisimulation if, whenever P Rs Q, the following holds:
1. If 6 - P 5 P', then there is Q' such that 6 - Q = Q" and P' Rs Q';

2. if 6+ P2 P and b ¢ n(6), then there is Q' such that § - Q =2 Q' and P' Rs ¢

3. If6FP ), P’, then there is Q' such that:

a. either 6 - Q 22 Q' and P' Ry Q'
b. or 6 - Q = Q' and, either

i. axa’ €6, for some a’, and P' Rs (Q' | [a’(c)]), or
ii. an(0) and P' Rsawar (Q' | [d'(c)]), for a’ fresh.

Processes P and @ are internal bisimilar at &, written P =5 Q, if P Rs Q for some
internal bisimulation R. We abbreviate ~y as ~.

Some “up-to” techniques for internal bisimilarity, including “internal bisimulation up-to
~* and x°”, are given in the full version.

The next goal is to derive congruence properties for internal bisimilarity, from which
soundness with respect to barbed congruence follows. In 7-calculi, when we examine
substitutivity properties of a bisimilarity with respect to the language constructs, parallel
composition is delicate, as it is the operator by means of which interactions among processes
are derived, whereas the restriction operator is straightforward. In AWm, in contrast,
restriction is the most delicate operator, because it creates a connection between an I-name
and an O-name and therefore enables interactions. In the remainder of the section, all
processes are meant to be in [AWn].

» Lemma 16 (Restriction, in [AWn]). If P =5 Q and z,z" & n(d), then also vzxz' P =5
vzxz Q.

In the assumption of the lemma, synchronisations between names z, 2’ are not possible,
and may not be inferred; only visible transitions at these names are observed. In the
conclusion, in contrast, only the synchronisations are taken into account. The proof of the
lemma implicitly subsumes properties of closure under substitutions, for it consists in showing
that the relation

(6, vaxb vz (P{’l;/c?’})7 vaxb vz (Q{Fg/av’})
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with P Rszom Q and @’ Nb =0 is an internal bisimulation up-to ~% and <.
Two typings A and T are compatible if they are disjoint on I-names (i.e., in(A)Nin(T) = 0)
and agree on the type assignments for shared O-names.

» Lemma 17 (Parallel composition, in [AWn]). Suppose that P ~5* Q, that I' = R, and that
A and T' are compatible. Then also P | R Rﬁ?’r Q| R.

In the proof, we take the set R of all (well-typed) triples of the form
(G;vyva (P | R)vyve (Q| R))

where, for some A and I':

P zé; Q ;

n(6),z C n(A) ;

for each yxy’ € ¥, the set {y,y'} Nn(A) is a singleton;

't R and in(A)Nin(T) = 0;
and show that R is an internal bisimulation up-to ~° and <®.

Both lemmas above rely on various results relating transitions of internal processes under
extensions or restrictions of the connection set on which the LTS is parameterised; and results
relating variations on the connection set to the addition of restricted names to processes,
and to the application of substitutions.

» Theorem 18 (Soundness). Let P,Q € [AWr]. If P ~5 Q then also P =5

As usual in process calculi, completeness for barbed congruence is established for image-
finite processes, exploiting the stratification of the labelled bisimilarity on the natural numbers.
A regular process is a process without success names; these are the processes of interest,
intended to be tested in closing contexts.

» Theorem 19 (Completeness). Let P and Q be two image-finite reqular [ AWr]-processes.
Then P Ef‘ @ implies P zéA Q.

Proofs of the Algebraic Laws

By virtue of the Soundness Theorem 18, we can use the proof techniques based on internal
bisimilarity to validate laws of Section 4, notably the “wire substitution law” of Theorem 8.
The proofs for the two cases of the theorem (for O- and I-names as the substituted names,
laws (2) and (3)) are quite different. The first, (2), is proved by structural induction on
processes and using algebraic reasoning inherited from the 7-calculus. In contrast, the second,
(3), makes use of the more advanced proof techniques based on the transformation to internal
processes: internal bisimilarity, and up-to techniques for it. The proof also uses induction on
the order of the types of the names in the wires of the law, as well as some strengthening
results for ~; with respect to the parameter §. See the full version for the details.

The proofs of the laws in Lemma 11 are simpler; they still use the transformation to
internal processes and internal bisimilarity.

6 Expressiveness: Encoding of ALx

To show the expressiveness of AW, we study an encoding of AL, the (simply-typed)
Asynchronous Localised m-calculus, a well-known subset of the Asynchronous w-calculus still
sufficient to encode the Asynchronous m-calculus [47, 59]. The syntax of AL is as follows:

P:=0| P|Q | a(z).P | blc) | vaP | la(z). P
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v
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Figure 3 The encoding of AL7 in AWrr.

with the constraint that only the output capability of names may be communicated. Thus,
underneath an input a(z). P, name z may appear free in P only within output prefixes,
and similarly for replicated inputs. So ALx is more liberal than AW in that it allows
multiple concurrent input occurrences of the same name (which implies that there are also
no constraints on the use of input names underneath a replication); however it forbids
communicating input capabilities.

We begin with the translation of terms given in Figure 3, leaving types aside for readability.
Here, ac,b,be,c,cc,d,d. are all supposed to be fresh names. In the encoding, each name
of ALw is mapped onto two names of AWm, one representing the input capability, the
other the output capability. For convenience, we assume that each name a of AL7 is an
O-name of AWr. In one place for readability we use a binary communication (polyadicity is
formally introduced in Section 7); it could be avoided using the encoding of polyadicity in
name-passing calculi [59], as the two names carried have the same type. The encoding is
parameterised on a (finite) function f, that tells us, for each name a of AL7 the I-name of
AW that a is mapped to. We write f, for f(a).

The key clause in the encoding is that of a restriction va P. The name a may appear
several times in input in the ALz process P, possibly in parallel. In the encoding, a small
server for a is set up, that collects requests from processes that would like to perform inputs
at a; such requests use an auxiliary name, say b. The server receives a value emitted at
a, then listens for a request at b, and finally forwards the value collected along a to the
appropriate process. Accordingly, the encoding of an input process at a emits a request for
it at f,, including a (linear) return name at which a value for a will be received.

The encoding of a replication must take into account the constraint of AW forbidding
free inputs in the body of the replication. The constraint is met because, as mentioned,
a free input is translated into a free output followed by a bound input. This is however
not sufficient because replications should be input-guarded. For this, an additional input
(name d in the encoding below) is added, as a trigger for the body of the replication. In a
behavioural equivalence that abstracts from 7-steps (e.g., barbed congruence, similarity, or
bisimilarity) the additional triggering is not observable.

The encoding of types, and correctness, are discussed in the full version. In the light
of the correspondence between AW7 and Asynchronous 7-calculus (A7), in Section 5, we
first show that the transformation applied in the encoding is valid within A7, exploiting the
theory of Am. The operational correspondence between an ALw process P and its encoding
[P]° in AW~ can be formalised by means of similarity equivalence ~*¢ (i.e., similarity in
both directions) on closed processes. As the encoding may “split” an input into two actions,
in general similarity equivalence cannot be replaced by bisimilarity. We recall that on closed
processes the only free names are the success names, which are not modified in the translation.
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» Lemma 20. If P is an ALw process, then [P]? is an AWr process.
» Theorem 21. If P is a closed AL process, then [P]? ~=¢ P.

Since A7 can be encoded into AL [59, Section 5.6], combining the above result with this
encoding yields an encoding from A7 to AWr. Furthermore, as the synchronous m-calculus
(without matching and mixed choice) can be encoded into Az [59, Section 5.5], closed
processes of the ordinary m-calculus can also be encoded into AW.

7 Extended Calculus

We extend the core calculus introduced in Section 2 with tuple types, sum types and linear

types. This is done because adding these types allows us to construct categories with richer

structure in the subsequent sections. The extension is standard [59]. Algebraic laws and proof

techniques from the previous sections such as Sections 4 and 5 also hold for this calculus.
The grammar of the processes now is

(Process) P:=0 | P|Q | a(z).P | b(v) | vasxyb P | la(z). P
| with (z1,...,2,) =vdo P | casevof [iny(z1) > Py; ina(22) > Py

(Values) vu=2a|b | (v1,...,0,) | in1(v) | ina(v)

Constructs on the second line are the new ones. The new construct with (z1,...,z,) =
v do P is a destructor of a tuple. We use tuples rather than pairs to keep our syntax
close to that of the polyadic w-calculus; we write a(z1,...,z,). P as an abbreviation of
a(x).with (z1,...,2,) = x do P. The other new construct case v of [iny(x1)>P1; ing(z2)> Ps)
is the pattern matching construct for sum types; here the name z; is bound with scope P;.
The dynamics of these constructs are defined as usual (see the full version).

The definition of values should be self-explanatory. Points to note are, in the above
grammar, x ranges over the set of names and b ranges over basic values of the base types of
our calculus, such as integer constants.?

We now explain the type system, which is a variant of the linear type system [36]. For
technical convenience, we classify types into two kinds — value type and channel type — which
are mutually recursively defined. Its grammar is given as follows:

(Channel type) T,8:=1T [oT | £(T) | £o(T)
(Value type) T,S:==B|T|T,x---xT,|T,+T,

Here B is a metavariable over basic types such as the unit type used in Section 2. The
types £;(T) and £,(T) are types for linear (or affine to be precise) input and output channels,
respectively.

We briefly explain the modifications to the typing rules that are needed to incorporate
linear types. (The treatment of product and sum types should be evident.) The rules OuT
and IN in Figure 1 are modified as

Te{ol t,(T)} TH,v:T la:iT,b:T+P ro:.THP
uT IN INL
Tya:TFav) Tya:iT+ a(b). P Tya:4:;(T)F a(d). P

3 We may easily extend the calculus with value ezpressions [59] such as the successor operation succ(n).
Here, we shall not do so to keep the exposition simple.
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with a suitable notion of value typing I' -, v : T. In INL, the name a cannot appear free in P.

The rule PAR is the same as before, except that I'1, 'y should now be read as the combination
of T'; and Ty that takes linearity into account; for example if @ : £;(T) € T'y N Ty then I'y, Ty
should be undefined. We also need to take care of the distinction between copyable and
linear types in the rules. For example, the rule RIN is now

I' copyable in)y=0 T,b:TFHP
RIN
T,a:iTF la(b). P

The difference compared to the previous rule is that I' may contain names that are not
output channels, but are names with a copyable type such as a pair of integers. See the full
version for the full list of the typing rules.

A type environment I' is value closed if I'(a) is a channel type for all a in I'. Similarly,
a process is value closed if it is typed under some value closed type environment. In the
rest of this paper, we shall use the word process to indicate value closed processes unless we
explicitly say that there is a free name with a value type.

8 Some Categories of Processes

In this section, we show that, as claimed in the introduction, typed processes of the extended
calculus can be organised into a relative Seely category. This will be done in two steps. First,
we will describe an ambient category Proc whose objects are types (or type environments),
and morphisms are processes — as in concurrent games [13, 14], this category will turn out to
be compact closed, but lacks adequate structure to interpret programming languages. To
cope with this, we then construct a subcategory of so-called negative processes, importing the
familiar game semantics condition that Opponent should always start. We show that negative
processes can be organised as a relative Seely category, a weakening of Seely categories [19]
sufficient to ensure that the Kleisli category is cartesian closed, and thus a reasonable target
for the interpretation of higher-order programming languages. In addition, we show that
negative processes also have the sequoidal structure [38], which is used in game semantics to
model stateful computation.

8.1 A Compact Closed Category of Processes

The objects of Proc are finite sequences of types, with the empty sequence written o. We
use I', A as metavariables for those; if I' is a type environment we use T for the underlying
sequence of types. A morphism from I' to A is a (an equivalence class of) triples (I', A, P) so
that I't, A = P, with names chosen so that n(I') N n(A) = (), and subject to the equivalence

relation (T, A, P) ~ (I', A’, P') when T' =T, A = A’, and moreover,
S UL

where a (resp. a ) are the names appearing in I' (resp. I') and b (resp. v ) are names appearing

in A (resp. A’). In short, morphisms are processes modulo typed (weak) barbed congruence
and renaming. We write P: T' — A for the equivalence class [(T, A, P)]..

The identity over Ty, ..., T, is the parallel composition
by T, by T ay T, an Ty Fayoby |-+ | an by,
of wire processes. The composition of P: T — aq : Th,...,a1 : T to Q: b: Ty, ..., by: T, —

A is (the equivalence class of):

(l/a1 o b1 e Vay O bn )(P | Q)
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» Remark 22. In the definition of composition, we have slightly abused notations by specifying
the names a; and b; in P and Q). We are also (implicitly) assuming that P and @ do not
share common names to avoid name clashes. This is harmless because morphisms are defined
up to renaming; we shall make similar notational shortcuts in the sequel.

» Theorem 23. Proc is indeed a category.

Proof. The associativity of composition holds because vb (v (P | Q) | R) = va (P | vb (Q |
R)) assuming @ N fa(R) = @ and b N fn(P) = () (which can be assumed without loss of
generality).

Wires are indeed identities because, by Theorem 8, we have

vby by (P byoay| - |bnoay) = P{ah}. O

The category Proc has a symmetric (strict) monoidal structure. The tensor product
FroAis simply the concatenation of the two sequences, i.e. T, A. The monoidal unit 1 is
the empty sequence o. We define the tensor of morphisms P: I' — A and Q: I’ — A’ by
P|Q:T,I" — A, A’ (names chosen so as to avoid collisions). As this is a strict monoidal
category, the structural morphisms of the monoidal category structure are simply identities.
The symmetries are the parallel composition of wires performing the adequate swap. Finally,
for any object ' we have Np: e — I ®Tt and €f - 't ®T — e composed of the obvious
parallel compositions of wires.

Altogether, this forms the data of:

» Theorem 24. Proc is a compact closed category.

A compact closed category is a degenerated model of Multiplicative Linear Logic, where
the tensor and par coincide. For semantic purposes it is rather weak; however readers familiar
with game semantics may recognise familiar ground: basic categories of unpolarised games
tend to have this compact closed structure [35, 13]. Also in line with game semantics, Proc
however lacks all of the structure needed to interpret richer languages: for a start, it has
neither products nor coproducts, for the same reason as in game semantics [44]. In the
nullary case, it is easy to see that it does not have a terminal object: for every candidate
T, aprocess P : ' — T can ignore T and perform arbitrary actions in I'. The usual game
semantics answer to that is to force P to first listen to the right hand side via a condition
called negativity amounting to always letting Opponent start — if T is empty, this forces P
to be the nil process. As the design principle of our process language is that it lets us mimic
game semantics, we follow this route here as well.

8.2 The Category of Negative Processes

We now aim to enforce the condition that “Opponent always starts”.

On objects, we first say that a type is negative if it is of the form i T or ¢;(T). We say
that a sequence of types I' = T,..., T, (or type environment) is negative iff T}, ..., T, are
all negative. We use T'_, A_ to range over sequences of negative types, and I'_, A_ to range
over negative type environments. On morphisms, we set:

> Defmltlon 25. A process P:T_ — A_ is negative if P = roa- Q for some @ such that
O QL Q implies W is an input action.

That is, P must be triggered first by an input action at a name in A_. Note that we may
choose a P that is receptive by Corollary 9, so any input actions using the name in A_ are
possible. We get:
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» Theorem 26. There is a sub symmetric monoidal category Proc™ of Proc with negative
type sequences as objects, and negative processes (up to equivalence) as morphisms.
Additionally, Proc™ admits e as a terminal object, also written T.

Any identity process is negative. Negative processes compose because if P and @ are
negative, v¥ (P | Q) cannot cause any interaction between P and (. Moreover, Proc™
inherits from Proc its symmetric (strict) monoidal structure. And e is terminal: indeed, if
Q: I'_ — e satisfies the condition of Definition 25, then it can only perform negative actions,
but none are available. So it must be barbed congruent to 0, as required.

However, Proc™ still lacks the desired structure; it is not clear how the arrow of two
negative types, let alone the exponential of an arbitrary negative type, could be defined in
all generality within the typing system of our extended calculus. Our solution is to restrict
these connectives to certain types dubbed strict. This is not an ad-hoc solution: we will show
that we thus obtain a relative Seely category [19]. This is a weakening of Seely categories
matching the structure available in concurrent games, and yet sufficient to ensure that the
Kleisli category is cartesian closed.

8.3 The Strict Subcategory and Relative Closure

In a relative Seely category, not all binary products are required: we only ask for those
between a subset of objects dubbed strict.

A type is strict if it has the form £;(T) — a type sequence T'_ is strict if it is empty; or
consists of a single strict type. An important conceptual property of negative processes on
strict types is that they must be input processes (up-to barbed congruence):

» Lemma 27. Let P: T_ — a: 4;(T) be a negative process. Then P = a(x). Py for some
process Py.

Proof. Since P is a negative process whose only free input name is a, the only action P can
a

do is an input at a. Thanks to the type system, there is a unique P’ such that P ~(£)+ P,
for some z. Hence, we have P = a(z). P’ O

Lemma 27 holds thanks to the absence of races caused by multiple receivers. Hence, in
AW, the same result holds even when a has a type 1 T. This is not the case in A, because
negativity and the restriction on the type environment cannot rule out processes such as
a(z). P | a(z). Q.

Strict environments and negative processes over them form a subcategory of Proc™. We
write this subcategory as Proc, and the inclusion from Procg to Proc™ as J.

Cartesian products. Proc; inherits from Proc™ its terminal object e, which is indeed strict.

We define the binary product, written &, between objects by @ & T_,T'_ & o ST if one of

the objects is empty, and ¢;(T) & ¢; (S) 2 4; (T + S) otherwise. We only detail the pairing
and projections for a product of non-empty objects: the pairing (P,Q): T'— — ¢: 4;(T + S)
of P:T_ —a:4;(T)and Q: T— — b:¢;(S) is defined as

c(x). case of [iny (y) > v (P | @c(y)); ina(y) > vb (Q | be(y))]-

The projection m;: (b: £o(T; + T5)) — (a: ¢:(T;)) is a(z). b(in;(z)). These indeed define a
cartesian product.
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Relative closure. Likewise, in a relative Seely category the linear arrow A — B is only
required for B strict. Given a negative environment A_ =Ty,..., ), we set A_ —o o e
along with A_ —o 5(S) 2 £(T x ... x T+ x S).

The readers familiar with game semantics may recognize here the usual arrow arena
construction: A_ is dualised, and set underneath the root of ¢;(S). This extends to a relative
closed structure, i.e.:

» Lemma 28. There is a J-relative coadjunction [5, 2]: — @ A_ ;4 J(A_ — —).

Proof Sketch. It is sufficient to prove that for all I'_, A_ with the latter strict, there is
an object I'_ — A_ and the evaluation morphism, evy_x  : T oA )@T_ = A_
satisfying the usual universal property of an arrow object. We present the data only for
I — 4;(T), the case of the empty context being trivial.

For P:T_® A_ — b: {;(T), its currying is A(P) 2 (@, z).vb (P | be(z)). This is
invertible up to barbed congruence, with A=1(Q) 2 b(x).vé (¢ (a, x) | ) for @: T_ —
c: A_ —o £;(T). As usual, the evaluation can be obtained as evy ) = A~ YWidz o, 1);
this satisfies the equations required for the universal property. O

8.4 The Exponential Modality

The next component is the exponential modality. The main difference with respect to standard
models of linear logic is that the bang is only defined on strict objects, and sends a strict
object to a non-strict one, i.e. !: Proc, — Proc™. Not being an endofunctor it cannot be
a comonad, but only a relative comonad in the sense of [2], subject to additional conditions
adapted from Seely categories.

. . . A A . .
A relative comonad. On strict objects, we set le¢ = e and /;(T) = iT, i.e. we simply

transform a linear input into a non-linear input.

We do not need to define the functorial action of !, which will be derived from the
other components. The dereliction process der, (r 2 a(z).b{z): (b:iT) — (a: L:(T)) is
a wire between types that differ only in linearity, and der, is the terminal morphism. The
promotion, taking a process P: (a:1i8) — (b: 4;(T)) to PT: (a:i8) — (c:1iT) is defined
as PT 2 le(z). vb (P | be(x)). Since P = b(x). Py by Lemma 27, promotion can be seen as an
operator that turns a non-replicated input into a replicated one.

» Lemma 29. The following laws hold, i.e. ! is a J-relative comonad.

1. Pfider=P

2. dery () = idi7

3. (PQ) = P

Proof. As a showcase we show 1. Without loss of generality, we can assume that P = b(z). Py

by Lemma 27. In this case, Pt = 1b(x). Py. Therefore, by laws for internal communication
and GC, we have

Ptider = vb (1b(z). Py | a(x). be(x)) ~s a(x). vb (1b(x). Py | be(x)) *= a(z). Py
In turn, this is exactly P{%b}, concluding the proof. O

The proof is notably simple, in particular comparing it with corresponding proofs in
game semantics (see e.g. [19, Proposition 8.3.7]). We see this as a strong argument in favour
of our syntax, which encapsulates the intricate combinatorial aspects of game semantics,
emphasizing the logical reasons why the laws hold.
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An exponential modality. We now show that !: Proc, — Proc™ is a symmetric strong
monoidal functor. Note that Lemma 29 makes ! a functor by !P 2 (der; P)T. We define the
mediating maps: the morphism mg: 1 — !IT is defined as id,, and the Seely isomorphism
Mo, (1),00(s): (@:iT,b:i8) = (c:i (L + 8)) is defined as

le(z). case x of [ing (y) > @(y); ina(2) > b(2)]

and trivial if one of the operands is the empty context. It is easy to check that the mediating
maps satisfy the coherence laws. Each my, (1) s, (s) is an isomorphism because its inverse is
given as the process la(y).¢(in1(y)) | 1b(2).¢(ina(2)).

The mediating maps, moreover, are compatible with promotion as in Seely categories.
This concludes to show that the Proc™ together with its subcategory Proc, forms a relative
Seely category:

» Lemma 30. The following diagram commutes.

14 (U) ey (63(8)&4, (D))
\L(der,der)Jr \mel
(6 (U)&ts(U)) 145 (S) ® 15 (T)

\ﬂfi PT%}

10 (U) @ 14:(U)

As is the case for the standard Seely categories, we can apply the Kleisli construction
to a relative Seely category to obtain a cartesian closed category. We write Proc, for the
Kleisli category of the (relative) comonad !: Proc, — Proc™. Its objects are those of Proc,

and homsets are defined by Proc, (¢:(S), ¢: (L)) 2 Proc™ (15,4;(T)). The identities are

derelictions and compositions are defined using promotion. The finite products in Proc, are

defined as in Proc, and the arrow is defined by ¢; (S) = ¢;(T) 2 1;(S) — £5(T) = 45 (0 SXT);
along with T=T_=T_andT_=T=T.

» Theorem 31. Proc™ is a relative Seely category. Consequently, the Kleisli category
Proc, is cartesian closed.

8.5 Sequoidal Structure

From processes we can also construct a sequoidal category [38], a categorical structure used
to express state (and sequential behaviour) in game semantic models. The construction
follows that for HO games [40]. Together with the encoding in Section 6, this supports that
AW is suited to modelling imperative features.

We first recall the general definition of a sequoidal category, and then construct such a
structure using processes.

» Definition 32 ([40]). A sequoidal category is a tuple (C,L,®,J,w) where (C,®,1I) is
a symmetric monoidal category, (L,) is a C-action and (J,w) is a weak morphism of
C-actions from (L, @) to (C,®). Here a weak morphism from (L,®) to (C,®) is a functor
J: L — C with a natural transformation wy c: J(L) ® C — J(L @ C) that satisfies some
coherence condition (for which we refer to [40]).

As an operator over types of processes, the sequoid operator @ is a non-commutative operator
over strict types and negative type sequences defined as

0(S) @ (Thy.. Tn) 2 04(S X Ty % ... x Th).

79:19

LICS 2026



79:20

Wiring the w-Calculus to Denotational Semantics

This is essentially the same as (T1,...,T;,) — £;(5), except that T; is not dualised. Since T;
is a negative type, this construction exploits the ability of AWr to exchange input names.*
To define a category of processes playing the role of L, we consider a subcategory of Proc,
following [40].

» Definition 33. A negative process P: b: {;(S) — a: {;(T) is linear if, for any P M P
and for all v, we have P'{V/z} 3= P" | b(w) for some P" and w. We also consider any
negative process P: b: £;(S) — e or P: e — a: ¢;(T) to be linear.

Intuitively, a linear process is a process that can always perform an output action using the
unique free output name once the initial input guard is executed. Since parallel composition
plus hiding preserves linearity and wires are linear, we have a subcategory of Proc, of linear
processes, which we write as Proci.

» Theorem 34. There is a sequoidal category (Proc_,Proci, @, J,w).

Proof Sketch. The functorial action of @ is defined by

PoA_=

(z,a).vb (v (P | ec(x)) | be(y). V' (y, a))
for P:b:4;(T) = c: 4;(T) and A_ =ay : Ty,...,a, : T,. Note that this process is linear
because once the input at ¢’ happens, P will perform a communication using ¢, which in
turn allows an output at b that triggers the output at b'.

Additionally, the family of processes wy, (1), (1y,.... 1) J(¢:(D)@(T1, ..., Tn)) = J(l: (L)@
(T1,...,T,)) given by a(z,d). (b(z) | do@): b: 6:(T),¢: T — a: ly(T x Ty x --- x T,,) forms
a natural transformation as required. O

The difference between a(x). P ® b(y).Q = a(z). P | b(y).Q and (a(z). P @ b(y).Q);w =
a(z,b). (P | b(y).Q) highlights the behaviour of the sequoid. In the former case, the
environment can directly access b(y). Q whereas in the latter it can be executed only after
the input at a (which also receives the name b) is triggered, thereby making the resource at
b internal to the “object” at a. This object-oriented view of the sequoid also helps explain
why sequoid is related to references: a reference may be modelled as an object with read and
write methods.

We can further construct a richer structure called sequoidal CCC from processes by
considering the Kleisli category. Roughly, a sequoidal CCC is a sequoidal category whose
monoidal category is a cartesian closed category in which @ and = interact (see [40] for the
formal definition).

» Theorem 35. The tuple (Procf,Proci, @1, i) is a sequoidal CCC.
Here Qn: Proci x Proc, — Proci is defined by £;(S) @ ¢;(T) 2 (S
L (S)en P 2 0:(S) @ P, Jy is an identity-on-object functor such that J,(P)

~

o W (T) and
der; P.

1>

9 Interpretation of STLC

We detail the interpretation of the simply-typed A-calculus in the cartesian closed category
Proc, . This induces a syntactic translation from A to 7 that validates Sn-equivalence by
construction. We then compare this encoding with the encodings in the literature such as the

4 In game semantics terms, the corresponding arenas are not alternating.
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seminal paper by Milner [49] and the work by Hyland and Ong [31] that gives an encoding
based on game semantics. As expected, the encoding we derive is essentially the one given
by Hyland and Ong. This provides evidence that the construction in Section 8 faithfully
follows that of game semantics.

The simply-typed A-calculus. We fix the grammars
tui=x | x.t|st cui=o|T—>o0

for types and terms, where o is a fixed base type. We consider the terms equipped with the
standard typing rules, that we shall not repeat here. Note that every type ¢ has a unique
representation of the form oy — -+ — 0, — 0 where n > 0.

Interpretation in Proc, . The simply-typed A-calculus has a sound interpretation in any
cartesian closed category, following a well-established recipe [41]. The only degree of liberty

is the image set for the base type — here we choose the minimal (o] 2 4;(unit) (which
corresponds, in game semantics terms, to an arena with a single move). From there, the
definition of the interpretation follows purely mechanically. The interpretation of the arrow
type is (7 — o) S o, altogether giving an interpretation of every type of the simply-
typed A-calculus as a strict type of our m-calculus.

For iterated arrows, this amounts to:

(01— = 00— 0) = LMo " x -+ x 1on) ™ x unit)

which is essentially how types are translated in the translation from PCF to the w-calculus
by Hyland and Ong [31]. We note that this is different from variants of Milner’s encoding
that have been commonly used in the literature [49, 59]. Typically, arguments of a function
are received one by one even if the target of the translation is the polyadic 7-calculus.’

The interpretation of a simply-typed context I' 2 T1:01,...,%Ty ¢ Op is the iterated
product () = (o1) & - - - &(on). For each T' k¢ : 7, the interpretation of terms in the Kleisli
category Proc,” yields [t] € Proc; ((['), (7)) i.e. a negative process x:i (T +---+1,),p:
(r) = () where I’ =z : 01,...,2, : 0y with (o3) = ¢;(T;). This process (t) is computed
inductively on t, in a way that we may wish to regard as a syntactic translation, which we
set to describe.

The interpretation as an encoding. Because of the way contexts are interpreted in a
cartesian closed category, the induced encoding uses the cartesian product, and hence sum
types. We prefer to avoid this, because w-calculi often do not have sum types; and we wish
to relate to previous encodings that do not involve sums. So we present a syntactic encoding
instead sending I' - ¢ : 7 to (t) € Proc™ (!(o1) ® - -- ® !(on), (7)) , which is related to [t] via
the canonical isomorphism sp : !(o1) ® --- @ (o) = 1((o1) & - - - &(on)) , obtained via the
Seely isomorphism 1S ® IT =2 1(S&T), one of the components of a relative Seely category.

An encoding (t) € Proc™ (!{o1) ® - - ® !(on), (7)) has free output names corresponding
to x;, and one free linear input name; the latter is often called a continuation name. In the
translation, we override x; and also use them for the output names whereas the continuation
name p is passed as a parameter of the encoding of terms, which we write as (—),. The
encoding is given as below.

5 The original encoding by Milner used the monadic 7-calculus.
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()-7(y)

p(T1,. . T, Q). VT (Te(T2y .. T, q) | (E)r)

s

(])\Il . tDp
(s t)p

The encoding is derived from the interpretation (modulo the choice of representatives for
equivalence classes). For example, the encoding of A-abstraction simply uses the bijection of
Lemma, 28.°

This encoding follows the categorical interpretation, so the following theorem is a routine
verification by induction on ¢:

>

p('x27"'7]"naQ)'Vﬁ vri*xy (ﬁ(ml,...,xn,@ | (]SI)T | '(]t[)y)

» Theorem 36. For any T+ t: o, (t) = [t] o sr.

By the soundness theorem for cartesian closed categories, it automatically follows that
our encoding is sound for Sn-equivalence.

Observations. Again, this is essentially the translation given by Hyland and Ong [31]. One
difference is that our translation uses free outputs whereas they used bound outputs with
dynamic wires, i.e. a(c) : [c. > b]. Since the two are barbed congruent, this is just a difference
in the choice of the representative. Free outputs give a more economical representation
whereas only using bound outputs gives a tighter connection with game semantics in the
sense that each output action corresponds to a move of a strategy. Note that the equivalence
a(b) 2 a(c) : [cc > b] was not known (even for O-names) when [31] was published. Another
difference lies in the way fSn-equivalence is validated. The validity of Hyland and Ong’s
encoding is proved via a non-trivial correspondence between processes and strategies and the
fact that the category of games forms a CCC.” Directly checking the An-laws at the level of
processes (i.e. constructing a CCC as in Section 8) is simpler.

While we use the A-calculus as an illustrative example, we note that the categorical
interpretation is a general methodology for deriving process encodings of various (higher-
order) programming languages (non-deterministic, concurrent, mutable state, etc.). The
categorical structure and its compositionality can be used to derive a correct by construction
encoding of standard data types (e.g. arrow type, product type). This allows us to focus on
the encoding of additional constructs, whose correctness can be checked separately. This is in
stark contrast with other process encodings that are usually designed by operational means.

10 Related Work

A number of offspring of the m-calculus require that the input end of a channel should be
permanently owned by a single process. Sometimes this feature is enforced by the type
systems, as in the case of uniformly receptive names [58]. In the Join calculus [23], the feature
is syntactic, as all inputs are unique and replicated; the need for modelling state is achieved
by the introduction of a “join” construct. In the m-calculus [3, 4], stateful processes are
modelled using recursion, in place of replication and join, to allow nesting of inputs. Similar
approaches are followed in other m-calculus languages addressing mobility in distributed

6 Here variables of a tuple type are expanded so as to make the encoding similar to that of Hyland and
Ong, which uses the polyadic 7-calculus.
7 This is partly because the motivation of [31] was to show this correspondence.



K. Sakayori, D. Sangiorgi, S. Castellan, and P. Clairambault

systems, see e.g., [17]. In these calculi, the owner of an input name is persistent since input
capabilities may not be communicated. This property is sometimes called locality, and is
studied in the Asynchronous Localised m-calculus [46]. Our proof technique based on a
translation into a subset of internal processes is inspired by proof techniques in [46].

Another class of m-calculi related to AW is the process calculi developed through the
Curry—Howard correspondence with linear logic [7, 12, 65]. In these calculi, typically an
input name is either used linearly or has a unique replicated occurrence. Hence these
calculi satisfy the 1-input property. In these linear-logic-inspired calculi, “wire substitution
law” and the commutativity of prefixes have also been considered. In particular, wires are
often defined as a primitive construct with the substitution law serving as their defining
property (e.g. in [65, 37, 15]). However, the validity of these laws is often supported only by
informal arguments based on proof-theoretic adequacy, lacking a formal justification from a
behavioural perspective. A notable exception is [51], in which the behavioural validity of
commutativity laws for 71DILL is proved using typed context bisimilarity. One reason the
behavioural theory of calculi such as Wadler’s CP [65] remains underexplored is the difficulty
of defining a standard LTS, due to discrepancies between the syntax of CP and the standard
m-calculus. To remedy this issue, Kokke et al. [37] proposed a calculus inspired by the theory
of hyper sequents. While their calculus has a syntax close to that of the ordinary m-calculus
and is equipped with an LTS, input and output actions are delayed, unlike in AWrr.

The behavioural equivalence we have used in AWr is as flexible as possible in the
treatment of input and output ends of channels: closing contexts may connect names in an
arbitrary manner. This is reminiscent of open bisimulation for m-calculi [56]. In both cases,
behavioural equivalence must take into account the possibility that syntactically different
names may give rise to interactions, depending on the context in which they are used. This
treatment of name identities yields sharp substitutivity and congruence properties, and
has in turn analogies with symbolic bisimulation (e.g., [10]). Indeed, open bisimilarity has
been advocated in practical implementations of bisimulation checkers for m-calculi and in
representations in logical frameworks; see e.g., [64, 6, 62, 61, 43]. A further analogy between
bisimilarity in AWr and open bisimilarity in m-calculi appears in the dynamic creation of
permanent constraints on names during the bisimulation game: in the case of AW, the
constraints represent connections between input and output names; in the case of open
bisimilarity the constraints represent distinctions among names. While seemingly dual in the
two cases, the constraints are handled similarly in both definitions and proofs.

The idea of using m-calculus processes as syntactic representations of strategies of game
semantics dates back to the early days of game semantics [31, 21, 30]. In the study of process
representations of strategies, the redundancy of copycat strategies (i.e. dynamic wires) was
also pointed out by Fiore and Honda [21]. To address this issue, they introduced the notion
of optimised strategies to represent the free outputs of m-calculus, which can be understood
as an application of Lemma 7. In a similar vein, the connection between operational game
semantics and Internal 7-calculus has been studied [32]. Since these works studied sequential

languages, only restricted (essentially sequential) fragments of m-calculus were employed.

The relationship between concurrent game semantics and the m-calculus is explored in [15]
via a session-typed variant of the w-calculus. In that calculus, a typing rule inspired by
differential linear logic is introduced, which is similar to the In rule of AW.

The processes-as-strategies paradigm has also enabled the transfer of game semantic
conditions — such as sequentiality, well-bracketing, visibility, and innocence — to the 7-calculus
by means of type systems [8, 27, 28]. This line of work is orthogonal to the 1-input property,
and the two approaches may be combined.

79:23

LICS 2026



79:24

Wiring the w-Calculus to Denotational Semantics

On the other hand, game models of m-calculi have also been investigated. Laird [39]
introduced a game model for the Asynchronous m-calculus (with 1/O separation), which was
later extended to a truly concurrent model [53]. Since these game models require copycat
strategies to behave as identities, they are not sound with respect to barbed congruence: input
wire law does not hold for barbed congruence in ordinary An. By contrast, by considering
a session-typed m-calculus rather than Ax, a causal game model that is fully abstract for
barbed congruence is introduced in [16].

Beyond game semantic models, we should also mention other denotational models of
the m-calculus, including those based on functor categories [60, 22, 26, 18], sheaves [20] and
Geometry of Interaction [33]. These works differ in focus from ours: they aim to interpret
the m-calculus in specific categories, whereas our goal is to organize processes themselves into
categories. On a more technical note, the models based on functor categories place emphasis
on the nominal aspects of the m-calculus. By contrast, our results are achieved by excluding
such nominal aspects, by forcing communications to happen along names that have been
explicitly connected when created.

11 Conclusion

We introduced AW, a dialect of Ar with 1-input property and I/O separation. The
key property of AW is that processes are invariant (wrt. barbed congruence) under the
composition with wires (Theorem 8). This enabled us to organise processes as structured
categories such as the relative Seely category, which, in a sense, allows us to consider AW
as a denotational model. We also showed that AW is expressive enough to encode AL7 and
comes equipped with proof-techniques, notably internal bisimulation.

Future Work. We plan to investigate the connection between AWr and concurrent game
models, including both trace-based models [39, 25] and the causal ones based on event
structures [13, 14]. Since we normally have the following inclusion relations — (causal
equivalence) C (barbed congruence) C (trace equivalence) — we would like to investigate
whether finer models (including the category of AWn processes) can be collapsed into the
coarser ones. More concretely, we aim to (1) give an interpretation of AW~ in a causal model;
and (2) use AW as the syntax for trace-based strategies. In the longer term, we would like
to use AW as the syntax of causal models; however, this would require the development of
a workable truly concurrent operational theory for AW,

Another interesting topic to study is the importance of non-locality of AWx. The ability
to send I-names has been exploited both in the encoding of AL in Section 6 and in the
denotational account in Section 8.5. It is also used in Milner’s original encoding of the
A-calculus [48] (and its variant [52]), which uses a fragment of 7-calculus with the 1-input
property. We would like to understand how much expressiveness is lost if we impose the
locality condition on AWr. Locality has also been argued to be related to the difference
between classical and intuitionistic logic [12], and it would be interesting to investigate
whether the non-locality of AW= can likewise be explained from a logical perspective.
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