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Abstract
We discuss a modification to the Gries–Mills block swapping scheme for in-place rotation with
average costs of 1.85 moves per element and worst case performance still at 3 moves per element.
The analysis of the average case relies on the asymptotic behavior of the sum of remainders in the
Euclidean algorithm.
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1 Introduction

Rotating an array of length n by k places performs a cyclic permutation of the entries,
like cutting a deck of n cards lifting k of them and putting them back underneath. As
any permutation, it can be written as a product of cycles. The cycle decomposition of the
rotation has gcd(n, k) cycles, each of length n

gcd(n,k) . A cyclic permutation of order m can
be performed using m+ 1 moves. Hence performing a rotation this way takes n + gcd(n, k)
moves. This scheme for rotation is known as the Dolphin algorithm [3, Section 4]. Shene [6]
has shown that this number is optimal: any rotation algorithm will make at least that many
moves.

Alongside the Dolphin algorithm, Griess–Mills [3] discuss two alternative schemes: one
may implement a rotation as a composition of three reversals, or one can employ a recursive
strategy swapping segments of identical lengths at each step. The reversal scheme uses
n −O(1) swaps and the recursive block swapping strategy needs n − gcd(n, k) swaps. Thus,
both algorithms need on the order of 3n moves, in the latter case at least for “typical” k.
Despite using more moves, both alternatives are better suited to modern machines due to
superior memory access patterns vastly reducing cache misses.

Van den Hoven [2] observed that some of the transpositions during a triple reversal can be
rearranged into products of three or two, so that the rotation becomes a product of 4-cycles,
3-cycles and transpositions. The resulting trinity rotation uses essentially 2n moves, and
performs significantly better than triple reverse. We introduce the block cycle scheme, an
alternative to trinity rotation:
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14:2 The Cost of Cyclic Permutations and Remainder Sums in the Euclidean Algorithm

▶ Theorem A. Given an array of length n, the block cycle rotation algorithm uses 3n moves
in the worst case. For the average number of moves ρ(n), where the length k of the left
segment is uniformly distributed between 0 and n, we have

ρ(n) = Dn + O(n 1
2 +ε)

for each ε > 0. The constant D is approximately 1.85.

The algorithm has good memory locality, uses sequential memory access patterns, and
performs competitively in experiments.

We note that triple reversal and trinity rotation will temporarily reverse (locally) the
ordering of the items in the array. The block swapping and block cycling scheme preserve the
order of elements inside blocks. As a consequence, the algorithms show a clear distinction
with regard to the dependency of the run time on the type of the underlying data. In
particular, the block cycle algorithm seems particularly well suited for rotations in long words
over small alphabets.

The analysis of the average run time uses techniques from analytic number theory. The
constant D turns out to be the integral of a function that has self-similar features, but is
Riemann-integrable. We compute the constant as an infinite series that can be expressed in
terms of multiple zeta values and estimated numerically.

2 The block cycle algorithm

The starting point for the block cycle algorithm is the following block swapping scheme that
slightly modifies the scheme of Gries and Mills: They swap the smaller segment, say of length
k, with its mirror image on the other end thereby moving all its elements into their final
position and leaving a rotation problem of complementary size n − k. In our variant, the
smaller segment is swapped with the adjacent block of the same length. This variation has
exactly the same swap count as the original block swapping scheme. However, it lends itself
more readily to combining swaps onto longer cycles. Specifically, we perform a rotation of
the segments

a1, . . . , ak | ak+1, . . . , a2k | a2k+1, . . . , a3k | . . . | a(q−1)k+1, . . . , aqk

into the new order

ak+1, . . . , a2k | a2k+1, . . . , a3k | . . . | a(q−1)k+1, . . . , aqk | a1, . . . , ak

where q = ⌊ n
k ⌋. Note that we have moved (q − 1)k elements into their final position using

(q + 1)k moves; we have thus reduced the problem to another rotation within the segment
(a(q−1)k+1, . . . , an), namely swapping (a(q−1)k+1, . . . , aqk) with (aqk+1, . . . , an). We can use
tail recursion and solve the smaller remaining problem. For large q, the block cycle resembles
the Dolphin algorithm. To improve memory access patterns, this block rotation is performed
in batches of adjacent elements of up to b.

The fixed size buffer space accommodating up to b items can also be used to end the
recursion early. We exit the recursion as soon as the shorter segment (of length k) fits into
the buffer: then, we can move the shorter segment in its entirety into the buffer; now, we
move all remaining n − k elements into their final position; finally, we move the k elements
from the buffer into their target positions. We have thus performed the final rotation in
n + k moves.

An implementation in C++ will be given in section 5.
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▶ Remark 1. The idea of combining swaps of the Gries–Mills scheme into long cycles and to
move elements in batches are also the main points of the blend rotation scheme proposed
by Hashem–Li–Salah [4, Algorithm 3]. They, however, do not recurse, instead they just do
the first step and then solve the remaining problem using any other rotation method (they
suggest triple reversal). Moreover, they do not use symmetry. Consequently, their algorithm
immediately resorts to the fall back method when the left segment is longer than the right
segment, which leaves a sizable performance gain on the table.

3 Preliminary analysis of worst and average case

As the block cycle scheme is just combining swaps from the block swapping scheme into
longer cycles, it clearly does not use more moves than the Gries–Mills scheme. Thus, we
already have a bound for the worst case.

▶ Observation 2. The block cycle algorithm uses at most 3n − 3 gcd(n, k) moves.

▶ Observation 3. The worst case materializes for instance, when the left segment has length
8 and the right segment has length 13. Then, the recursion goes as follows: 8 : 13, 8 : 5, 3 : 5,
3 : 2, 1 : 2, and hence takes 3 · (8 + 5 + 3 + 2) + 4 = 58 steps. More generally, this happens
(asymptotically) for Fibonacci numbers k = Fκ, n = Fκ+2.

Let m(n, k, b) denote the number of moves the block cycle method needs to rotate k
steps to the left in an array of length n using a buffer of size b. For k ≤ n

2 , we find

m(n, k, b) =


0 if k = 0,
n + k if k ≤ b,

(⌊ n
k ⌋ + 1) k +m(n − (⌊ n

k ⌋ − 1) k, n − ⌊ n
k ⌋ k, b) otherwise.

(1)

By symmetry of left rotation and right rotation, we have m(n, k, b) = m(n, n − k, b) for
k ≥ n

2 . The following slightly simplified definition extends to real values. For ν, β > 0 and
κ ∈ [0, ν

2 ], we define

µ(ν, κ, β) = ν +
{
κ if κ ≤ β,

2κ+ µ(ν′, κ′, β) − ν′ otherwise,
(2)

where for ν > 0 and κ ∈ [0, ν
2 ] we put

κ′ := ν −
⌊ν
κ

⌋
κ = κ

{ν
κ

}
∈ [0, κ], ν′ := ν −

(⌊ν
κ

⌋
− 1

)
κ = κ

(
1 +

{ν
κ

})
with {x} = x− ⌊x⌋. We extend to κ ∈ [0, ν] by symmetry µ(ν, κ, β) = µ(ν, ν − κ, β) .

The following statements are easy to prove.

▶ Observation 4. We have µ(ν, κ, β) ≤ 3ν. The function µ(ν, κ, β) decreases monotonically
in β. For λ > 0, we have µ(λν, λκ, λβ) = λµ(ν, κ, β). The function µ provides the upper
bound m(n, k, b) ≤ µ(n, k, b) .

In particular, as β tends to 0+, the value µ(ν, κ, β) is monotonically increasing, yet
bounded from above by 3ν. Consequently, we can pass to the limit

µ(ν, κ) = lim
β→0+

µ(ν, κ, β) .

AofA 2026
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Figure 1 The function f over the range 0 ≤ x ≤ 1
2 .

Obviously, we have µ(ν, κ, β) ≤ µ(ν, κ) and µ(λν, λκ) = λµ(ν, κ) . Hence, all the inform-
ation is contained in the function

f(κ) := µ(1, κ) ,

which inherits the symmetry f(κ) = f(1 − κ). We sketch the graph in Figure 1, which
indicates that f is somewhat self-similar. For instance, in the range 1

m+2 <
1−κ

m+1−mκ < 1
m+1

with 0 < κ < 1
2 we have the self-similarity

f(y) = (m+ 2)y − (m+ 2) + (m+ 1 −my)f
( 1 − y

m+ 1 −my

)
. (3)

▶ Theorem 5. The function f is continuous at all irrational numbers. In particular, it has
at most countably many places of discontinuity and is Riemann integrable.

Proof. The definition (2) suggests to define ψ(ν, κ, β) = µ(ν, κ, β) − ν and

ψ(ν, κ) := lim
β→0+

ψ(ν, κ, β) = µ(ν, κ) − ν and ψ(κ) := ψ(1, κ) , (4)

and then to show that κ 7→ ψ(κ) is continuous at any irrational κ. The recurrence

ψ(ν, κ, β) =
{
κ if κ ≤ β,

2κ+ ψ(ν′, κ′, β) otherwise
(5)

describes a recursive algorithm for computing ψ(ν, κ, β) with termination upon κ ≤ β. If κ
ν

starts out irrational, it will stay irrational during the recursion and the termination branch
will never be taken. In this case, the infinite recursion expresses ψ(ν, κ) as a convergent
series. Using the definitions

T (x) := x
(

1 +
{ 1
x

})
, S(x) :=

{ 1
x }

1 + { 1
x }

where we formally put S(0) = T (0) = 0, we can write

ψ(x) = 2x+ T (x)ψ(S(x)) = 2x+ 2
∞∑

j=1
T (x)T (S(x)) · · ·T (Sj−1(x))Sj(x) .
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We have T (Sj(x)) ≤ 2
3 and Sj+1(x) ≤ 1

2 . It follows that the series defining ψ(x) converges
uniformly to ψ. Now let x ∈ [0, 1

2 ] be irrational. The function S and T are continuous on
each open interval ( 1

M+1 ,
1

M ). Hence, ψ is the uniform limit of functions continuous at x
and the claim follows. ◀

We are now ready to show that the average number of moves for the block cycle algorithm
has a well defined asymptotic behavior. We ignore the savings associated with using a large
buffer: asymptotically any buffer of fixed size is insignificant. So let

m(n, k) = m(n, k, 1)

denote the number of moves used by the block cycle algorithm for rotating an array of length
n by k steps using a buffer of size 1. The average move count for rotations in an array of
length n is

ρ(n) := 1
n

∑
0≤k<n

m(n, k).

▶ Theorem 6. The average move count ρ(n) grows linearly with n. More precisely,

lim
n→∞

ρ(n)
n

= E[f(X)] = 2
∫ 1

2

0
f(x) dx

where X is a real random variable uniformly distributed in [0, 1
2 ].

Before we give the proof, we collect some preliminary observations. We distinguish two types
of moves: the moves into and out of the buffer region (type A) and the moves within the
array (type B).

▶ Observation 7. For k ≤ n
2 , let (kj , nj) be the parameters for the (sub)problem in the j-th

iteration of the block cycle algorithm. The number of type A moves is clearly 2(k1 + k2 +
k3 + · · · ). We have the following recursion:

k1 = k, n1 = n,

ki+1 = (ni mod ki), ni+1 = ki + ki+1.

This realizes the recursion (5) for the function ψ with β = 0. Consequently, the number of
type A moves equals ψ(n, k) = nψ( k

n ), using the notation (4). ◀

For future reference, we record that the sequence of segment sizes (kj) is just the sequence of
remainders encountered in a run of the Euclidean algorithm. The proof is a straightforward
induction.

▶ Lemma 8. Let k ≤ n
2 . As above, let (kj , nj) be the parameters for the (sub)problem in the

j-th iteration of the block cycle algorithm. Consider the sequence (rj) defined by

r1 = k, b1 = n,

rj+1 = (bj mod rj), bj+1 = rj

recursively defined by the Euclidean algorithm that terminates when rj+1 = 0. Then kj =
rj for each j. In particular, the block cycle algorithm terminates on a subproblem with
parameters (0, gcd(n, k)) and since k1 + k2 + · · · = r1 + r2 + · · · , we have nψ( k

n ) = ψ(n, k) =
2 (r1 + r2 + · · · ) .

AofA 2026
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▶ Observation 9. With each move of type B, exactly one element reaches its final position.
Thus, there are at most n moves of this type. In fact, each element has to undergo exactly
one move of type B except at the end of the recursion, when we hit a subproblem of rotating
an array of size gcd(k, n) by 0. Hence, we make use of exactly n − gcd(k, n) moves of
type B. ◀

Proof of Theorem 6. The move count m(n, k) is the sum of the type A count and the
type B count. Hence, for k ≤ n

2 , we have

m(n, k) = n − gcd(k, n) + nψ
( k
n

)
= nf

( k
n

)
− gcd(k, n). (6)

As gcd(k, n) = gcd(n − k, n) and m(k, n) = m(n − k, n), the formula stays valid for all
k < n; and we have

2
∫ 1

2

0
f(x) dx =

∫ 1

0
f(x) dx = lim

n→∞

1
n

∑
0≤k<n

f
( k
n

)
.

Thus, we can compute

lim
n→∞

ρ(n)
n

= lim
n→∞

1
n2

∑
0≤k<n

nf
( k
n

)
− lim

n→∞

1
n2

∑
0≤k<n

gcd(k, n) = 2
∫ 1

2

0
f(x) dx.

This completes the proof. ◀

4 Asymptotic costs of the block cycle scheme

Lemma 8 relates the move count to the sum of remainders in the Euclidean algorithm.
Consequently, we can analyze the average cost of the algorithm (measured in number of
moves) using analytic number theory.

▶ Theorem 10. For each ε > 0, we have ρ(n) = Dn + O(n 1
2 +ε) where D ≈ 1.85 is explicitly

known. Specifically, we express D as D = 1 + 4C, where C is computed in two ways as a
convergent, double infinite series in (11) and (12) below.

▶ Remark 11. In particular, the expected number of moves per element is less than 2. In the
average case, the algorithm therefore uses fewer moves than the trinity rotation scheme.

As is customary in analytic number theory, we will use the ε-convention that all statements
involving ε are meant to hold for each sufficiently small ε > 0. A typical such statement is∑

d|n 1 = O(nε).
The main problem in understanding m(n, k) is the sum

m(n, k) = r1 + r2 + · · · (7)

of remainders encountered in the Euclidean algorithm. First, consider a run of the Euclidean
algorithm for relatively prime numbers n =: r0 and k =: r1:

r0 = q0r1 + r2, r1 = q1r2 + r3, . . . rt−1 = qt−1rt + 1
rt = qt, rt+1 = 1, rt+2 = 0.

Note qt = rt ≥ 2. We define the following shorthand:

[] = 1 [c0] = c0 [c0, c1] = c0c1 + 1 [c0, . . . , ct] = c0[c1, . . . , ct] + [c2, . . . , ct]
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and obtain rj = [qj , . . . , qt] by induction. In particular, we find n = [q0, . . . , qt] and

m(n, k) = [q1, . . . , qt] + [q2, . . . , qt] + · · · + [qt−1, qt] + [qt] + 1. (8)

Induction also shows(
[c0, . . . , ct] [c0, . . . , ct−1]
[c1, . . . , ct] [c1, . . . , ct−1]

)
=

(
c0 1
1 0

) (
c1 1
1 0

)
· · ·

(
ct 1
1 0

)
and hence

[c0, . . . , ct] = [c0, . . . , cs][cs+1, . . . , ct] + [c0, . . . , cs−1][cs+2, . . . , ct].

Heilbronn [5, page 93] has shown that

x = [c0, . . . , cs], x′ = [cs+1, . . . , ct], y = [c0, . . . , cs−1], y′ = [cs+2, . . . , ct]

establishes a one–one correspondence between the sets

{(s, (c0, . . . , ct)) | 0 ≤ s < t , n = [c0, . . . , ct], 2 ≤ c0, 2 ≤ ct}

and

{(x, x′, y, y′) | x > y ≥ 1, x′ > y′ ≥ 1, 1 = gcd(x, y) = gcd(x′, y′), n = xx′ + yy′}.

In view of (8), we deduce first∑
1≤k≤ n

2
1=gcd(n,k)

m(n, k) =
∑

x>y≥1
x′>y′≥1

1=gcd(x,y)=gcd(x′,y′)
n=xx′+yy′

x′ +
∑

1≤k≤ n
2

1=gcd(n,k)

gcd(n, k)

and then∑
1≤k≤ n

2

m(n, k) =
∑

x>y≥1
x′>y′≥1

1=gcd(x,y)
n=xx′+yy′

x′ +
∑

1≤k≤ n
2

gcd(n, k) =: R(n) + O(n1+ε), (9)

say. We want to remove the gcd-condition on R(n). To this end we define

G(n) :=
∑

x>y≥1
x′>y′≥1

n=xx′+yy′

x′ =
∑

x>y≥1
x′>y′≥1

n=xx′+yy′

x = 1
2

∑
x>y≥1

x′>y′≥1
n=xx′+yy′

(x′ + x) .

Since G(n) =
∑

d|n R(d), we obtain

R(n) =
∑
d|n

µ(d)G
(n
d

)
(10)

by Möbius inversion. We proceed to analyse G. Observe that

G(n) =
∑

x>y≥1
x′>y′≥1

n=xx′+yy′

x′>x

(x′ + x) + O(n1+ε) =
∑
d|n

∑
x>y≥1

x′>y′≥1
n
d =xx′+yy′

x′>dx
1=gcd(x,y)

(x′ + dx) + O(n1+ε).

AofA 2026
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Rewriting the summation conditions yields x′ = n
dx − yy′

x where it is assumed that x divides
n
d − yy′. Then, x′ > y′ is equivalent to n

d(y+x) > y′. Similarly, x′ > dx is equivalent to
n
d − yy′ > dx2. Hence:

G(n) =
∑
d|n

∑
x>y≥1

n
d(x+y) >y′≥1

n
d ≡yy′ mod x

n
d −yy′>dx2

1=gcd(x,y)

( n

dx
− yy′

x
+ dx

)
+ O(n1+ε).

For the moment, let us fix d, x and y and consider the sum

G(n, d, x, y) :=
∑

n
d(x+y) >y′≥1

n
d ≡yy′ mod x

n
d −yy′>dx2

( n

dx
− yy′

x
+ dx

)

over y′. As x and y are relatively prime, the congruence n
d ≡ yy′ mod x determines the

remainder of y′ modulo x. Let a be a representative such that n
d ≡ yy′ mod x is equivalent

to y′ ≡ a mod x.
Furthermore, we find that n

d − yy′ > dx2 translates into y′ < n
dy − dx2

y = n−d2x2

dy . Thus,
y′ is bounded from above by Y = Y (n, d, x, y) := min

(
n

d(x+y) ,
n−d2x2

dy

)
, so

G(n, d, x, y) =
∑

y′≡a mod x
1≤y′<Y

( n

dx
− yy′

x
+ dx

)
=

∑
y′≡a mod x

1≤y′<Y

(A+By′)

where

A = n

dx
+ dx and B = −y

x
.

Using the character ex : Z/xZ −→ C, b 7→ e 2πi
x b, we rewrite

G(n, d, x, y) = 1
x

∑
1≤y′<Y

(A+By′) + 1
x

∑
b ̸≡0

ex(ba)
∑

1≤y′<Y

(A+By′)ex(−by′).

We write the first summand as 1
x (Y A+ Y 2

2 B) +O(|A| + |BY |). Thus we have G(n, d, x, y) =
G1(n, d, x, y) +G2(n, d, x, y) +G3(n, d, x, y) where

G1(n, d, x, y) = 1
x

(Y A+ Y 2

2 B), |G2(n, d, x, y)| ≤ |A| + |BY | ,

G3(n, d, x, y) = 1
x

∑
b ̸≡0

ex(ba)
∑

1≤y′<Y

(A+By′)ex(−by′),

and hence G(n) = G1(n) +G2(n) +G3(n) where

Gk(n) =
∑
d|n

∑
x>y≥1

1=gcd(x,y)
1<Y (n,d,x,y)

Gk(n, d, x, y) .

▶ Lemma 12. We have G2(n) = O(n 3
2 +ε).
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Proof. This is a straightforward computation. ◀

▶ Lemma 13. We have G3(n) = O(n 3
2 +ε).

Proof. Recall that

G3(n, d, x, y) = 1
x

∑
b ̸≡0

ex(ba)
∑

1≤y′<Y

(A+By′)ex(−by′).

Choosing the representative for 0 ̸≡ b ∈ Z/xZ between − x
2 and x

2 , we deduce from evaluating
geometric series that∣∣∣∣∣ 1

x

∑
1≤y′<Y

(A+By′) e−2πi b
x y′

∣∣∣∣∣ ≤ 1
|x|

(
Aπ

|x|
2π |b|

+ |B| π
2

2

( x

2π |b|

)2
+ |B| Y π2

|x|
2π |b|

)
≤

( n

d|x|
+ d|x|

) 1
2 |b|

+ y

8 |b|2
+ n

d (|x| + y)
y

4 |b| |x|
.

Hence

|G3(n, d, x, y)| ≤ 2
x/2∑
b=1

( n

dx
+ dx

) 1
2 |b|

+ 2
x/2∑
b=1

y

8 |b|2
+ 2

x/2∑
b=1

n

d (x+ y)
y

4 |b|x

≤
( n

dx
+ dx

)
ln(x) + π2

24 y + n

d (x+ y)
y

2x ln(x).

From Y (n, d, x, y) ≤
√

x
d we deduce

|G3(n)| ≤
∑
d|n

∑
1≤y<x≤

√
n

d

|G3(n, d, x, y)| ,

and the claim follows easily. ◀

▶ Lemma 14. We have

G1(n) = Cn2
∑
d|n

1
d2 + O(n 3

2 +ε) where C =
∑

x>y≥1
1=gcd(x,y)

2x+ y

2x2 (x+ y)2 . (11)

Proof. Recall

G1(n) =
∑
d|n

∑
x>y≥1

1=gcd(x,y)
1<Y (n,d,x,y)

G1(n, d, x, y) =
∑
d|n

∑
x>y≥1

1=gcd(x,y)
1<Y (n,d,x,y)

1
x

(
AY +B

Y 2

2

)

and note that

Y = Y (n, d, x, y) = min
( n

d (x+ y) ,
n − d2x2

dy

)
=

{ n
d(x+y) if y ≤ n

d2x − x
n−d2x2

dy if y ≥ n
d2x − x.

We split the sum

G1(n) =
∑
d|n

G<
1 (n, d) +

∑
d|n

G≥
1 (n, d)
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where G<
1 (n, d) is subject to y < n

d2x −x and G≥
1 (n, d) is subject to y ≥ n

d2x −x. Unraveling
the definitions of A and B, a straightforward computation yields

G≥
1 (n, d) =

∑
x>y≥1

1=gcd(x,y)
y≥ n

d2x
−x

1< n−d2x2
dy

( n2

2d2x2y
+ n

y
− 3d2x2

2y

)
= O(n 3

2 ).

In order to analyze G<
1 (n, d), we first simplify the summation conditions. From y <

n
d2x − x, we deduce first x+ y < n

d2x and then dx < n
d(x+y) . Hence the condition 1 < n

d(x+y)
is redundant in view of x > y ≥ 1. Also note that x2 ≤ n/d2. Thus

G<
1 (n, d) =

∑
x>y≥1

1=gcd(x,y)
y< n

d2x
−x

1
x

(
A

n

d (x+ y) + B

2

( n

d (x+ y)

)2
)

=
∑

x>y≥1
1=gcd(x,y)
y< n

d2x
−x

n2

d2x2 (x+ y) + n

(x+ y) − n2y

2x2d2 (x+ y)2

= n2

d2

∑
x>y≥1

1=gcd(x,y)
y< n

d2x
−x

2x+ y

2x2 (x+ y)2 + O(n 3
2 ).

We want to remove the truncation y < n
d2x − x and therefore estimate the tail. Note that

y ≥ n
d2x − x together with x > y implies 2d2x2 > n, so

n2

d2

∑
x>y≥1

1=gcd(x,y)
y≥ n

d2x
−x

2x+ y

2x2 (x+ y)2 ≤ n2

d2

∑
x>

√
n√
2d

1≤y<x

1
x3 ≤ n2

∑
x>

√
n√
2d

1
d2x2 ≤ n2

∑
k>

√
n√
2

1
k2 = O(n 3

2 +ε).

Combining the previous estimates, the claim follows. ◀

Proof of Theorem 10. In view of Lemma 12, Lemma 13, and Lemma 14, we infer

G(n) = Cn2
∑
d|n

1
d2 + O(n 3

2 +ε), C =
∑

x>y≥1
1=gcd(x,y)

2x+ y

2x2 (x+ y)2 .

It remains to recall (9) and (10) and observe that

n2 =
∑
d|n

µ(d)n
2

d2

∑
f | n

d

1
f2 ,

and so∑
1≤k≤ n

2

m(n, k) =
∑
d|n

µ(d)G
(n
d

)
+ O(n1+ε) = Cn2 + O(n 3

2 +ε).

Using (7), Lemma 8 and (6), we conclude∑
k≤ n

2

m(n, k) = n2

2 + 2
∑
k≤ n

2

m(n, k) + O(n1+ε) =
(1

2 + 2C
)
n2 + O(n 3

2 +ε).

Since m(n, k) = m(n, n − k), we finally obtain ρ(n) = 2
n

∑
k≤ n

2
m(n, k), which proves the

claim with the constant D = 1 + 4C. ◀
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▶ Remark 15. A run of the Euclidean algorithm for the pair (n, k) with n > k ≥ n
2 will

lead to the first remainder k and then reproduce the same remainders as a run of (n, n − k).
Hence, in this case we have m(n, k) = k + m(n, n − k). From this observation, it follows
that the remainder sum in the Euclidean algorithm averaged over the range 1 ≤ k ≤ n is
( 3

8 + 2C)n + O(n 1
2 +ε).

▶ Remark 16. Using Euler’s formula for multiple zeta values, see e.g. [7, p. 509, last display
with k = 3], we can rewrite C as

C = 1
2 − 1

2ζ (3)
∑

x>y≥1

1
y (x+ y)2 . (12)

Any truncation of the infinite sum yields an upper bound for C and hence for D.

5 Reference implementation

We give a C++ implementation of the block cycle scheme as a generic algorithm. In our
implementation, we use a large buffer (governed by the constant BUFFER_SIZE) to end the
recursion and a small buffer (governed by the constant BATCH_SIZE) for batch processing
of cycle permutations. In the benchmarks, the large buffer accommodates 256 array items
whereas the small buffer is 32 bytes.

Also, we implement an early exit when the left segment and the right segment are of
equal size, in which case, we just call std::swap_ranges().

1 constexpr static struct block_cycle_t {
2 template < typename Iterator >
3 Iterator operator () ( Iterator from, Iterator middle, Iterator to ) const {
4 std::size_t l_size = middle - from;
5 std::size_t r_size = to - middle;
6 using value_type = std::decay_t< decltype( *from ) >;
7 constexpr std::size_t const buffer_size = BUFFER_SIZE;
8 constexpr std::size_t const batch_size =
9 std::max( std::size_t( 1 ), BATCH_SIZE / sizeof( value_type ) );

10 static_assert( batch_size <= buffer_size );
11 thread_local std::array< value_type, buffer_size > buffer;
12 while ( l_size > 0 && r_size > 0 ) {
13 if ( l_size < r_size ) {
14 if ( l_size <= buffer_size ) {
15 std::move( from, middle, buffer.begin() );
16 std::move( middle, to, from );
17 std::move( buffer.begin(), buffer.begin() + l_size, to - l_size );
18 break;
19 }
20 std::size_t i = 0;
21 for ( ; i < l_size - batch_size; i += batch_size ) {
22 std::move( from + i, from + i + batch_size, buffer.begin() );
23 std::size_t shift = 0;
24 for ( ; shift <= r_size - l_size; shift += l_size ) {
25 std::move( from + i + shift + l_size,
26 from + i + shift + l_size + batch_size,
27 from + i + shift );
28 }
29 std::move( buffer.begin(),
30 buffer.begin() + batch_size,
31 from + i + shift );
32 }
33 std::size_t n_remaining = l_size - i;
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34 std::size_t shift = 0;
35 std::move( from + i, from + i + n_remaining, buffer.begin() );
36 for ( ; shift + l_size <= r_size; shift += l_size ) {
37 std::move( from + i + shift + l_size,
38 from + i + shift + l_size + n_remaining,
39 from + i + shift );
40 }
41 std::move( buffer.begin(),
42 buffer.begin() + n_remaining,
43 from + i + shift );
44 from += shift;
45 middle += shift;
46 r_size -= shift;
47 continue;
48 }
49 if ( r_size < l_size ) {
50 if ( r_size <= buffer_size ) {
51 std::move( middle, to, buffer.begin() );
52 std::move_backward( from, middle, to );
53 std::move( buffer.begin(), buffer.begin() + r_size, from );
54 break;
55 }
56 std::size_t i = 0;
57 for ( ; i < r_size - batch_size; i += batch_size ) {
58 std::move( middle + i, middle + i + batch_size, buffer.begin() );
59 std::size_t shift = 0;
60 for ( ; shift <= l_size - r_size; shift += r_size ) {
61 std::move( middle + i - shift - r_size,
62 middle + i -shift - r_size + batch_size,
63 middle + i - shift );
64 }
65 std::move( buffer.begin(),
66 buffer.begin() + batch_size,
67 middle + i - shift );
68 }
69 std::size_t n_remaining = r_size - i;
70 std::move( middle + i, middle + i + n_remaining, buffer.begin() );
71 std::size_t shift = 0;
72 for ( ; shift <= l_size - r_size; shift += r_size ) {
73 std::move( middle + i - shift - r_size,
74 middle + i -shift - r_size + n_remaining,
75 middle + i - shift );
76 }
77 std::move( buffer.begin(),
78 buffer.begin() + n_remaining,
79 middle + i - shift );
80 to -= shift;
81 middle -= shift;
82 l_size -= shift;
83 continue;
84 }
85 std::swap_ranges( from, middle, middle );
86 break;
87 }
88 return ( from + r_size );
89 }
90 } block_cycle;
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A Benchmarks

We present a runtime comparison based on the implementation from section 5. We benchmark
seven algorithms (block cycling, block swapping, buffered and unbuffered trinity rotation,
buffered and unbuffered triple reverse, and std::rotate) with arrays of five different element
types (int64_t, int32_t, short, char, and long double) all of which are trivially movable.

The measurements were taken on a Intel(R) Core(TM) i7-10510U CPU @ 1.80GHz. The
cache configuration was as follows:

NAME ONE-SIZE ALL-SIZE WAYS TYPE LEVEL SETS PHY-LINE COHERENCY-SIZE
L1d 32K 128K 8 Data 1 64 1 64
L1i 32K 128K 8 Instruction 1 64 1 64
L2 256K 1M 4 Unified 2 1024 1 64
L3 8M 8M 16 Unified 3 8192 1 64

Code was compiled using Clang and GCC at optimization level 3.
The graphs in Figures 2 and 3 show runtime in nanoseconds per byte as a function of the

number of bytes in the array, i.e., the horizontal axis shows the number of elements times
the size of the element type. These graphs compare the different algorithms. The graphs
in Figures 4 and 5 present the same data, but this time we compare how the runtime of a
fixed algorithm depends on the element type of the sequence.

For trivially movable types, block cycling outperforms the other algorithms for arrays of
medium, large, and huge length. For small arrays, the results are mixed and depend on the
size of the data type: for rotating a small array of char, block cycling is faster than a trinity
rotation, whereas for rotating a small array of int64_t triple reversal appears to be optimal.

Notably the block cycle algorithm has a performance almost independent of the element
type. This phenomenon occurs to a slightly lesser degree also in the block swapping scheme;
but it is not exhibited by the other rotation algorithms. It stands to reason that this effect can
be attributed to two factors: (a) processing batches of adjacent elements and (b) preserving
the relative order of elements in all move operations. This way, a compiler can utilize machine
instructions for long words even for rotating an array of char. If a compiler uses the full
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width of hardware registers in one of the order reversing algorithms, some additional code
is needed to rearrange the byte order within the register. We also note that long double
exhibits somewhat anomalous behavior with several algorithms.

The full implementation of all compared algorithms and the measurements code can be
found on Github: https://github.com/k-u-bux/rotate-paper
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Figure 2 Performance of different rotate algorithms for arrays of long double, int64, int32, short,
and char. The x-axis shows the size of the array measure in bytes; and the y-axis shows the runtime
in nanoseconds per byte. (Code compiled with Clang++ at optimization level 3).
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Figure 3 Performance of different rotate algorithms for arrays of long double, int64, int32, short,
and char. The x-axis shows the size of the array measure in bytes; and the y-axis shows the runtime
in nanoseconds per byte. (Code compiled with GCC at optimization level 3).
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Figure 4 Performance of different rotate algorithms for arrays. The x-axis shows the size of the
array measure in bytes; and the y-axis shows the runtime in nanoseconds per byte. (Code compiled
with Clang at optimization level 3).
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Figure 5 Performance of different rotate algorithms for arrays. The x-axis shows the size of the
array measure in bytes; and the y-axis shows the runtime in nanoseconds per byte. (Code compiled
with GCC at optimization level 3).
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