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Abstract
We study balanced allocations on graphs with removals. Load arrives at each edge e at an exponential
rate and is then allocated to the vertex incident to e with the lowest current load. Load is removed
from each vertex at an exponential rate. We identify a “conductance-like” quantity that determines
if an equilibrium exists and allows us to bound the maximal load at equilibrium. Our analysis, based
on simple potential function arguments, is very robust and can also handle noise in how the load is
allocated.

We also apply our general techniques to study the synchronous version of the process above, in
which allocations and removals happen simultaneously at discrete time steps. We prove that, for
any regular graph, in equilibrium, the expected difference in load across an edge, averaged over all
edges, is at most 2. This implies, for example, that the two-choice process on the cycle has an O(n)
gap between maximal and minimal load, improving the state-of-the-art by a log n factor.
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1 Introduction

We analyse dynamic load-balancing frameworks:
load (eg, jobs or balls) is allocated to vertices (eg, servers or bins) in a balanced manner;
load is also removed – eg, once a job is completed, or a customer has received service.

Namely, a graph (or hypergraph) is placed on the set of servers, and load arrives at edges:
upon arrival, one unit of load is added to the incident vertex whose current load is lowest;
this is the famous graphical balanced allocation procedure [9], generalising the two-choices [2]
process. In contrast with standard graphical allocations, we consider a dynamic set-up in
which load is also removed from vertices. We study different frameworks for arrival and
removal of load. In particular we consider an asynchronous set-up (A), in which the arrival
and removal of load happens at exponentially distributed intervals, and a synchronous one
(B), in which arrivals and removals happen at discrete time steps.

(A) Jobs arrive at edges as Poisson processes. Each vertex (server) processes jobs (customers)
at an Exponential rate, as in M/M/1 queues. This generalises the supermarket model
[18, 19, 17, 16], which is the mean-field (complete graph) case, to arbitrary graphs.
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26:2 Graphical Balanced Allocations with Removals

In this framework, we also allow noisy comparisons: the customer may not correctly
identify which queue is shorter; see [12] for a similar setting in the static (no removals)
case.

(B) In a single (discrete) time step, one unit of load arrives at a uniformly chosen edge and
one unit of load is removed from some vertex, chosen via one of two mechanisms.

(i) Balanced (two-choice): the higher-loaded vertex of a uniformly chosen edge.
(ii) Blind (one-choice): a uniformly chosen vertex.

In this framework, in both cases, we allow loads to become negative.
Alternatively, 1/n units is removed from each vertex, where n is the number of vertices.
This version does not affect load differences, so is equivalent to not removing any load.

Both our asynchronous and synchronous frameworks can be formalised as Markov chains,
in continuous-time for the former, and discrete-time for the latter. Our main goal is to study
the length of the longest queue at equilibrium (when an equilibrium exists).

For the asynchronous framework (A), we show that the length of the longest queue
depends on a conductance-like quantity that essentially compares the average arrival rate at
a set of vertices with the average removal rate at that set. Our results rely on simple and
elegant potential function arguments; these are inherently robust, handling noise in the load
allocation naturally.

We apply a similar potential function argument to analyse our synchronous framework
(B). In particular, by exploiting symmetries in the model, we obtain (as far as we know) the
first improvement on the gap between maximal and minimal load for balanced allocations on
the cycle without removals: from n log n [22] to n.

The frameworks’ differences are summarised in Table 1.

1.1 Related Work
In the classical setting called balanced allocation [2], there is no underlying graph: balls
sample bins uniformly. If there are n bins, let gm,n denote the gap between the maximal and
average loads after m balls are allocated. A “power of two choices” phenomenon arises.

If the bin is chosen uniformly, then E[gn,n] ≍ log n/ log log n and supm E[gm,n] = ∞.
If two bins are chosen, and the ball assigned to the lesser-loaded, then E[gn,n] ≍ log log n

[2] and supm E[gm,n] < ∞ for all n [5].
A similar exponential improvement occurs in the supermarket model [16] (with services).

The first study beyond mean-field to general graphs was without services [22]. The bound
supm E[g̃m,n] ≲ (log n)/Φ⋆ was established, where g̃ denotes the gap between the maximal
and minimal loads and Φ⋆ is the conductance of the graph. This is tight for expander graphs
(ie, ones with Φ⋆ ≍ 1), but can be far from tight at the other extreme. Indeed, it gives an
n log n bound for the cycle, but the true value is conjectured to be

√
n. A corollary of our

main result in the synchronous framework (B) is the first improvement over n log n, to n.
Turning to the asynchronous framework (A) with exponential services, its stability (ie, the

existence of an equilibrium distribution) has been investigated [8, 7]. The former paper then
focuses on exact asymptotics of the two-state system, and the latter on more general allocation
methods. We obtain stability, but also estimates both on the total number of customers in
the system in equilibrium and on the maximum queue length – all via a unified approach.
Namely, we obtain a bound of order (log n)/Υ⋆, where Υ⋆ is a conductance-like quantity.

Regarding noisy comparisons, these were studied in the static set-up [12], but never the
dynamic case with exponential service, to the best of our knowledge.

For a more comprehensive discussion of related work, see Section 1.3.
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1.2 Frameworks and Main Results
We now formally describe our asynchronous and synchronous frameworks and state our main
results. We use the following notation: for functions f, g : R+ → R+, we write f ≲ g, or
g ≳ f , if lim supx→∞ f(x)/g(x) < ∞ and f ≍ g if f ≲ g ≲ f .

Table 1 Summary of the main differences between the queuing network (asynchronous) setting
and the balls-into-bins (synchronous) setting.

Model Queuing (Asynchronous) Balls-into-Bins (Synchronous)
Structure of Bins hypergraph (normal) graph
Load Comparisons only for the allocation for both allocation and removal
Queried Load Values allowed to be noisy no noise, i.e., accurate
Load Vector always non-negative may become negative

A Queueing Network (Asynchronous)
We describe precisely the set-up and results for framework (A). This is a queueing network
defined on a connected hypergraph H = (V, E) of n := |V | vertices and m := |E| edges,
where each edge e is a non-empty subset of vertices e ⊆ V . Customers arrive at an edge e at
some rate λe and are directed to the shortest queue associated with a vertex incident to e,
albeit in a noisy manner: the estimation of the queue lengths is not perfect, but is influenced
by some random variable Z. Customers depart once they have reached the front of their
queue and have been served: the queue at vertex v serves customers at rate µv.

▶ Definition 1.1. Let (µv)v∈V ∈ RV
+ and (λe)e∈E ∈ RE

+. The process X = (Xt)t≥0 is a
continuous-time Markov chain on NV with evolution governed by (µv, λe)v∈V,e∈E. Any tie is
broken uniformly.
Allocation (Arrival). At rate λe, select edge e ∈ E. Draw Zw ∼ Z independently for

each vertex w ∈ e, and assign a customer to the noisy-minimal loaded queue, ie, to
arg minw∈e{Xt

w + Zw}.
Removal. At rate µv, select vertex v ∈ V . Remove a customer from v if Xt

v ≥ 1.
We abbreviate M := maxe∈E E[maxw∈e|Zw|]. For convenience, we scale the rates to satisfy

ν :=
∑

v∈V µv +
∑

e∈E λe = n.

We introduce the fundamental “conductance-like” quantity, which must be positive.

▶ Definition 1.2. Let (µv)v∈V ∈ RV
+ and (λe)e∈E ∈ RE

+. Let S ⊆ V . Define

λ◦(S) :=
∑

e⊆S:e∈E λe and µ(S) :=
∑

v∈S µv;

these are the minimal arrival rate to S (from edges inside S) and maximal departure rate
from S. Define

Υ(S) := 1 − λ◦(S)/µ(S) and Υ⋆ := minS⊆V :S ̸=∅ Υ(S).

We emphasise that λ◦(S) only counts internal edges e, ie, ones with e ⊆ S. The ratio
λ◦(S)/µ(S) = 1 − Υ(S) is thus akin to the minimal traffic intensity for S. Further, it is
“scale invariant”: multiplying all rates by the same value has no effect on the ratio.

AofA 2026



26:4 Graphical Balanced Allocations with Removals

The following notation is also used: for a vector y ∈ RV and a set S ⊆ V , we write

yS := {yv | v ∈ S}, |y|S := {|yv| | v ∈ S} and ∥y∥1,µ :=
∑

v∈V µvyv = ⟨y, µ⟩.

We establish stability of this noisy graphical balanced allocation process. Moreover, we
quantify this with equilibrium estimates on the queue lengths. We recall the notation that,
if a random variable X has distribution µ, then Eµ[X] refers to its expectation.

▶ Theorem 1.3. Consider the set-up of Definitions 1.1 and 1.2. Suppose that Υ⋆ > 0. Then,
there exists an equilibrium distribution π for the load vector X. Moreover, in equilibrium,

Eπ[∥X∥1,µ] ≤ Υ−1
⋆ (1 + 4M)n; (A.1a)

in particular, if µv ≍ 1 uniformly in v ∈ V , then

Eπ[∥X∥1] ≲ Υ−1
⋆ (1 + M)n. (A.1b)

Furthermore, assuming that there exist constants α0 > 0 and C < ∞ such that

E[e2α maxw∈e|Zw|] ≤ 1 + Cα for all α ∈ (0, α0), e ∈ E, (A.2)

the maximal queue length in equilibrium satisfies

Eπ[∥X∥∞] ≤ max{2Υ−1
⋆ (1 + C), α−1

0 } log(2Υ−1
⋆ n/ minv∈V µv); (A.3a)

in particular, if log max{Υ−1
⋆ , 1/ minv∈V µv} ≲ log n, then

Eπ[∥X∥∞] ≲ Υ−1
⋆ log n. (A.3b)

▶ Remark 1.4. Assumption (A.2) is a mild condition on the noise. Eg, it is satisfied by sub-
Gaussian and sub-exponential random variables, both with α0 ≍ 1/C. Write d := maxe∈E |e|.

If Z ∼ N(0, σ2), then (A.2) holds with C ≍ σ
√

log d and M ≍ σ
√

log d.
If Z ∼ Exp(1/σ), then (A.2) holds with C ≍ σ log d and M ≍ σ log d.

▶ Remark 1.5. Foley and McDonald [8] define a similar conductance-type quantity:

Υ̃(S) :=
(
µ(S)−λ◦(S)

)
/|S| =

(
1−λ◦(S)/µ(S)

)
·µ(S)/|S| and Υ̃⋆ := minS⊆V :S ̸=∅ Υ̃(S).

This differs from ours by a factor Υ̃(S)/Υ(S) = µ(S)/|S|, the average departure rate from S.
The term λ◦(S)/µ(S) measures the traffic intensity to S from internal edges alone.

We can use this conductance to estimate ∥X∥1, rather than ∥X∥1,µ:

Eπ[∥X∥1] ≤ Υ̃−1
⋆ (1 + 4M)n. (A.4)

B Balls-into-Bins (Synchronous)
We describe precisely the set-up and results for framework (B). This is a discrete-time
framework, in which one unit of load is added (via the two-choice protocol) and one removed
in each step. Unlike our previous framework, the loads of vertices are allowed to become
negative. Furthermore, we allocate and remove load from vertices of a connected graph
G = (V, E) with n := |V | and m := |E|. We consider three protocols for reducing the load.
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▶ Definition 1.6. A single step of the process consists of two stages: allocation and removal.
Allocation (via Two-Choice). Choose an edge e ∈ E uniformly at random and allocate
one unit of load to the lesser-loaded endpoint: suppose that i ∈ arg mink∈e{Xt

k}; set

X
t+1/2
i := Xt

i + 1 and X
t+1/2
k := Xt

k for k ∈ V \ {i}.

Removal. Load is removed via one of three protocols.
(i) Two-Choice. Choose an edge e′ ∈ E uniformly at random and remove one unit of load

from the greater-loaded end: suppose that j ∈ arg maxk∈e′{Xt
k}; set

Xt+1
j := X

t+1/2
j − 1 and Xt+1

k := X
t+1/2
k for k ∈ V \ {j}.

(ii) Blind (One-Choice). Choose a vertex j ∈ V uniformly at random and remove one
unit of load from it: set

Xt+1
j := X

t+1/2
j − 1 and Xt+1

k := X
t+1/2
k for k ∈ V \ {j}.

(iii) Equal. Remove 1/n of a unit of load from every vertex: set

Xt+1
k := X

t+1/2
k − 1/n for k ∈ V.

In both two-choice options, ties are broken arbitrarily.

Any state-dependent choice depends on the state at the start of the round. The allocation
and removal should be viewed as happening simultaneously: their actual order is irrelevant.

We emphasise that we allow the load to go negative. This allows us to exploit the
symmetry of the system in Cases (i, ii), which are new to this paper. Since the same load
is removed from every vertex in Case (iii) and all comparisons are relative, it is actually
equivalent to the usual graphical allocations without removals from [22], after translating
the average load to 0.

Our arguments easily extend from 2-choice allocation to (1 + β)-choice in [22].

▶ Definition 1.7. Let β ∈ [0, 1]. The (1 + β)-choice allocation rule is a mixture at each step:
with probability β, allocate one ball according to the 2-choice (balanced) rule;
with probability 1 − β, allocate one ball according to the 1-choice (blind) rule.

The following notation is also used: for a vector x ∈ RV and an edge e = {i, j} ∈ E, write

∆e(x) := |xi − xj |.

▶ Theorem 1.8. Consider the set-up of Definitions 1.6 and 1.7. When using Case (ii)
or (iii) for removals, assume the graph G is degree-regular. Then, there exists an equilibrium
distribution π for the load vector X. Moreover, in equilibrium, if F ∼ Unif(E), then

Eπ[∆F (X)] ≤ 2. (B.1)

Further,

Eπ[g(X)] ≤ 2m. (B.2)

Moreover, if the graph is edge-transitive, then the following hold:

Eπ[∆e(X)] ≤ 2 for all e ∈ E; (B.3a)
Eπ[g(X)] ≤ 2n. (B.3b)

Finally, analogous results hold for the (1 + β)-choice allocation, dividing the bounds by β.

AofA 2026



26:6 Graphical Balanced Allocations with Removals

An immediate corollary of this is the first improvement over n log n for the cycle.

▶ Corollary 1.9. The expected gap for graphical balanced allocations on the n-cycle is at
most 2n.

▶ Remark 1.10. The linear gap bound (B.2) is likely far from tight in many scenarios. It
follows trivially from (B.1), as the maximum difference is at most the sum of all increments:

Eπ[g(X)] ≤ Eπ[
∑

e∈E ∆e(X)] = mEπ[∆F (X)] ≤ 2m.

This application of the triangle inequality can be very crude. Consider again the cycle.
Then, (Xk)n−1

k=0 is somewhat like a random walk: marginally, each step is symmetric and has
magnitude at most 2, by (B.1). If the increments ∆{k,k+1}(X) were independent, then it
would be a simple random walk (bridge), which has maximum order

√
n, as conjectured.

Of course, the increments are not independent. However, it’s natural to expect reasonably
fast decay of correlations, for which large-deviation estimates could be obtained.

1.3 Related Work
The topic of balanced allocations, with or without services, has received considerable study,
both in the distributed computing and queueing theory literature. The foundational work of
Azar et al. [2] established the exponential improvement in the gap, and the dynamic problem
(with arrivals and departures) was introduced by Azar et al. [2] and Mitzenmacher [18, 19].

A dynamic version with M/M/∞ queues was analysed by Luczak and McDiarmid [15].
Luczak, McDiarmid and Norris [17, 16] handled the usual M/M/1 version.

Vöcking [24] demonstrated that, rather surprisingly, a non-uniform choice of d bins with
asymmetric tie breaking can improve the gap further – however, this improvement is more
noticeable for large d and only a constant for constant d. This result was extended to
dense graphs by Kenthapadi and Panigrahy [9], who also proved gap bounds for the uniform
d-choice process on graphs with polynomial degree.

The boundedness of the gap in the much harder case of arbitrarily many balls was
established by Berenbrink et al. [5] for the complete graph. Their proof was significantly
simplified by Talwar and Wieder [23], albeit at the cost of a slightly weaker result.

A popular extension includes memory – only one bin is sampled per step, and another is
cached – introduced by Mitzenmacher, Prabhakar and Shah [20] in the static set-up, and
analysed by Luczak and Norris [14] for the supermarket model.

Peres, Talwar and Wieder [22] introduced graphical allocations, in which an edge in a
graph is chosen and the ball allocated to one of its endpoints. They established stability,
for any (hyper)graph, with a bound depending on its edge conductance. [22] leaves open
the characterisation of the gap for the n-cycle. Their bound is order n log n in this case,
far from the conjectured

√
n order. Alistarh, Nadiradze and Sabour [1] and Bansal and

Feldheim [3] both tackled this in related set-ups, including citing communication with Peres
that improving beyond n log n is hard. Our Corollary 1.9 is the first to beat n log n, providing
an order-n upper bound. Peres suggested that, up to a log n factor, the gap is the same as
that of a Gaussian free field on G. Our bound Eπ[∆e(X)] ≤ 2 on the expected increment
gives merit to this.

Other allocation methods have been analysed, such as a local search by Bogdan et al. [6]
or non-greedy algorithm for regular graphs by Bansal and Feldheim [3].

More recently, considerable attention has been paid to (arguably more realistic) scenarios,
particularly by Los, Sauerwald and Sylvester: caching/memory [13], batching [10, 4], incom-
plete information [11] and noisy comparisons [12]. The dynamic problems considered in the
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above papers are homogeneous in the sense that every server behaves in the same way. The
static problems compare the maximal and average loads, which can be viewed as a type of
dynamic problem: 1/n of a ball is removed from each bin in each step; this way, loads are
allowed to be negative and non-integer.

Our queueing model (with non-negative, integer loads) is heterogeneous: each bin (server)
has its own service rate. This set-up has been considered by Foley and McDonald [8] and
Cruise, Jonckheere and Shneer [7]. Both give necessary and sufficient conditions for stability
– ie, the existence of an equilibrium distribution – albeit from different viewpoints: [8] proves
this via a max-flow–min-cut argument in an auxiliary graph, then subsequently focus on
exact asymptotics of the two-state system; [7] focuses on necessary and sufficient conditions
for static allocations: customers arriving to an edge are directed to one of its endpoints
according to some preset probabilities. “Join the shortest queue” is an application.

None of the dynamic models of which we are aware consider noisy comparisons. The
relevance of inaccurate load information was observed as early as a survey on power-of-two-
choices by Mitzenmacher, Richa and Sitaraman [21]. It is relevant to batching too [4], in
which a batch of balls is allocated at once: the loads do not change during the allocation of
a batch, and are only updated between batches.

Our synchronous process is most akin to the graphical allocations process of [22] – in
fact, Case (iii) is equivalent. Our results are “softer” than theirs, which rely on comparison
with a mean-field model and careful estimates on the bias of certain potential functions.
One benefit of our proofs is their simplicity. In particular, we exploit stationarity to directly
estimate statistics in equilibrium, rather than estimating decay in time.

The simplicity and generality of our results also hint at potential improvements, as
outlined in Remark 1.10. Proving any of these results will require more careful estimates on
the decay of the correlations between loads on pairs of nearby vertices, which seem hard to
obtain by such “soft” arguments: likely, a deeper and more careful analysis of the process is
required. That said, we certainly feel this is highly fertile ground for future developments,
particularly for special cases such as the cycle.

1.4 Outline of Paper
The remainder of the paper is split into two sections.

§ 2 analyses the (asynchronous) queueing framework corresponding to Theorem 1.3.
§ 3 analyses the (synchronous) balls-into-bins framework corresponding to Theorem 1.8.

Both analyses rely on potential functions, and their stationarity in equilibrium. Namely,
if X = (Xt)t≥0 is a Markov chain on Ω and Φ : Ω → R is a potential function, then for
any x ∈ Ω,

ϕ(x) := Ex[Φ(X1)] − Φ(x) satisfies Eπ[ϕ(X)] = 0,

where π is the equilibrium distribution. We use the dynamics to estimate ϕ(x) directly. For
us, x ∈ Ω is a vector, with xv denoting the length of the queue associated to vertex v ∈ V .

2 (Asynchronous) Queueing Framework

Our proofs primarily rely on controlling certain potential functions Φ: namely, we show
that they drift down if they become too large. It is notationally convenient to swap to the
“uniformised” version. Recall that we chose the scaling so that the total “event rate”

ν =
∑

v∈V µv +
∑

e∈E λe = n;

with this scaling, the rate at which something happens to a given vertex, averaged over all
vertices, is 1. We then discretise according to the Poisson clocks.

AofA 2026



26:8 Graphical Balanced Allocations with Removals

This section is broken down into subsections with the following structure. First, the
framework and notation are set up in Section 2.1. Then, Equations (A.1) and (A.3) are
established via specific choices of potential function. The existence of an equilibrium
distribution π is assumed throughout these proofs; justification for its existence is given
in § 2.4.

2.1 Framework and Notation
We develop the potential-function framework, setting the notation.

▶ Definition 2.1. Let f : R → R. For x ∈ NV and z ∈ RV , define

Φf (x) :=
∑

v∈V f(xv) and ϕf (x, z) := n
(
Ex[Φf (X1) | Z = z] − Φf (x)

)
.

The factor of n is convenient so as not to normalise by ν = n. Also, define

∆±f(χ) := f(χ ± 1) − f(χ) for χ ∈ R. (2.1)

To clarify, X1 is the state after one event – ie, either an arrival event to e ∈ E or a
departure event from v ∈ V , the latter of which has no effect if xv = 0 – and Z is the noise.
For ease of notation, we sample Zv ∼ Z for all v ∈ V in every step, regardless of whether all
these random variables are actually used.

Before specialising the choice of f , we give a general upper bound for ϕf (x, z). For
notational convenience, we abbreviate max xe := maxw∈e xw and min xe similarly.

▶ Lemma 2.2. Let f : R → R be convex and nondecreasing. In the above framework,

ϕf (x, z) ≤
∑

v∈V µv1{xv ̸= 0}∆−f(xv) +
∑

e∈E λe∆+f(min xe + 2 max|z|e).

Proof. We estimate the expected one-step change:

ϕf (x, z) ≤
∑

v∈V µv1{xv ̸= 0}
(
f(xv − 1) − f(xv)

)
+

∑
e∈E λe

∑
v∈e 1{v ∈ arg minw∈e{xw + zw}}

(
f(xv + 1) − f(xv)

)
.

The lack of equality is because the minimiser of {xw + zw} may not be unique: in the right-
hand side, a ball is added to every minimiser; the inequality is valid since f is nondecreasing.
This can be made an (almost-sure) equality by perturbing the noise infinitesimally.

We do not (necessarily) have xv = min xe in the last sum, but instead a “noisy minimum”:

if v ∈ arg minw∈e{xw + zw}, then xv ≤ xu + zu − zv for all u ∈ e;

in particular, choosing u to be any minimiser of min xe,

xv ≤ min xe + |z|v + |z|u ≤ min xe + 2 max|z|e.

Using the notation ∆± from Equation (2.1), and convexity of f , completes the proof. ◀

2.2 Quadratic Potential
We use a quadratic potential to establish Equations (A.1) and (A.4).

▶ Lemma 2.3. Let f(χ) := χ2 for χ ∈ R. Then,

ϕf (x, z) ≤ −2Υ⋆∥x∥1,µ + n + 4
∑

e∈E λe max|z|e for all (x, z) ∈ NV × RV .
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Proof. First, ∆±f(χ) = ±2χ + 1 for all χ ∈ R. In particular,

∆+f(min xe + 2 max|z|e) = 2 min xe + 1 + 4 max|z|e; (2.2)

this linearity means we can separate the “main” and “noise” terms additively. First,∑
e∈E λe∆+f(min xe) =

∑
e∈E λe(2 min xe + 1)

= 2
∑

e∈E λe min xe +
∑

e∈E λe (2.3a)

and∑
v∈V µv1{xv ̸= 0}∆−f(xv) =

∑
v∈V µv1{xv ̸= 0}(−2xv + 1)

= −2
∑

v∈V µvxv +
∑

v∈V µv1{xv ̸= 0}, (2.3b)

since χ1{χ ̸= 0} = χ. Define the sweep sets:

Sr(y) := {v ∈ V | yv > r} for y ∈ [0, 1]V and r ∈ [0, 1].

Assume x ̸= 0 and let x̂ := x/∥x∥∞; abbreviate Sr := Sr(x̂). Let R ∼ Unif(0, 1). Then,∑
e∈E λe min x̂e =

∑
e∈E λe P[e ⊆ SR] = E[λ◦(SR)]

and∑
v∈V µvx̂v =

∑
v∈V µv P[v ∈ SR] = E[µ(SR)].

In particular, still assuming x ̸= 0,∑
e∈E λe min x̂e −

∑
v∈V µvx̂v = E[λ◦(SR) − µ(SR)]

≤ −Υ⋆∥x∥∞ E[µ(SR)] = −Υ⋆∥x∥1,µ. (2.4)

This holds when x = 0 too: both sides are 0. Plugging (2.2, 2.3, 2.4) into Lemma 2.2,

ϕf (x, z) ≤ −2Υ⋆∥x∥1,µ +
∑

v∈V µv1{xv ̸= 0} +
∑

e∈E(1 + 4 max|z|e)λe

≤ −2Υ⋆∥x∥1,µ + n + 4
∑

e∈E λe max|z|e,

recalling the scaling
∑

v∈V µv +
∑

e∈E λe = n. ◀

Proof of Equation (A.1). In equilibrium, Eπ[ϕf (X, Z)] = 0 for any f . Hence, by Lemma 2.3,

Eπ[∥X∥1,µ] ≤ 1
2 Υ−1

⋆ (n + 4
∑

e∈E λe E[max|Z|e]),
≤ 1

2 Υ−1
⋆ (n + 4 maxe∈E E[max|Z|e]

∑
e∈E λe) ≤ 1

2 Υ−1
⋆ (1 + 4M)n,

which is Equation (A.1a). Equation (A.1b) follows immediately, as ∥x∥1 ≍ ∥x∥1,µ for all
x ∈ RV in this case. ◀

The same proof can be used for the adjusted conductance Υ̃⋆ from Remark 1.5.

Proof of Equation (A.4). The only change to the proof is to use the inequality λ◦(SR) −
µ(SR) ≤ −Υ̃⋆|SR| in place of λ◦(SR) − µ(SR) ≤ −Υ⋆µ(SR) in Equation (2.4). ◀
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26:10 Graphical Balanced Allocations with Removals

2.3 Exponential Potential
We use an exponential potential to establish Equation (A.3).

▶ Lemma 2.4. Let α > 0 and f(χ) := eαχ for χ ∈ R. Assume that Equation (A.2) holds:

E[e2α|Z|e ] ≤ 1 + Cα for all α ∈ (0, α0),

for some constants α0 > 0 and C < ∞. Then,

E[ϕf (x, Z)]/(eα − 1) ≤ − 1
2 Υ⋆∥eαx∥1,µ + n if α ≤ min

{ 1
2 Υ⋆/(1 + C), α0

}
.

Proof. The argument for the exponential potential follows similar lines. First,

∆+f(χ) = eαχ(eα − 1), and ∆−f(χ) = −eαχe−α(eα − 1) for all χ ∈ R.

In particular,

∆+f(min xe + 2 max|z|e)/(eα − 1) = eα min xee2α max|z|e ,

and we can separate the “main” and “noise” terms multiplicatively.
By taking expectation over the noise straight away, which is independent of x by assump-

tion, we do not need to bound
∑

e∈E λeeα min xee2α max|z|e , as in Lemma 2.2. Indeed,

E[∆+f(min xe + 2 max|Z|e)/(eα − 1)] ≤ eα min xe(1 + Cα). (2.5)

The change of variables yv := eαxv (v ∈ V ) makes this analogous to the sum in Lemma 2.3.
Abbreviating Sr := Sr(y/∥y∥∞), when y ̸= 0, and letting R ∼ Unif(0, 1),∑

e∈E λeeα min xe =
∑

e∈E λe min ye = ∥y∥∞ E[λ◦(SR)] (2.6a)
and∑

v∈V µv1{xv ̸= 0}eαxv =
∑

v∈V µv(eαxv − 1) +
∑

v∈V µv1{xv ̸= 0}
=

∑
v∈V µvyv −

∑
v∈V µv1{xv = 0}

= ∥y∥∞ E[µ(SR)] −
∑

v∈V µv1{xv = 0}, (2.6b)

since (eαχ − 1)1{χ ̸= 0} = eαχ − 1. Plugging (2.5, 2.6) into Lemma 2.2,

E[ϕf (x, Z)]/(eα − 1) ≤ ∥y∥∞ E
[
(1 + Cα)λ◦(SR) − e−αµ(SR)

]
+

∑
v∈V µv1{xv = 0}

≤ ∥y∥∞
(
(1 + Cα)(1 − Υ⋆) − (1 − α)

)
E[µ(SR)] + n (2.7)

≤ (α(1 + C) − Υ⋆)∥y∥1,µ + n

≤ − 1
2 Υ⋆∥eαx∥1,µ + n if α ≤ min

{ 1
2 Υ⋆/(1 + C), α0

}
. ◀

Proof of Equation (A.3). In equilibrium, Eπ[ϕf (X, Z)] = 0 for any f . So, by Lemma 2.4,

Eπ

[
∥eαX∥1,µ

]
≤ 2Υ−1

⋆ n if α ≤ min
{ 1

2 Υ⋆/(1 + C), α0
}

.

By concavity, using Jensen’s inequality, taking α := min{ 1
2 Υ⋆/(1 + C), α0},

Eπ[∥X∥∞] ≤ α−1 logEX∼π

[
∥eαX∥1,µ/ minv µv

]
≤ max{2Υ−1

⋆ (1 + C), α−1
0 } log(2Υ−1

⋆ n/ minv µv) ≍ Υ−1
⋆ log n,

provided log Υ−1
⋆ ≲ log n and log(1/ minv µv) ≲ log n, as in the theorem’s hypothesis. ◀
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We could not adapt this proof to the adjusted conductance Υ̃⋆ from Remark 1.5, even with-
out noise – ie, C = 0 in Equation (A.2). Indeed, the analogous inequality to Equation (2.7) is

λ◦(SR) − e−αµ(SR) ≤ −Υ̃⋆|SR| + (1 − e−α)µ(SR) ≤ −Υ̃⋆|SR| + αµ(SR).

This extra term is not easy to handle. Even taking expectation,

∥y∥∞ E[|SR|] =
∑

v∈V yv = ∥y∥1 and ∥y∥∞ E[µ(SR)] =
∑

v∈V µvyv = ∥y∥1,µ.

It is not clear how to relate ∥y∥1 and α∥y∥1,µ, without restrictive bounds on µ.

2.4 Existence of an Equilibrium Distribution
Finally, we justify the existence of an equilibrium distribution.

▶ Lemma 2.5. There exists a unique equilibrium distribution when Υ⋆ > 0.

Proof. The quadratic potential estimate Lemma 2.3 says that, for the quadratic function f ,

ϕf (x, z) ≤ −2Υ⋆∥x∥1,µ + n + 4
∑

e∈E λe max|z|e.

Since the space is finite-dimensional, there exists a constant C such that ϕf (x, z) ≤ −1
whenever ∥x∥2 ≥ C. Existence and uniqueness of an equilibrium distribution now follows
from the standard Lyapunov argument using the drift of this function. ◀

3 (Synchronous) Balls-into-Bins Framework

This section is broken into subsections with the following structure.

1. Cases (i, ii) in which a ball is removed are similar, and are handled together in § 3.1.
2. Case (iii) in which the load is reduced equally (or, equivalently after translating, no ball

is removed) is slightly different, due to the non-local changes; it is handled in § 3.2.
3. Equation (B.3) follows from Equation (B.1) in a case-agnostic, as shown in § 3.3.
4. We assume throughout the previous sections that an equilibrium distribution π exists.

Justification for its existence is given in § 3.4.

We consider the quadratic potential (ie, the ℓ2 norm) in each of the three cases (i, ii, iii).

3.1 Cases (i, ii): Single Removal
First, we estimate the change in ℓ2 norm when a ball is added to i and removed from j.

▶ Lemma 3.1. Let x ∈ ZV . Let i, j ∈ V , and define x′ ∈ ZV by

x′
k := xk + 1{k = i} − 1{k = j} for k ∈ V.

Then,

∥x′∥2
2 − ∥x∥2

2 = 2
(
1 − (xj − xi)

)
− 21{i = j} ≤ 2

(
1 − (xj − xi)

)
.

Proof. We calculate the change directly, distinguishing whether i = j or not:

∥x′∥2
2 − ∥x∥2

2 =
(
(xi + 1)2 − x2

i + (xj − 1)2 − x2
j

)
1{i ̸= j}

= 2
(
1 − (xj − xi)

)
1{i ̸= j}

= 2
(
1 − (xj − xi)

)
− 21{i = j}

≤ 2
(
1 − (xj − xi

)
). ◀
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26:12 Graphical Balanced Allocations with Removals

Starting in equilibrium, the left-hand side is 0 in expectation.

▶ Corollary 3.2. Suppose that a ball is added to I and removed from J in a single step. Then,

Eπ[XJ ] − Eπ[XI ] = 1 − Pπ[I = J ] ≤ 1.

To emphasise, this is “doubly random”, averaging over both X and (I, J).

A key trick, relying on linearity of expectation, is to deduce a bound on the increment
across an edge. This involves a coupling (I ′, J ′), with marginals I ′ ∼ I and J ′ ∼ J .

▶ Lemma 3.3. Consider Case (i) or (ii). Let F ∼ Unif(E) be a uniform edge. Then,

Eπ[∆F (X)] ≤

{
1 in Case (i),
2 in Case (ii).

Proof of Equation (B.1) for Cases (i, ii). This follows from Lemma 3.3. ◀

Proof of Lemma 3.3. The pair (I, J) has a particular correlation structure. However, the
bounds in Corollary 3.2 depend only on their marginals. So, to estimate this upper bound,
we may replace (I, J) with any other pair (I ′, J ′) which have the same marginals, without
restriction on their correlation. In particular, we choose a single edge uniformly.

Let I ′ be the lesser-loaded endpoint of the edge.
Let J ′ = J i or J ′ = J ii depending on the case:

(i) let J i be the greater-loaded endpoint, breaking ties so that J i ̸= I ′;
(ii) let J ii be a uniformly chosen endpoint, and assume the graph is regular.

Hence, writing simply J ′ implies that the statement holds for both cases,

E[xJ′ − xI′ ] = E[xJ′ ] − E[xI′ ] = E[xJ ] − E[xI ].

By construction, {I ′, J i} ∼ Unif(E), and xJ i − xI′ ≥ 0. Now, J ii ∼ Unif({I ′, J i}). If
J ii = I ′, then nothing happens: x′ = x and xI′ = xJ ii . Otherwise, J ii = J i. Hence,

E[xJ ii − xI′ ] = 1
2 E[xJ i − xI′ ] = 1

2 E[∆F (x)] where F ∼ Unif(E).

Plugging this into Corollary 3.2, we deduce the claimed bound on E[∆F (X)]. ◀

We can use this to obtain a bound on the expected gap, à la Equation (B.2).

Proof of Equation (B.2) for Cases (i, ii). Let i, j ∈ V , and (k0, ..., kL) be a path from i to
j in G – ie, k0 = i, kL = j and {kℓ−1, kℓ} ∈ E for all ℓ ∈ [L]. Then,

|xj − xi| =
∣∣∑L

ℓ=1(xkℓ
− xkℓ−1)

∣∣ ≤
∑L

ℓ=1|xkℓ
− xkℓ−1 | ≤

∑
e∈E ∆e(x).

The right-hand side is independent of (i, j), and hence bounds g(x) = maxi,j∈V |xj − xi|.
Taking expectation over X ∼ π and using (B.1) yields Equation (B.2) in Cases (i, ii). ◀

3.2 Case (iii): Equal/No Removals
The structure is very similar to the previous section, just the estimates are slightly different.
As before, we estimate the change in ℓ2 norm when a ball is added to i and removed from j.
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▶ Lemma 3.4. Let x ∈ ZV with
∑

k∈V xk = 0. Let i ∈ V , and define x′ ∈ ZV by

x′
k := xk + 1{k = i} − 1/n for k ∈ V.

Then,

∥x′∥2
2 − ∥x∥2

2 = 2xi + 1 − 1/n ≤ 2xi + 1.

Proof. Again, we calculate the change directly, using
∑

k∈V xk = 0:

∥x′∥2
2 − ∥x∥2

2 = (xi + 1 − 1/n)2 − x2
i +

∑
j:j ̸=i

(
(xj − 1/n)2 − x2

j

)
= 2(1 − 1/n)xi + (1 − 1/n)2 − 2

∑
j:j ̸=i xj/n +

∑
j:j ̸=i 1/n2

= 2(1 − 1/n)xi + 2xi/n + (n − 1)2/n2 + (n − 1)/n2

= 2xi + 1 − 1/n ≤ 2xi + 1. ◀

Starting in equilibrium, the left-hand side is 0 in expectation.

▶ Corollary 3.5. Suppose a ball is added to I and 1/n is removed everywhere in a single step.
Then,

Eπ[XI ] = − 1
2 (1 − 1/n) ≥ − 1

2 .

To emphasise, this is “doubly random”, averaging over both X and I.

A different trick, still relying on linearity of expectation, is required here.

▶ Lemma 3.6. Consider Case (iii). Let F ∼ Unif(E) be a uniform edge. Then,

Eπ[∆F (X)] ≤ 1.

Proof of Equation (B.1) for Case (iii). This follows from Lemma 3.6. ◀

Proof of Lemma 3.6. Let x ∈ ZV with
∑

k∈V xk = 0. Let

Σe(x) :=
∑

k∈e xk for e ∈ E.

Again, we choose a single edge F ∼ Unif(E) uniformly. Let I/J be the lesser-/greater-loaded
endpoints of F , respectively, with respect to x. Then,

xI = xI ∧ xJ = 1
2
(
ΣF (x) − ∆F (x)

)
.

Now, recalling that the graph is regular in this case, each vertex is counted by 2m/n edges,

Ex∼π[ΣF (x)] = 1
m

∑
e∈E Σe(x) = 1

m

∑
e∈E

∑
k∈e xk = 2

n

∑
k∈V xk = 0.

Hence,

Eπ[∆F (X)] = Eπ[∆F (X) − ΣF (X)] = Eπ[−2XI ] ≤ 1. ◀

Proof of Equation (B.2) in Case (iii). This follows from (B.1) as in Cases (i, ii). ◀

We now explain how to adjust this to the (1 + β)-choice process.

Adjustments for (1 + β) Process. Denote the regular degree of G by d. Define G′ = (V, E′)
by augmenting G = (V, E) with a weight- 1

2 αd self-loop at each vertex, where α := 1/β − 1.
If a self-loop is selected, the ball must be assigned to that vertex. Thus, two-choice

allocation in G′ is equivalent to (1 + β)-choice allocation in G. The probability that
F ′ ∼ Unif(E′) is a self-loop is α/(1 + α) = 1 − β, and ∆e(x) = 0 for self-loops e ∈ E′. Hence,

EF ′∼Unif(E′)[∆′
F (x)] = EF ∼Unif(E)[∆F (x)]/β ≤ 2/β.

The bound on the gap follows from this estimate exactly as before. ◀
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3.3 Edge-Transitive Graphs
We now explain the specialisations required in the edge-transitive case.

Proof of Equation (B.3a). By (B.1), 1
m

∑
e∈E Eπ[∆e(X)] = Eπ[∆F (X)] ≤ 2, but the sum-

mand Eπ[∆e(X)] does not depend on e ∈ E. So, every term in the sum is at most 2. ◀

The second claim requires a little more thought. We say a subset T ⊆ E is a generating
subset if, for all i, j ∈ V , there is a path Ti,j between i and j with edges in T .

▶ Lemma 3.7. Let T ⊆ E be a generating subset. Let w(e) := Eπ[∆e(X)] for e ∈ E. Then,

Eπ[g(X)] ≤ w(T ).

Proof. The proof follows the same idea as before:

g(x) = maxi,j∈V |xi − xj | ≤ maxi,j∈V

∑
e∈Ti,j

∆e(x) ≤
∑

e∈T ∆e(x). ◀

Proof of Equation (B.3b). Again, w(e) := Eπ[∆e(X)] does not depend on e ∈ E in the
edge-transitive case, and is uniformly upper bounded by 2, by Equation (B.3a). Hence, by
Lemma 3.7,

Eπ[g(X)] ≤ w(T ) ≤ 2|T |.

Taking T to be an arbitrary spanning tree, |T | = n − 1 ≤ n. ◀

3.4 Existence of an Equilibrium Distribution
Finally, we justify the existence of an equilibrium distribution. This follows easily from an
extremely crude potential (Lyapunov) function argument.

▶ Lemma 3.8. There exists an equilibrium distribution in all cases.

Proof. We handle Cases (i, ii) first. By Lemma 3.1,

1
2
(
Ex[∥X1∥2

2] − ∥x∥2
2
)

≤ 1 − Ex[xJ − xI ] = 1 − Ex[∆F (x)]

where we define (I, J) from F ∼ Unif(E) as before. Notice ∆e(x) ≥ 0 and there are at
most 1

2 n2 edges. Therefore, Ex[∆F (x)] ≥ ∥∆(x)∥∞/n2, recalling that we allow I = J , with
probability 1

2 , in Case (ii). In particular, if ∥∆(x)∥∞ ≥ 2n2, then this establishes the required
drift of the function x 7→ ∥x∥2

2. For example, ∥x∥∞ ≥ 2n3 implies ∥∆(x)∥∞ ≥ 2n2.
The argument for Case (iii) is similar, and omitted. It also follows from [22]. ◀
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