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Abstract
We introduce a process that inserts elements into a hash table with a bounded number of probes,
motivated by an application in cryptography. The cost of this algorithm is the number of insertion
trials, whether successful or failed, until the table gets completely filled. This gives an interpolation
between linear probing hashing and the coupon collector problem. We show that the process is related
to a non-linear differential equation, which allows us to obtain the generating function of full tables.
The proofs involve a full algebra of operators, which are themselves of independent interest. Then,
we obtain the asymptotic behaviour of the expected number of insertion trials to get a full table.
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1 Introduction

A teacher has n students, and, during each of her problem-solving sessions, she picks a
student uniformly at random and asks him to go to the blackboard to correct an exercise.
But, if the student already went to the blackboard during a previous session, the teacher
calls up to the board the next student in the alphabetical order (and so on, until she gets
a student who has not yet demonstrated his talents!). However, if she consecutively gets p

students who already went to the blackboard, she gives up the idea of questioning a student,
and she solves the problem herself.

This process crucialy depends of the bounded number of daily probes p, and by analogy
with famous problems we will explain shortly, it makes sense to call it bounded linear probing.
This process is in fact at the crossing of two famous seminal problems: one in probability
theory, and one in computer science. Indeed, for p = 1, the waiting time to question all the
students is exactly the classical coupon collector problem (how many rolls of dice are needed
to get an occurrence of each face?), a problem which has its roots in De Moivre’s Doctrine of
Chances, in 1708. This book, although quite elementary nowadays, is remarkable, not only
as it is the first book in probability theory (with the posthumous Ars Conjectandi of Jacob
Bernoulli in 1713), but also as it considers asymptotic questions and can furthermore be seen
as a prehistoric introduction of the symbolic method for generating functions (polynomials).
The limit law of this waiting time was (in disguise) derived by Laplace. Indeed, in the next
major book in the history of probability theory, Laplace’s Théorie analytique des probabilités,
one can find (inter alia, in the chapter II.4, p. 196 of the 1812 edition) the double exponential
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28:2 Bounded Linear Probing Hashing

expression exp(− exp(−x)), a distribution “independently” rederived 150 years later by Erdős
and Rényi [6]. It is an extreme value distribution, nowadays called Gumbel distribution (see
e.g. [1] for more on it). Applications of the p = 1 bounded linear probing are multitudinous
and include for example estimations of the number of species in some wild environments
(similarly to heuristics based on the birthday paradox), or factorization into prime numbers
(via Pollard’s rho algorithm; see [8]).

Next, for p = n, the process corresponds to a fundamental way to store data in the
memory of a computer, called hashing with linear probing. There is a full section dedicated to
this topic in Knuth’s Art of Computer Programming (see [17, Chapter 6.4], and Algorithm L
therein). In fact, this algorithm was Knuth’s first analysis of an algorithm in Summer 1962
(see Fig. 1), which triggered his interest for the field he later developed, the average-case
analysis of algorithms, and had a strong influence on the structure of the book The Art of
Computer Programming. This problem has an incredibly rich history and offers links with
many algorithms and combinatorial structures (connectivity in random graphs, coalescent
processes, parking functions, etc.; see [4,16,18,23]). The corresponding limit law was derived
in 1997 by Flajolet, Poblete, and Viola [9]. They proved that this limit law is the same as
the law of the area below the Brownian excursion, the moments of which are given by the
log-derivative of the Airy function (see Janson [12–14] for several generalizations of these
results, and [3] for a survey on the Airy distribution(s)).

Now, what can be said on the process for 1 < p < n, when n gets large? In this article,
we lay the groundwork of its analysis, focussing on a question motivated by an application in
cryptography.

Figure 1 Bounded linear probing can be seen as an interpolation between the coupon collector
problem and the linear probing hashing, offering a bridge between several seminal works (of De
Moivre, Laplace, Knuth, and Flajolet et al.). The four images are clickable.

https://books.google.fr/books?id=3EPac6QpbuMC&pg=PA1
https://gallica.bnf.fr/ark:/12148/btv1b8625611h/f7.image
https://lipn.fr/~cb/Papers/img/knuth_note.png
https://inria.hal.science/inria-00073424v1/file/RR-3265.pdf
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2 Cryptographic motivations

In this section, we provide an application of bounded linear probing in cryptography. The
reader not interested by this type of application can jump directly to Section 3.

Several widely-deployed digital signature schemes follow the “hash-and-sign” paradigm.
They are based on a trapdoor one-way function F (such as RSA) and a cryptographic hash
function H (such as SHA256). A legitimate user has a public verification key vk and a private
signing key sk. The function Fvk is specific to the user, easy to evaluate but computationally
hard to invert, except for someone who knows sk. A signature σ of a message M satisfies
H(M) = Fvk(σ). The legitimate user produces σ by computing a preimage of H(M) for Fvk
thanks to his signing key sk. The security of the scheme depends on the one-wayness of F
and on the collision-resistance of H.

We consider second preimage attacks against cryptographic hash functions. In this setting,
an attacker receives an arbitrary bit string w and must produce y ≠ w such that H(w) = H(y),
where y is the “second preimage”. If successful, the attacker could try to avoid being
bound by their previous signatures. Indeed, suppose I digitally signed a contract w for a loan,
and the bank stored my signature σ along with my verification key. If I stop paying my
instalments, the bank will take me to court, show (σ, vk) to the judge and demand that I fulfil
my obligations. But if I could find a second preimage y of the contract w, I could argue that I
signed a contract involving another amount! There is a low probability that I will succeed in
finding a preimage leading to another meaningful contract, but, with an army of pirate bots
trying this on many other random cases, the probability of a breach becomes much higher.

We briefly describe the construction of cryptographic hash functions similar to SHA256,
focussing only on what will be relevant for us. Starting with a fixed-size hash function
f : {0, 1}n × {0, 1}m → {0, 1}n there is a classical way to extend it to a more generic and
useful hash function H : {0, 1}∗ → {0, 1}n. In order to hash a long bit string w ∈ {0, 1}∗, we
split it into m-bit words w = w1 . . . wℓ. Here, if the length of wℓ is < m, we apply a padding
scheme. For instance, we could append to it the pattern 10∗ (a single 1 bit, and the right
number of trailing 0 bits) to ensure that the last word wℓ has length m. An arbitrary initial
value h0 is chosen once and for all, and we define hi = f(hi−1, wi). Then the hash of w is
defined as H(w) := hℓ. It depends on all the bits of w.

Let us now describe a simple procedure which is sometimes called the “long-message attack”
as it becomes more efficient when the target message w is long. An old observation [22] is that
finding a word z ̸= w1 such that f(h0, z) = hi yields a second preimage y := zwi+1 . . . wℓ.
The point is that z can replace the prefix w1 . . . wi since it yields the same chaining value hi.
Current widely-deployed padding schemes (like Merkle–Damgård mode of operation [5, 19])
prevent the direct exploitation of this idea, but some exploits are still possible [15].1

The problem can be simplified and abstracted away as follows:

Algorithm LMA (“Long-message attack”). Given f : A×B → A, with |B| ≥ |A| = N

and w ∈ Bℓ, find (i, z) such that hi = f(h0, z), where hi = f(hi−1, wi).
L1. [Fill.] Initialize an empty dictionary D. Set h ← h0. For 1 ≤ i < ℓ: set hi ←

f(hi−1, wi) and store the binding hi 7→ i into D.
L2. [Probe.] Repeat N/ℓ times: pick a random z ∈ B and emit the pair (i, z) for all

bindings f(h0, z) 7→ i in D.

1 Accordingly, note that the NIST (National Institute of Standards and Technology) lists three fundamental
properties to approve a hash function: collision resistance, preimage resistance and second preimage
resistance. See https://csrc.nist.gov/projects/hash-functions.
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28:4 Bounded Linear Probing Hashing

The success probability is 1 − (1 − ℓ/N)N/ℓ = 1− 1/e + O(1/n). The total number of
evaluations of f is ℓ + N/ℓ (minimized when ℓ ≈

√
N) and the dictionary stores ℓ items.

However, the attacker may be forced to work with ℓ≪
√

N because of constraints on the
amount of available memory. In this case, the total number of operations is dominated by
the N/ℓ iterations of the “probe” phase and the algorithmic choices of the attacker aim at
minimizing it. For instance, using a more compact dictionary enables the use of a larger
value of ℓ and thus reduces the total number of iterations. Our experience with cryptographic
functions suggests that evaluating f can be as costly as probing a large array at a random
location. We therefore focus on the total number of operations in the dictionary queries. In
algorithm LMA, the relevant performance metric is not only the raw speed of (unsuccessful)
queries to the dictionary, but the ratio: [Time per (unsuccessful) query] / [Number of stored
items] (lower is better), under the constraint that only M bits of memory are available.

A simple solution consists in using a hash table with linear probing to implement the
dictionary. Using an array of size ℓ/α yields a “load factor” of α, and the expected running
time of unsuccessful probes is ≈ 0.5(1+1/(1−α)2). The array uses ℓ

α (log2 ℓ+log2 N) bits and
the total number of expected memory accesses during the probe phase is N

2ℓ (1 + 1/(1− α)2).
The attacker tries to minimize this under the constraint that the array fits in M available
bits of memory. Under the (conservative) assumption that ℓ ≤M (at least one bit per entry),
we use ℓ

α (log2 M + log2 N) as an upper bound on the size of the array, which leads to the
choice ℓ = Mα/(log2 M + log2 N). Then, the total expected number of memory accesses is
N(log2 M+log2 N)

M
1+1/(1−α)2

2α , so that the best choice for α is α ≈ 0.4 (this minimizes the rational
fraction in α). The total number of memory accesses then becomes 4.72... N

M log2(NM).
In this solution, only 40% of the available memory actually stores data, and each

membership test requires probing ≈ 1.91 memory locations on average. This suggests
a simple and radical solution: modify the linear probing scheme to examine at most p

consecutive memory locations (say, p = 2). This mimics the process outlined at the beginning
of the introduction. This means that some hi’s will not be present in the dictionary. However,
a major advantage of this scheme is that dictionary operations run in worst-case constant
time, regardless of the size or fill ratio of the hash table. This makes it possible to fill the
hash table almost completely, without degrading query performance.

All-in-all, we empirically observed a 3× speedup in the running-time of algorithm LMA
using bounded linear probing. More precisely, we conducted the following two experiments
on a single core of a server equipped with an Intel Xeon Gold 5220 CPU, with “turbo
boost” disabled. A 1GB array is allocated, containing 227 64-bit integers, and is used as a
hash table. In one case, 0.4 × 227 random 64-bit integers are inserted using classic linear
probing, then a large number of random 64-bit integers are queried against the hash table (all
queries are unsuccessful). Each query requires 99 CPU cycles on average. Then in the other
experiment, bounded linear probing with p = 2 probes is used. 2× 227 insertion attempts are
performed (yielding an occupancy of 95.7% in the table), then random membership queries
are also performed using bounded linear probing. Each query requires 80 CPU cycles (we
speculate that the branch prediction logic of the CPU takes advantage of the fixed number
of iterations, yielding better performance). The ≈ 25% reduction in CPU cycles per query to
the dictionary, coupled with a ≈ 2.4-fold increase in occupancy, reduce the total number of
CPU cycles spent in dictionary operations by a factor of almost 3.

This application suggests several questions about bounded linear probing. What is the
probability that an insertion succeeds, given the current fill ratio? How many insertions
must be attempted, on average, to fill the table completely? This offers a full programme of
research, for which we answer the last question in this article.
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3 Combinatorial model

In this section, we follow Flajolet’s maxim: “If you can specify it, you can analyse it!” We
derive the PDE that describes the bivariate generating functions of full and almost-full tables.
In the next section, we obtain their closed form in terms of elementary and integral functions.

In order to analyse the algorithmic aspects of bounded linear probing, we count the
number of ways to insert k elements into an array of size n, probing at most p consecutive
cells for each attempt, such that m insertions actually succeed. We start by grouping these
arrays (hash tables) with at least a single empty position, into equivalence classes. Each
class is represented by an array that leaves its last position empty. Two arrays are equivalent
if they can be obtained from the other by a rotation of the positions. Knuth [17, § 6.4] relied
on this grouping in his analysis of linear probing, and dubbed it as “circular symmetry”.

Now, define a table as a couple of two sequences (array, trash bin) where the array has
some of its cells filled by an element, and where the trash bin which can contain any number
≥ 0 of elements. In the array the first cell has index 0, and the last cell has index n.

A table is said full if the array is fully filled.
A table is said finally-free if its last cell is empty (there may be several other empty cells).
A table is said almost full if the array is fully filled, except its last cell.

For these three types of tables, the trash bin can have any number ≥ 0 of elements.
Any finally-free table can be decomposed as a concatenation of almost-full tables:

≡ .

(The respective trash bins being also concatenated.) The advantage of this approach is
that the relevant properties (such as the number of elements inside a table, or the number
of thrown elements, or the number of positions in the table. . . ) are all just a sum of the
respective numbers of each almost-full table.

For a fixed maximum number of probes p, and a fixed number of positions n + 1, the
labeled combinatorial objects we wish to enumerate are the ordered sequences of preferred
positions (for the elements to be inserted) that give rise to an almost-full table. Such a
sequence, let us call it (i1, . . . , in+r) (with 0 ≤ ij ≤ n), will have n elements inserted and
r elements thrown away (i.e., not inserted), and the labels are the order of the elements
inside the sequence (e.g. ik has label k ). This sequence2 indicates that we have to insert the
first element at the first free position ≥ i1 and < i1 + p, the second element at the first free
position ≥ i2 and < i2 + p, and so on. For example when p = 2 and n + 1 = 4, the sequence
(0, 1, 0, 2) gives an almost-full table where the third element is thrown:

Preferred positions: (0, 1, 0, 2)
Labels: 1, 2, 3, 4

0 1 2 0

Trash

1, 2, 4 3

and the sequence (2, 0, 1, 2) does not produce an almost-full table, but a full table:

Preferred positions: (2, 0, 1, 2)
Labels: 1, 2, 3, 4

0 1 2 2
Trash2, 3, 1, 4

2 In some works, such a sequence is sometimes called parking sequence, or hash sequence, or it can also be
called capricious wife sequence (sic!), following the seminal mischievous presentation of [18, Section 6],
later also popularized by Knuth: “On a parking, a husband dutifully parks as soon as his wife asked
him to park...”.

AofA 2026



28:6 Bounded Linear Probing Hashing

Despite the possible repetitions of values in the initial sequence, and the dependencies in
the construction process of the hash table, we show in the next section how to count these
combinatorial objects with some operators related to the symbolic method [10].

We define an,r as the number of sequences of length n + r that produce an almost-full
table with n+1 positions, having discarded r elements. So, in particular, one has an,r ≤ nn+r.
We then consider the exponential generating function Ap(z, u) =

∑
n,r

an,r

(n+r)! z
n+run+1. For

simplicity, we write A(z, u) instead of Ap(z, u), since the parameter p is fixed and can be
inferred from context. We also use the notations Az (z, u) := ∂A(z,u)

∂z and Au (z, u) := ∂A(z,u)
∂u .

3.1 PDE counting sequences leading to an almost-full table
Now, we derive a partial differential equation (PDE) that describes A(z, u). This will allow
us to get the asymptotics of the coefficients an,r, and then to obtain the average number of
insertions needed to get an almost-full table as n→∞.

▶ Theorem 1 (PDE for almost-full tables). The generating function A(z, u) of the number of
sequences leading to an almost-full table satisfies the following partial differential equation:

Az(z, u)− uAu(z, u) = pA(z, u)2 + A(z, u)(P (z, u)− p)− P (z, u), (1)

with A (0, u) = u, and where P (z, u) =
p−1∑
n=0

(n + 1− p) (n + 1)n−1

n! znun+1.

The rest of this section proves this theorem.

Proof. The base argument is due to Knuth [17, § 6.4] but adapted to our case. For two
sequences S and S′, the sequence formed by their concatenation is denoted by SS′. The
argument starts by showing there is a unique way to split a sequence S := (i1, . . . , in+r)
which yields an almost-full table, into strictly smaller sequences S = S1S2S3, by putting into
S2 the last inserted element which made the table almost full.

More precisely, at some point, the process of trying to fill the table, based on the positions
indicated by S, will give two almost-full tables. Then a few more elements will perhaps fail
to be inserted and will go to the trash bin. Then, the next successful insertion will transform
these two almost-full tables into a single almost-full table; let us say that this insertion is
done while the wished position was ik+1 (and thus the element lands there, or in any of the
next p− 1 cells); see Fig. 2.

an1,r1 an−n1−1,r2 Trash of
size r1 + r2n + 1 positions

Figure 2 A table made of two almost-full tables.

Define S1 := (i1, . . . , ik), S2 := (ik+1), and S3 := (ik+2, . . . , in+r). Note that S3 might
be empty (it is always the case for the classical unbounded linear probing). In summary, an
almost-full table is either the empty table, or can be decomposed uniquely into two smaller
almost-full tables, plus an element that fills the table on the left, and possibly some extra
elements that will all end up in the trash.

In this decomposition, the sequence S1 yields two almost-full tables, which, in turn,
consists of two sub-sequences SL

1 and SR
1 that produces the left and the right almost-full

tables (see Fig. 3). The sequence S2 consists of a single element and turns the table produced
by S1 into an almost-full table. The last sequence S3 only adds elements to the trash.
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Table and trash generated by S = S1s2S3 SL
1 table SR

1 table Trash of
SL

1 , SR
1 , S3

s2
<p bounces

SL
1 table SL

1 trash
,

SR
1 table SR

1 trash
,

s2

,
S3 trash

Figure 3 For any sequence S which yields an almost-full table, we have a unique factorization
S = S1s2S3 (s2 is the last element successfully inserted of S, and S3 contains only elements going to
the trash). It gives two almost-full tables SL

1 , SR
1 , where s2 fills the table generated by SL

1 .

Now, we show how to iteratively build large almost-full tables out of smaller ones, and
how to compute an,r recursively. Before being able to do this, we record a few observations.
Firstly, the empty sequence is the only sequence that gives an almost-full table with one
position and no element inside it, hence a0,0 = 1. Secondly, when the number of positions
is ≤ p, it is impossible to have a sequence that gives rise to an almost-full table and throws
some elements, without violating the “almost fullness”. Thus, an,r = 0 when n ≤ p− 1 and
r ≥ 1. Moreover, if n ≤ p− 1 then when we try to insert an element at position i, we can
probe all the remaining positions i + 1, . . . , p− 1. This is the famous parking function [18,23]
which imposes how the elements have to be inserted, hence an,0 = (n + 1)n−1 when n+1 ≤ p.

Assume we are given SL := (i1, . . . , in1+r1) and SR := (j1, j2, . . . , jn−n1+r2−1) that
produce two almost-full tables, we wish to enumerate all the ways to construct a sequence
S1S2S3 that produces a larger almost-full table of size n + 1 as in Fig. 3. First, we need to
combine the sequences SL and SR into a single sequence, S1, that gives rise to tables that
have a shape similar to Fig. 2. To this end, we replace each entry j in SR by j + n1 + 1, the
addition by one is to avoid the empty position in the left table. That is,

SL
1 := (i1, . . . , in1+r1) ,

SR
1 := (j1 + n1 + 1, j2 + n1 + 1, . . . , jn−n1+r2−1 + n1 + 1) .

To create the sequence S1 of length n− 1 + r1 + r2, we choose n1 + r1 of its entries to fill
them with entries from SL

1 in a unique way, since the relative order has to be respected. We
fill the rest of S1 entries with elements of SR

1 in a unique way. Hence, there are
(

n−1+r1+r2
n1+r1

)
different ways to create S1. In terms of exponential generating function, the labelled product(∑

n an
zn

n!
) (∑

n bn
zn

n!
)

=
∑

n,k

(
n
k

)
akbn−k

zn

n! automatically counts the number of ways of
merging two sequences; see [10, Sec. II.2]. Thus, A (z, u)2 is the generating function that
counts the number of sequences S1.

The number of filled positions after concatenation is n− 1 but the number of positions
is n + 1. We now consider the effect of the singleton sequence S2 = (i) that fills the gap in
the middle. Its generating function is simply z. There are min (p, n1 + 1) ways to choose
S2 (see Fig. 4). We define the operator ΦP that scales the coefficient of the generating
function to account the number of ways of filling, Φp

(
cun+1zm

)
7→ min (n + 1, p) cun+1zm.

The generating function that accounts for the filling factor is Φp (A (z, u)) A (z, u), since it
only depends on the left table. Up to this point, we only inserted a factor but we did not
append S2 to the sequence of positions, yet. The generating function that enumerates all the

AofA 2026



28:8 Bounded Linear Probing Hashing

min (p, n1 + 1) ways to fill

an1,r1

Smaller than p?

is n + 1 smaller than p + 1?

an−n1−1,r2 Trash of
size r1 + r2

Figure 4 When we have two almost-full tables, the number of ways to fill the left table depends
on its size. Also, throwing an element at the trash depends on the length on the two table combined.

possible sequences S1S2 can be described by combining Φp with max-rooting [10, Sec. II.6.3],
the operator denoted here as Z□, that ensures S2 is after S1. Hence, the generating function
that counts all possible S1S2 becomes

Z□
(
Φp (A(z, u)) A(z, u)

)
=
∫ z

0

(
Φp (A(t, u)) A(t, u)

) ∂

∂t
t dt =

∫ z

0
Φp (A(t, u)) A(t, u) dt.

Finally, constructing all the possible sequences S3 of positions for elements that will be
thrown away after the larger almost-full table gets formed requires considering whether the
new table has p + 1 positions or more. In the former case, no element can be thrown away,
thus S3 = ∅. Otherwise, S3 can be empty or we can extend it to any size we wish. Each
index of S3 can be chosen in n + 1− p ways, since we need to avoid inserting the element
in the last position. Two additional operators would be useful in our case. The truncation
operator {u≤k}

∑
n,m an,mun+1zm =

∑n=k−1
n=0

∑
m an,mun+1zm that limits the number of

positions of the enumerated almost full tables to k, and the throwing operator Ψp operator
that scales the coefficient by the number of ways to augment a sequence of positions at the
end by an element which will be thrown away

Ψp

(
cun+1zm

)
= (n + 1− p) c

m + 1un+1zm+1

Ψp (f (z, u)) : =
∫ z

0
up+1 ∂

∂u

(
u−pf(t, u)

)
dt.

So, Ψp inserts the number of ways to throw one element by applying up+1 ∂
∂u

u−p to the
generating function, and extends the sequence by one element using max-rooting (the integral
with respect to z).

Extending S3 by appending k values would be reflected on the generating function by
applying Ψp to the generating function k times. We use the notation 1

1−Ψp
:= 1 + Ψp + Ψ2

p +
Ψ3

p + . . . to consider all possible number of thrown elements, including zero thrown elements.
Taking all above into account, the generating function becomes

A(z, u) = u︸︷︷︸
base case

+

The larger table has p positions or less.︷ ︸︸ ︷
{u≤p}

∫ z

0
Φp (A (t, u)) A (t, u) dt

+ 1
1−Ψp


∫ z

0
Φp (A (t, u)) A (t, u) dt −

2 positions up to p − 1 positions︷ ︸︸ ︷
{u≤p}

∫ z

0
Φp (A (t, u)) A (t, u) dt


︸ ︷︷ ︸

The larger table has p + 1 positions or more

.
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In other words, an almost-full table is either an empty table with a single position, a
concatenation of two almost-full tables with the middle gap filled, or a concatenation of two
almost-full tables with the middle gap filled and with the possibility of throwing any desired
number of elements if the concatenation has p + 1 positions or more.

The above equation can be simplified by applying the operator {u≤p} to both sides. Using
the three following properties {u≤p}

(
{u≤p}

)
= {u≤p}, {u≤p} (F + G) = {u≤p}F + {u≤p}G,

and that integrating with respect to z and applying 1
1−Ψp

does not affect the number of
positions (the exponent of u inside the generating function), we get

{u≤p}
∫ z

0
(Φp (A (t, u))) A (t, u) dt = {u≤p}A (z, u)− u.

With this observation, the large expression above simplifies to:

A(z, u) ={u≤p}A (z, u)

+ 1
1−Ψp

(∫ z

0
(Φp (A (t, u))) A (t, u) dt −

(
{u≤p}A (z, u)− u

))
. (2)

We obtain a partial differential equation by applying to both sides of Equation (2) the
operator ∂

∂z (1−Ψp). This yields:

∂

∂z
(1−Ψp) A(z, u) = ∂

∂z
(1−Ψp) {u≤p}A (z, u)

+ ∂

∂z
(1−Ψp) 1

1−Ψp

(∫ z

0
(Φp (A (t, u))) A (t, u) dt −

(
{u≤p}A (z, u)− u

))
.

The following simple facts will greatly simplify the terms. The operator (1−Ψp) 1
1−Ψp

telescopes to the identity operator 1. Also, by the fundamental theorem of calculus,
∂

∂z

∫ z

0
f(t, u) dt = f(z, u). Moreover, the effect of the operator Φp depends whether the

exponent of u is less than p + 1 or greater, hence it can be written in terms of the truncation
operator {u≤p}:

Φp (A(z, u)) =
∑
n,r

min (n + 1, p) an,r

(n + r)!z
n+run+1

= p
(
A(z, u)− {u≤p}A(z, u)

)
+

p−1∑
n=0

(n + 1) an,0

n! znun+1

= p
(
A(z, u)− {u≤p}A(z, u)

)
+ u

∂

∂u
{u≤p}A(z, u).

Combinatorially, it says that in a large table we can choose only the last p positions to try
to insert an element that fills the last position, for small tables we can pick any position.
The operator u ∂

∂u is termed as the pointing operator Θ in [10, Sec. II.6.1].
By expanding the definition of the operator Ψp, we get the semi-linear PDE

Az (z, u)− uAu (z, u) + pA (z, u)

= ∂

∂z
{u≤p}A (z, u)− ∂

∂z
Ψp{u≤p}A (z, u) + Φp (A (z, u)) A (z, u)− ∂

∂z

(
{u≤p}A (z, u)− u

)
= − ∂

∂z
Ψp{u≤p}A (z, u) + pA (z, u)2 − pA (z, u)

(
{u≤p}A (z, u)

)
+ A (z, u)

(
u

∂

∂u
{u≤p}A (z, u)

)
.
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28:10 Bounded Linear Probing Hashing

This can be further put on the form of a semi-linear PDE as

Az (z, u)− uAu (z, u)

= pA (z, u)2 + A (z, u)
(

p−1∑
n=0

(n + 1− p) (n + 1)n−1

n! znun+1 − p

)

−
p−1∑
n=0

(n + 1− p) (n + 1)n−1

n! znun+1

= pA (z, u)2 + A (z, u) (P (z, u)− p)− P (z, u) ,

where P (z, u) was defined in the statement of Theorem 1. ◀

3.2 PDE counting sequences leading to a full table

Let F (z, u) :=
∑

n=1,r=0
fn,r

(n+r)! z
n+run denote the exponential generating function where

fn,r counts the number of sequences of length n + r that yield a full table of size n with r

thrown-away elements.

▶ Theorem 2 (PDE for full tables). The exponential generating function F (z, u) of the number
of sequences leading to a full table can be expressed in terms of the exponential generating
function A(z, u) of almost-full tables:

Fz(z, u)− uFu(z, u) = uAu (z, u) + uPu (z, u) .

Proof. The proof technique is similar to the one used to establish the PDE of almost-full
tables in Theorem 1. Any sequence S that yields a full table decomposes uniquely as S1S2S3,
where S1 is a sequence that yields an almost-full table with no restriction on the location of
the empty position (see Fig. 5), S2 = {in} is the index of the insertion that fills the empty
position, and S3 is a sequence of elements inserted after the table becomes full, all of which
are discarded.

Figure 5 All the possible tables with 4 positions which could come from a S1 factor in the
decomposition S = S1S2S3 of sequences S giving a full table.

We enumerate all possible sequences S by first enumerating all possible S1, then enumer-
ating all possible extensions S1S2S3. Starting from any sequence that produces an almost
full table with n positions, we can shift the empty position to any of the n locations by
shifting the positions by an appropriate amount modulo n. For example, when p = 2 and
n = 43, the sequence (0, 1, 1) yields an almost-full table with an empty position at location 3.
Shifting each index ij by ij−1 mod 4 moves the empty position to location 2. The number of
sequences that produce an almost-full table with n positions and r thrown elements, without
restriction on the location of the empty position, is then nan,r. This factor can be introduced
by applying the pointing operator Θ := u ∂

∂u .

3 Notice: In full tables n is then number of positions, while in almost-full table n + 1 was the number of
positions.
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As in Theorem 3, filling the empty position can be done in min (n, p) ways and the
operator Φp introduces this factor to the generating function, extending the sequence by an
element using the max-rooting operator Z□. Finally extending the sequence by k elements
that will get thrown away can be done in nk ways. The operator

(
ΘZ□

)k introduce this
factor to the generating function. Hence, we have

F (z, u) =

S3︷ ︸︸ ︷
1

1−ΘZ□
Z□Φp︸ ︷︷ ︸

S2

S1︷ ︸︸ ︷
ΘA (z, u) .

Then applying the operator ∂
∂z

(
1−ΘZ□

)
to both sides, and simplifying the terms, yields

Fz (z, u)− uFu (z, u) = puAu (z, u) +
(

u
∂

∂u

)2
{u≤p}A (z, u)− p

(
u

∂

∂u

)
{u≤p}A (z, u) .

Notice that
(
u ∂

∂u

)2 {u≤p}A (z, u)− p
(
u ∂

∂u

)
{u≤p}A (z, u) = uPu (z, u) . ◀

4 Explicit expressions for the generating functions

Since the PDE that relates full tables to almost-full tables allows us to express F (z, u) in
terms of the solution of the almost-full table PDE, we start by stating its explicit expression.

▶ Theorem 3 (Closed form for almost-full tables). The exponential generating function A(z, u)
which counts almost-full tables using at most p probes is

A(z, u) = 1 + (uez − 1) µ(uez, z)
1− (uez − 1) p

∫ z

0 µ(uez, t)dt
,

where we use for compactness the explicit auxiliary function µ(s, z) defined by

µ(s, z) := exp
(∫ z

0

(
P (τ, se−τ ) + p

)
dτ

)
and where P (z, u) is the polynomial defined in Theorem 1.

Proof (sketch). Fortunately, the PDEs for almost-full and full tables can be solved using
the method of characteristics; see [11, § 8]. In analytic combinatorics, this method was also
used by Flajolet et al. for solving PDEs which captures the dynamics of Pólya urns [7]. The
method of characteristics allows us to transform the PDE into an ODE for an auxiliary
function V (z, s) := A(z, se−z) for which we prove it satisfies

∂

∂z
V (z, s) = pV (z, s)2 + V (z, s)

(
P
(
z, se−z

)
− p
)
− P

(
z, se−z

)
.

We recognize here a Ricatti equation for V , which is, in turn, transformed into a Bernoulli
differential equation, known to be solvable and leading to the closed form of the theorem. ◀

A similar proof gives the next theorem.

▶ Theorem 4 (Closed form for full tables). The exponential generating function F (z, u) which
counts full tables using at most p probes is nicer with the change of variable u = se−z:

F (z, u) = s
∂

∂s
log
(
− (1− s) µ (s, z)

1 + p (1− s)
∫ z

0 µ (s, t) dt

)
+ s

1− s
,

where µ(s, z) is the same explicit auxiliary function as in Theorem 3.
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28:12 Bounded Linear Probing Hashing

5 Expected number of insertions to get a full table

In Section 2, we observed that increasing the fill ratio α improved the overall run-time,
despite the additional time required to insert more elements. In this section, we investigate
the average filling time of a hash table with bounded linear probing, namely the expected
number of attempted insertions to completely fill the table. Two extremal cases are well
known: if p ≥ n, then all insertions succeed, and n insertions are sufficient to fill the table.
At the other extremity, if p = 1, then we are simply looking at the classic coupon collector’s
problem. It is well known that the asymptotic number of trials to collect all the n coupons is
n ln n + γn +O(1) (where γ = .577... is Euler’s constant); see [20].

0 4 8 12 16 20 24

0.6

0.8

1

1.2

1.4 p = 2

log2 n

E[
T̃

n
]/
E[

T
n
]

0 4 8 12 16 20 24

0.6

0.8

1

1.2

1.4 p = 5

log2 n

Figure 6 Comparison of filling time with the asymptotic obtained in Theorem 5, for various p’s,
illustrating that the asymptotic result is a good match with the observed data.

Let Tn be the random variable giving the filling time of a table of size n with at most
p probes for each insertion trial. Figure 6 shows, for various values of p and n, the ratio
between E[T̃n] (our average over 1000 simulations) and the theoretical asymptotic behaviour
of E[Tn] which we prove hereafter. The empirical results suggest that approximately n ln n

p

insertion trials are needed.
The following theorem confirms this and provides a more precise statement (which can

be routinely refined with more and more asymptotic terms for improved accuracy: this is
standard with singularity analysis techniques).

▶ Theorem 5 (Average filling time). The average number of insertion trials needed to fill a
table that has n positions while testing at most p consecutive positions per trial is

E[Tn] = n ln n

p
+ n

p
(γ + p ·Hp,2 −Hp) +O

(
n1−1/p

)
,

where Hp is the p-th harmonic number, and Hp,2 :=
∑p

k=1
1

k2 .

▶ Remark 6 (The probabilistic intuition is wrong at order 2). For p = 1, one has p ·Hp,2−Hp = 0
and we obviously recover the classical asymptotic for the coupon collector waiting time. For
larger p, our result shows precisely that, already at the second asymptotic term, the linearity
of our process (which breaks the independence of each new insertion trial) has a non-trivial
impact, making wrong the intuition “it is just p times faster” than the coupon collector
problem.

It could be of interest to compare this with the waiting time for some Bernoulli variant
of cover time on the complete graph considered in [2].
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Proof of Theorem 5 (sketch). We obtain the expression in the theorem by exploiting three
ingredients. The first, dubbed by Flajolet as the “Eulerian integral trick” in [10, Ex-
ample II.11], allows us to handle the n! factor and to sum the coefficients, via∫ ∞

0

∑
n

an

n! zne−zdz =
∑

n

an.

The second ingredient involves working with the change of variable used in solving the PDE,
namely u = se−z. The third and final ingredient consists in introducing a generating function
whose coefficients are the quantity we wish to estimate, then use singularity analysis (in the
steps 2/3/4 below) to estimate them.

Proof step 1: an integral representation of the average. Now, we expand the generating
function of full tables, given in Theorem 4, as a Taylor series around u = 0. The probability
that at most n + r insertion trials yield a full table of size n is fn,r

nn+r . (A sequence S of length
less than n + r that yields a full table with n positions is automatically counted into fn,r,
by extending it with arbitrary values at the end.). Additionally, as we aim to estimate the
average number of insertions for a fixed n, it is preferable to group terms with the same
exponent of u. We thus write F (z, u) =

∑∞
n=0 Fn(z)un, where Fn(z) =

∑∞
r=0

fn,r

(n+r)! z
n+r.

The expected number of insertions needed to fill a table of size n then becomes

E[Tn] =
∞∑

k=0
P(Tn > k) =

∞∑
k=0

(1− P(Tn ≤ k)) = n +
∞∑

k=n

(1− P(Tn ≤ k))

= n +
∑
r=0

(
1− fn,r

nn+r

)
=
∫ ∞

0

(
1− Fn

( z

n

)
e−z
)

dz = n

∫ ∞

0

(
1− Fn (z) e−nz

)
dz.

(3)

Our task is to show that In :=
∫∞

0 (1− Fn (z) e−nz) dz = 1
p

(
Hn + pHp,2 −Hp +O

(
n−1/p

))
;

the last integral leads us naturally to use F (z, se−z) =
∑∞

n=1 Fn(z)e−nzsn.

Finally, we get the asymptotic behaviour of the integrals In by analysing their generating
function I(s):

I (s) :=
∑
n=1

Insn =
∑
n=1

∫ ∞

0

(
sn − Fn(z)e−nzsn

)
dz,

=
∫ ∞

0

(
s

1− s
− F

(
z, se−z

))
dz,

=
∫ ∞

0
−s

∂

∂s
log
(
− (1− s) µ (s, z)

1 + p (1− s)
∫ z

0 µ (s, t) dt

)
dz.

The singularities of I(s) would give us an estimate of In, where the largest contribution comes
from the one nearest to zero; see [10]. Our task is now to find them! Then, we will estimate
the integral based on the asymptotic expansion of µ(s, z). The quality of our estimation of
the In’s depends on what error term we decide to stop at while expanding µ(s, z).

Proof step 2: location of the singularities of I (s). The coefficients of I(s) =
∑

n≥1 Insn

are nonnegative, so by Pringsheim’s theorem a dominant singularity lies on the positive real

axis. For a fixed z, there are two candidates for the singularity of log
(
− (1−s)µ(s,z)

1+p(1−s)
∫ z

0
µ(s,t)dt

)
.

The first singularity occurs at s = 1, and another at s = 1 +
(
p
∫ z

0 µ(s, t)dt
)−1 where the

denominator becomes zero. For 0 ≤ s < 1, this denominator is positive, so no denominator
singularity is met before s = 1. Hence the positive real dominant singularity is s = 1.
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Proof step 3: estimation of µ (s, z) when 0 ≤ s < 1 and 0 ≤ z < ∞. Another
potential force that might affect the coefficients of sn in I(s) is the integral from zero to
infinity with respect to z in I(s). If we express log µ(s, z) as an asymptotic series with an
exponentially small error term as z →∞ (e.g., O (e−z)), then the integral

∫∞
c

(error term)dz

remains finite for sufficiently large c. Though the expression for I(s) is more involved, this
approach proves to be the right intuition for estimating In with a desired error term.

Using the truncated exponential series en

(
z
)

=
∑n

k=0
zk

k! , we can rewrite µ(s, z) as follows:

log µ(s, z) = pz−B(s)+
p−1∑
n=0

(p− n− 1)
(n + 1)2 sn+1e−(n+1)zen ((n + 1)z) = pz−B (s)+O

(
e−z
)

,

where B(s) =
∑p−1

n=0
(p−n−1)
(n+1)2 sn+1.

The following relations are a direct consequence of the discussion above:

∂

∂s
log µ(s, z) = −Bs (s)+

p−1∑
n=0

(p− n− 1)
(n + 1) sne−(n+1)zen ((n + 1)z) = −Bs (s)+O

(
e−z
)

. (4)

Additionally, we have

µ(s, z) = epz−B(s) (1 +O
(
e−z
))

, using eO(x) = 1 +O(x), as x→ 0. (5)

Finally, integrating term by term, and noticing that e−B(s) is bounded, we obtain∫ z

0
µ(s, t) dt = 1

p
ept−B(s)

∣∣∣∣t=z

t=0
+O

(
e(p−1)z

)
= 1

p
epz−B(s) (1 +O

(
e−z
))

, (6)∫ z

0
µs(s, t) dt =

∫ z

0
µ(s, t) ∂

∂s
log µ(s, t)dt = 1

p
epz−B(s) (−Bs(s) +O

(
e−z
))

. (7)

Proof step 4: estimating In. We have everything to estimate In. Expand the ∂
∂s log inside

the definition of I(s) to get

I(s) =
∫ ∞

0
s

(
1

1− s
−

p
∫ z

0 µ (s, t) dt

1 + p (1− s)
∫ z

0 µ (s, t) dt

)
dz

−
∫ ∞

0
s

(
∂

∂s
log µ (s, z)−

p (1− s)
∫ z

0 µs (s, t) dt

1 + p (1− s)
∫ z

0 µ (s, t) dt

)
dz.

Using the asymptotic in (6), (7) , and (4), we obtain after simplification,

I (s) = s

1− s

∫ ∞

0

dz

1 + (1− s) epz−B(s) + sBs (s)
∫ ∞

0

dz

1 + (1− s) epz−B(s)

+ s

∫ ∞

0
O

(
e−(p+1)z

(e−pz + (1− s))2

)
dz +

∫ ∞

0
O
(

e−z

e−pz + (1− s)

)
dz.

Substituting x = (1− s)epz−B(s) in the first two integrals, and x = 1
1−s e−pz in the integral

of the error term results in

I (s) =
(

s

1− s
+ sBs (s)

)∫ ∞

(1−s)e−B(s)

1
1 + x

1
px

dx

+ sO

(
(1− s)1/p−1

p

∫ 1
1−s

0

x1/p

(x + 1)2 dx

)
+O

(
(1− s)1/p−1

p

∫ 1
1−s

0

x1/p−1

x + 1 dx

)
.
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The first integral can be evaluated directly using the partial fraction decomposition. The
other integrals are bounded when s = 1−, since x1/p−2 ∼ x1/p/(x + 1)2 ∼ x1/p−1/(x + 1) as
x→∞. Thus, we obtain the main asymptotic term in the expansion of I(s):

I (s) = 1
p

(
s

1− s
+ sBs (s)

)[
− log(1− s) + log

(
1− s + eB(s)

)]
+O

(
(1− s)1/p−1

)
.

Here, we can use singularity analysis and the two formulas (where R > 1):

[sn] s

1− s
log(1− s + eB(s)) = B(1) +O

(
R−n

)
= p ·Hp,2 −Hp + o(1/n),

[sn]− sBs (s) log(1− s) = Bs(1)
n− 1 +O

(
1/n2) = pHp/n− p/n +O

(
1/n2) .

Thus, we get the desired average number of insertion trials to get a full table with n

positions:

E[Tn] = n [sn] I (s) = n

p
(Hn + p ·Hp,2 −Hp) +O

(
n1−1/p

)
. ◀

6 Conclusion

In this article, we have introduced the bounded (by p) linear probing hashing, which can be
seen as an interpolation between the classical unbounded linear probing (p is larger than
the number of positions), and the coupon collector problem (p = 1); all these processes find
many applications in computer science and even in other sciences (in this work, with respect
to the applications, we focussed on the example of attacks of cryptographic signatures).

We have laid the foundations for the study of this process. We have shown that it is
possible to get a PDE encoding the dynamics of the process, and we have got a closed-form
solution for the generating functions of almost-full and full tables (for any p). Finally, we
have derived the expected number of insertions needed to get a full table which decreases by
almost a factor of p as p gets larger.

It would be interesting to additionally derive the expected number of successful insertions
using at most p = αn probes, or, dually, how many probes should be done to reach αn

successful insertions?
Another natural extension of our work would be, beyond more asymptotic terms for the

average (this is easy to get), to get the variance, higher moments, the limit laws, for the
number of insertion trials, of successes, of failures , and for the total displacement (that is,
the number of successive cells tested before actually inserting or throwing away the element).

A final remark about hash functions and the birth of computer science. The first mention
of the notion of hash function seems to be in 1953, in a memo by Hans Peter Luhn. The
following year, Arthur L. Samuel, Gene M. Amdahl, and Elaine M. McGraw (née Boehme)
used this notion for some open addressing technique, constituting the birth of linear probing
hashing. This technique was then analysed (partially experimentally) by W. Wesley Peterson
in 1957 [21], a few years before his introduction of the CRC error-detecting code, which
also involves hash functions. A more advanced mathematical analysis was then initiated by
Donald E. Knuth in 1962 (see Fig. 1).

It is fascinating that these very old fundamental ideas in computer science are still offering
(in 2026!) mathematical challenges in their analysis, and can still constitute a full programme
of research. Will you join the journey?
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