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—— Abstract

The Garsia—Wachs algorithm is an algorithm for finding a leaf-labeled binary tree whose leaf sequence
exactly matches the input weight sequence and whose cost is as small as possible, where the cost is
the sum of the weights labeling the leaves multiplied by their levels. The algorithm, along with a
proof of correctness due to Kingston, is presented in Knuth’s The Art of Computer Programming,
Vol. 3. The algorithm comes in two versions, the naive and the optimized. Both versions have
quadratic time complexity, but the optimized version can be fine-tuned with a suitable data structure
to yield an O(nlogn)-time algorithm. I implement and verify a variant of each version of the
algorithm in the verification-aware programming language Dafny. Unlike all previous presentations
of the algorithm, these variants construct the desired optimum tree directly, without detour through
a “nonalphabetic” tree whose leaf sequence is a rearrangement of the input sequence.
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1 Introduction

The Garsia—Wachs algorithm [6] is designed to solve the following problem: given a sequence
of nonnegative weights, find a leaf-labeled binary tree whose sequence of leaf labels exactly
matches the input sequence and whose cost is as small as possible. Here, the cost of a tree is
the sum of the weights labeling the leaves multiplied by their levels, i.e., their distance from
the root of the tree.

For instance, if the weight sequence is (33,13,11,7,12,4,20), the left tree shown in
Figure 1 is a minimum cost tree for this sequence. Its cost is

33X2413x3+11x3+7x3+12x4+4x4+20x2=263.
The right tree in Figure 1 has cost
33X2413x3+11x44+7x4+12x3+4x3+20x2=265,

which is not minimum.

An algorithm for finding such a minimum cost tree can be used to build an efficient
binary encoding of the letters of the alphabet, where the numerical order of the binary
codewords preserves the alphabetical order of the letters [7]. For this application, the input
to the algorithm will consist of the relative frequencies of the letters, and the desired binary
encoding will be read off from the output tree, taking the binary representation of the path
from the root to the ith leaf to be the codeword for the ith letter, with 0/1 indicating
descending to left/right child. The same algorithm can also be used to build a binary search
tree that stores keys at its leaves in some prescribed order and that is optimum in terms of
average search time, by treating the frequency of accessing a key as its weight. See [8, 11] for
more discussion on the applications of this type of minimum cost tree.
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Figure 1 Two trees for the same weight sequence.
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Figure 2 The first phase of the Garsia—Wachs algorithm. The most recently combined weight is
shown in dark red.

The Garsia—Wachs algorithm consists of two phases. The first phase works as follows:*
1. Given an input sequence (qo, q1,---,qn) of weights, pick the leftmost adjacent pair of
weights gx—1, g whose sum is “locally minimal” in the sense that
(@) ¢i—1+ @ > qr—1 +qrfori=1,...;k—1,and
(b) either k =n or gx—1 + qr < @& + Q+1-
2. Combine the pair into one weight gx_1 + ¢ and insert it in front of the largest index
J < k such that either j = 0 or ¢;_1 > qx—1 + gx. The new sequence is

(qé)a RS q',n—l) = (q07 s qi—1,49k—-1 + Ak, 455 qk—2,49k+1,- - - 7Qn) (1)
3. Repeat the procedure with the new sequence, until just one weight remains.

See Figure 2 for an illustration of how this phase works on our example sequence. If we
create a new node each time a pair of weights is combined in Step 2 of the above procedure,
at the end of this phase we are left with a binary tree whose leaf sequence is a rearrangement
of the input sequence. In the case of our example, the resulting tree is the tree (a) in Figure 3.
The sequence of leaf labels of this tree is

(33,12, 4,13,11,7, 20),

1 1 follow the presentation of Knuth [11] and of Fillidtre [5] in reversing the left-to-right direction of the
original algorithm [6].
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(a) (b)

Figure 3 The tree produced by the first phase of the Garsia—Wachs algorithm (a) and the final
output tree (b).

which is different from the input sequence (33,13,11,7,12,4,20). Since the leaf labels are
not in the right order, such a tree is sometimes called “nonalphabetic” (with respect to the
input sequence).

The second phase of the Garsia—Wachs algorithm turns the tree produced by the first
phase into the desired “alphabetic” binary tree that has a leaf sequence exactly matching
the original input sequence.? The process is guided by the constraint that the level of each
leaf in the output alphabetic tree be the same as the level of the corresponding leaf in the
given nonalphabetic tree. (See the tree (b) in Figure 3.) It is not hard to see that there
is at most one alphabetic tree satisfying the constraint, and it is a remarkable property of
the Garsia—Wachs algorithm that such an alphabetic tree always exists. There are various
methods of finding this alphabetic tree efficiently,® but I will not discuss them in this paper
since the variants of the Garsia—Wachs algorithm I formalize in fact do not rely on them.

The intermediate nonalphabetic tree built by the first phase of the algorithm and the
final alphabetic tree clearly have the same cost. Another key property of the algorithm is
that any minimum cost tree for the original input sequence can be turned into a tree for the
rearranged sequence that has the same cost.

Garsia and Wachs [6] proved a theorem ensuring these properties, but their proof was

considered difficult [10, 11], which led Kingston [10] to produce a new proof of correctness.

Kingston’s proof was adopted by the second edition of Knuth’s book [11, Section 6.2.2].
The first phase of the Garsia—Wachs algorithm as described above consists of n iterations
of a loop, and at the ith iteration, both Steps 1 and 2 of the loop involve a search through a
sequence of weights of length up to n + 2 — 4, where n + 1 is the length of the input sequence.
So a naive implementation of this phase takes quadratic time. Garsia and Wachs [6] and
Knuth [11] both outline an implementation that is supposed to run in time O(nlogn), which
is based on the following ideas:
(i) After the index k is located in Step 1, the sequence of weights (go,q1,.-.,qk—1,qk)
is 2-descending in the sense that ¢;_1 > ¢;+1 for i = 1,...,k — 1, and this makes it
possible in Step 2 to find the index j in logarithmic time using binary search.

2 Knuth [11] divides this phase into Phase 2 and Phase 3, so that the entire algorithm consists of three
phases.

3 A simple method described by Garsia and Wachs [6] is as follows. We start with the input weight
sequence augmented with the level information obtained from the nonalphabetic tree. We then repeatedly
combine leftmost adjacent items with the largest level [ into a single tree with level [ — 1, until just one
tree remains. Another method, also described by Garsia and Wachs [6], is essentially to use the level
information to guide the process of top-down (recursive-descent) parsing of the weight sequence with
respect to the grammar S — S S | ¢;.
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(ii) After the new sequence

(q(/)7"'7q;L—1) = (q(Ja' ceqj—1,49K—1 +qk7qj7"'an—27Qk+la'"aQTL)

is formed by Step 2, the two subsequences (qo, ..., ¢j—1) and (gx—1 + @&, @5, - - - > e—2)

are 2-descending, so Step 1 of subsequent iterations of the loop need not search through

these regions. This makes the total space scanned in Step 1 throughout the loop linear.
This modified algorithm consists of a loop that calls a subroutine which in turn calls itself
recursively, and is much more complex to describe,? but it will have O(n logn) time complexity
if a sequence is represented by a special data structure.’

The “mostly functional” implementation of the Garsia—Wachs algorithm by Fillidtre [5]
incorporates one half of the optimization (ii) (by letting j — 1 be the minimal possible
value for k in the next iteration). Recently, Bird [3] gives a fully explicit, purely functional
implementation of the Garsia—Wachs algorithm incorporating both optimizations (i) and (ii),
complete with a data structure suitable for requisite sequence operations.

This paper reports my verified implementation of both versions of the algorithm in
the verification-aware programming language Dafny [15].° T have adopted Knuth’s [11]
presentation as a reference, since it is more detailed than the original proof by Kingston [10].”
Although Dafny fully supports imperative programming, my implementation is mostly
functional, except that it relies on Dafny’s built-in sequence type and makes heavy use of
Dafny’s mechanisms of element access by index s[i] and slicing s[lo .. hi] [4]. This
makes it possible to stay close to the Kingston—Knuth proof.

To my knowledge, this is the first formalized proof of correctness of the Garsia—Wachs
algorithm. Although Kingston [10] claimed his proof to “permit an intuitive understanding
of why this class of algorithms is correct”, it is still considered “not exactly simple” [3] and
to have “some tricky details” [2]. In a survey article [17], Rytter also writes: “Correctness of
the algorithm is a complicated issue.” Bird [3] writes of the first phase of the algorithm: “It
is difficult to give a convincing intuition as to why this process works ...”. My formalization
may not provide such a convincing intuition, but it hopefully helps better understand the
algorithm and the proof of its correctness.

A novel feature of my presentation of the algorithm is that it completely dispenses with its
second phase. Each iteration of the loop in the algorithm’s first phase, which is implemented
as a recursive call, returns a minimum cost alphabetic tree for the sequence parameter. As
we shall see, this does not require any additional programming, and it comes for free from
the correctness proof of the algorithm.

2 Dafny

Dafny is a programming language that “includes constructs for both imperative and functional
programming, as well as for writing specifications, defining pieces of mathematics, stating
lemmas, and writing proofs” [16]. It is different from popular interactive proof assistants like

It is perhaps a testament to this complexity that Knuth’s pseudocode initially contained a serious bug,
which was not corrected until the 17th printing in 2004 [12, 13].

Such a data structure must support element access by index, insertion, and deletion, as well as the
kind of binary search used in the algorithm, in logarithmic time. Knuth [11] suggests the use of “a
doubly linked list that also has the links of a balanced tree”. The pseudocode given in Knuth’s book is
implemented by Knuth himself in C [12], but the implementation does not include the required elaborate
data structure and thus runs in quadratic time. See Section 4.5.4 below for more discussion.
https://dafny.org

I refer to the seventh digital release (September 2025) of Knuth’s book [11]. Many corrections were
made between the first (1998) and 27th (2011) printings [13].

ot
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Isabelle, Rocq, Lean, Agda, etc., in that the user of Dafny never has to write proof scripts or
proof terms — Dafny relies on the SMT solver Z3 (via the intermediate language Boogie) to
discharge all proof obligations. (In complex proofs, the user needs to provide many hints to
the automatic verifier in the form of assertions and lemma invocations, in which case Dafny
code may not look all that different from formalized proofs in interactive proof assistants.)
Some of my reasons for choosing Dafny for this formalization project are:
Dafny’s built-in sequence type seq<T> makes it easy to handle sequences (lists) and
various operations associated with them.
Dafny’s high degree of automation helps avoid tedious details of proofs of basic properties
of trees that are needed.
In general, the syntax of Dafny is highly readable and one can make Dafny code look
quite similar in appearance to the corresponding pencil-and-paper proof. (Needless to
say, this point is highly subjective.)

2.1 Sequences in Dafny

In Dafny, if T is a type, seq<T> is the type of sequences consisting of elements of type T.

A Dafny sequence is not an algebraic list; it is basically an immutable array. The length
of a sequence s is |s|. If 0 <= i < |s]|, then s[i] is the element of s at position i. If
0 <= lo <= hi <= |s], then the expression s[lo .. hi] denotes the subsequence of s
consisting of the elements at positions lo through hi - 1. These operations are partial;
upon encountering the expression s[i], the Dafny verifier reports an error when it can’t
confirm that 0 <= i < |s| holds. Likewise, it is the user’s responsibility to ensure that
0 <= lo <= hi <= |s| holds when using the expression s[lo .. hi].

Importantly, the user does not have to provide evidence that the preconditions for
these operations hold — in fact, there is no way of doing so. The proof that the necessary
preconditions hold is found automatically (if at all), and the user has no control over how
they are proved, except to supply hints to the verifier in the form of assertions and lemma
invocations.

This characteristic of Dafny makes it quite convenient for the purpose of formalizing
the Kingston—Knuth proof, because a large portion of the proof involves manipulations of

sequences. 8

3 Some Formalization Decisions

The Garsia—Wachs algorithm does not involve any destructive operation on trees, but the
proof of its correctness does. Here is a typical example of an argument based on such tree
modification, taken from the proof of Knuth’s [11] Lemma X. Numbers in boxes refer to
leaves (external nodes) by their original position, and I; and g; are the level and the weight of
the leaf , respectively. (It is not important to fully understand this passage at this point.)

Suppose I < I — 1 < ls41 for some s with j < s < k — 1. Let ¢t be the smallest
index < k such that [y =l;. Then I; =1 — 1 for s < i < t, and is a left child;

possibly s + 1 = ¢. Furthermore |t | and are siblings. Replace their parent by

8 Lean supports the notation xs[i] and the proof that the index i is valid is automatically sought by
a tactic [14], so it may provide similar conveniences. Although I found Dafny convenient (in some
respects), I do not mean to claim that it is necessarily better at the current task than other languages I
have not tried.
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Figure 4 Changing a leaf-labeled tree.

; replace by for s < ¢ < t; and replace the external node by an
internal node whose children are and . This change increases the cost by
< s — qt — qt+1 < gs — qk—1 — gk, SO it is an improvement if g5 < gx—1 + .-

The change described by Knuth in this passage may be depicted as in Figure 4. It involves
replacing a subtree with two leaves by a leaf;
relabeling ¢t — 1 — s leaves;
replacing a leaf by a subtree with two leaves.
Although these are not particularly complex operations, reasoning about such operations
can quickly get very tedious.
Our task becomes much simpler if we work with unlabeled trees. Thus, instead of defining
the type of binary trees by

datatype Tree = Leaf(weight: int)
| Node(left: Tree, right: Tree)

we use

datatype Tree = Leaf
| Node(left: Tree, right: Tree)

and a cost function that takes a weight sequence as an additional parameter:

function CostSeq(t: Tree, gs: seq<int>): (cs: seq<int>)

requires |gs| == LeafCount(t)
ensures |cs| == |gs]
{
ZipWith((x, y) => x * y, gs, Levels(t))
}
function Cost(t: Tree, gs: seq<int>): int
requires |gs| == LeafCount(t)
{
Sum(CostSeq(t, gs))
}

In the above code, LeafCount counts the number of leaves in a tree, Levels(t) is the
sequence of leaf levels of t, and the function CostSeq returns a sequence consisting of the
costs of the individual leaves, which will be handy in the proofs. The keywords requires
and ensures introduce preconditions and postconditions of functions/methods, respectively.

If we work with unlabeled trees, there is no need to relabel leaves. It turns out that all
operations on trees that are needed in our proofs can be expressed in terms of two simple
functions on unlabeled trees:

function DeletelLeaf(t: Tree, i: nat): (t’: Tree)
requires t.Node?
requires i < LeafCount(t)
ensures LeafCount(t’) == LeafCount(t) - 1

function SplitLeaf(t: Tree, i: nat): (t’: Tree)
requires i < LeafCount(t)
ensures LeafCount(t’) == LeafCount(t) + 1
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Figure 5 The functions DeleteLeaf and SplitLeaf.

(In the first precondition for DeleteLeaf, t.Node? is true iff t == Leaf.) I omitted the
function bodies for space reasons, but the effects of the two operations are easy to see from
Figure 5. For instance, since the change depicted in Figure 4 does not affect the weight
sequence, it is captured by an application of DeleteLeaf to an unlabeled tree followed by an
application of SplitLeaf.
The following lemma states how SplitLeaf affects the cost of a tree (Dafny uses + for
sequence concatenation):
lemma SplitLeafCost(t: Tree, i: nat, gs: seq<int>)
requires i < LeafCount(t)
requires |gs| == LeafCount(t) + 1
ensures
var gsl := gs[.. i] + [gs[i] + gs[i + 111 + gsli + 2 ..];
Cost(SplitLeaf(t, i), gs) == Cost(t, gsl) + gs[i] + gs[i + 1]
In Dafny, requires clauses in a lemma, as opposed to a function or method, signify its
premises and ensures clauses its conclusions.

4 Implementation and Correctness Proof

Knuth’s [11] proof of correctness of the Garsia—Wachs algorithm consists of four lemmas:

Lemmas W, X, Y, and Z. The entire proof is about two pages long, including the final part
of the proof of Lemma Z found in the solution to an exercise. We work with a given sequence
(o, 41, - - -, qn) of nonnegative weights and binary trees with n + 1 leaves. The leaves of such
a tree t are denoted @, , e ,, and their levels are lg,l1,...,0,.

In my Dafny formalization, ¢; is represented by qs[i], and I; by Level(t, i). I place
the four lemmas in separate modules.

41 Lemma W

Knuth’s Lemma W contains two assertions:

m If gr—1 > qry1 then I <lpy1 in every optimum tree.
m If gy—1 = qr+1 then I <lgy1 in some optimum tree.
My formalization of this lemma is split into three parts.

lemma Partl(t: Tree, gs: seq<nat>, k: nat)
requires |gs| >= 2
requires 1 <= k < |gs| - 1
requires |gs| == LeafCount(t)
requires Level(t, k) > Level(t, k + 1)
ensures t.Node?

ensures
var tl := DeleteLeaf(t, k);
var t2 := SplitLeaf(tl, k);

Cost(t, gs) >= Cost(t2, gs) + gslk - 1] - gslk + 1] &&
Level(t2, k) == Level(t2, k + 1)

13:7
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The first part concerns all trees with the required number of leaves, not just those whose cost
(relative to the given weight sequence) is minimum. The premise l, > l11 (Level(t, k)
> Level(t, k + 1) in Dafny) implies that is a right child and its left sibling « has the

total weight > gr_1. Deleting this leaf and then splitting , which is now at index k,
results in a reduction of cost by at least qx_1 — qx+1 and makes the leaves at positions k£ and
k + 1 siblings.

The second and third part of my formalization of Lemma W simply appeal to the first
part to establish the two assertions by Knuth.

4.2 Lemma X

Lemma X states that under the assumption that the conditions on k£ and j of the first phase
of the Garsia—Wachs algorithm hold, there is an optimum tree in which l;_; = [ and either
(@) lj=1x—1,0r
(b) 1; = 1), and [ j]is a left child.
Since ¢;—1 + ¢; > ¢; + qiy1 and qr—1 + qx < @ + qr41 are equivalent to g;—1 > g1 and
k-1 < Qk+1, respectively, the condition that qx_1, g is the leftmost locally minimal adjacent
pair can be equivalently stated as follows:

(i) qi—1 > Git+1 for 1 <i < k; and

(ii)) k=nor g1 < qry1.

My formalization consists of three Dafny lemmas. The first states that if gx_1, qx is the

leftmost locally minimal adjacent pair, then there is a minimum cost tree for (qo, q1,. - ., qn)
that satisfies o < -+ <lp_1 = .

lemma Claiml(gs: seq<nat>, k: nat) returns (t: Tree)
requires 0 < k < |gs|

requires forall i: nat :: 1 <= i < k ==> gs[i - 1] > gs[i + 1]
requires k == |gs| - 1 || gs[k - 1] <= gs[k + 1]
ensures

LeafCount(t) == |qs| && t.Node? && IsMinimumCostTree(t, qgs) &&

(forall il: nat, i2: nat ::
i1 <= i2 < k + 1 ==> Level(t, i1) <= Level(t, i2)) &&

Level(t, k - 1) == Level(t, k)
The condition (i) above (corresponding to the second requires clause) and the left-right
reversal of Lemma W imply that there is an optimum tree in which lx_; > lg, and the
condition (ii) (corresponding to the third requires clause) and Lemma W itself ensure
Iy < -+ <. Since lp < Iy in every tree with two or more leaves, we can conclude
lo < <oy =

If moreover ¢; < qp—1 + qx for j < i < k — 1, then this tree satisfies [; > I, — 1.

lemma Claim2(t: Tree, gs: seq<nat>, j: nat, k: nat)
requires j < k < [gs]|

requires forall i: nat :: 1 <= i < k ==> gs[i - 1] > gs[i + 1]
requires forall i: mat :: j <= i < k - 1 ==> gs[i] < gs[k - 1] + gs[k]
requires LeafCount(t) == [gs]|

requires IsMinimumCostTree(t, gs)
requires forall il: nat, i2: nat ::
il <= 12 < k + 1 ==> Level(t, il) <= Level(t, i2)
requires Level(t, k - 1) == Level(t, k)
ensures Level(t, j) >= Level(t, k) - 1

The proof is by contradiction. This is where the passage quoted earlier at the beginning
of Section 3 appears in Knuth’s proof. Since we use t to denote a tree, we write r instead.
If I; < I — 1, then let s be the greatest number < k — 1 such that I < I — 1. Then
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Figure 6 Transforming a tree to satisfy (a) or (b).

j<sandly—1 < lIs,41. Let r be the least number such that I, = l;. Then we must
have s <r <k—1,1,_1 <l,and l; <l —1 <lsy1 <l = l,41, implying that and

are siblings. (The situation is depicted in Figure 4, with ¢ in place of r.) Deleting

and then splitting results in an increase of the cost by an amount not exceeding
gs — (@r + @r+1) < ¢s — (qr—1 + g ), which is negative, contradicting the assumption that the
original tree was optimum. Here, I found it necessary to distinguish the case r = s + 1 from
the case r > s + 1.

To derive the conclusion of Lemma X, let j be the least number such that ¢; < gx—1 + qx
for j <i <k —1 and suppose that [; = [}, in the tree given by the preceding two lemmas. If

is not a left child, then j > 1 and the left sibling of | j | must be [j — 1], since I; 1 <1;.
Then deleting and then splitting , which is now at index k — 1, results in another
minimum cost tree, since the increase in cost is exactly —¢;—1 + qr—1 +qr < 0. If j =k -1,

the resulting tree satisfies (b), and if j < k — 1, it satisfies (a). See Figure 6.

lemma Statement(qs: seq<nat>, j: nat, k: nat) returns (t: Tree)
requires j < k < |gs|
requires forall i: nat :: 1 <= i < k ==> gs[i - 1] > gs[i + 1]
requires k == |gs| - 1 || gslk - 1] <= gs[k + 1]
requires forall i: mat :: j <= i <k - 1 ==> gs[i] < gs[k - 1] + gs[k]
requires j == 0 || gs[j - 1] >= gsl[k - 1] + gs[k]
ensures LeafCount(t) == |gs| && t.Node? && IsMinimumCostTree(t, gs)
ensures forall il: nat, i2: nat ::

j <= i1 <= i2 < k + 1 ==> Level(t, il) <= Level(t, i2)
ensures Level(t, k - 1) == Level(t, k)
ensures Level(t, j) == Level(t, k) - 1 ||
(Level(t, j) == Level(t, k) && IsLeftChild(t, j))

Note that both Claiml and Statement above return a tree with desirable properties,
rather than just ensuring that such a tree exists.

4.3 LemmayY

Lemma Y states that if ¢ is the cost of a minimum cost tree for the sequence (qo, q1,- - -, Gn)
and ¢ is the cost of a minimum cost tree for the modified sequence

(qép cee >q;_1) = (q(), e qi—1,4k-1 + Qi 955+« s Qk—2,Qk+15- -+ qn)a (1)
then
¢ <e—(qe-1+ ) (2)

lemma Statement(qs: seq<nat>, j: nat, k: nat)

requires ... // same as the last lemma
ensures
var gs’ := gs[.. j] + [gslk - 1] + gs[k]] + gs[j .. k¥ - 1] + gs[k + 1 ..];

MinimumCost(gs’) <= MinimumCost(qgs) - (gsl[k - 1] + gs[k])

13:9
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de ey o b
(b)

(a)

Figure 7 Part of the tree output by Lemma X.

The proof is by taking the tree ¢ returned by Lemma X and deleting a suitable leaf to
produce a tree t’ whose cost relative to the sequence (1) is exactly ¢ — (qx_1 + qx).°

lemma Proof(gs: seq<nat>, j: nat, k: nat) returns (t’: Tree)

requires ... // same as above

ensures
var gs’ := gs[.. j] + [gslk - 1] + gs[k]] + gs[j .. k - 1] + gslk + 1 ..];
LeafCount(t’) == |gs’| &&

Cost(t’, gs’) == MinimumCost(gs) - (qsl[k - 1] + gs[k])

Which leaf to delete depends on whether ¢ is of type (b) or (a). See Figure 7. If it is of
type (b), then and are siblings, and we can delete either or . If it is of

type (a), then the leaf to delete is (or , which turns out to be its sibling), where s
is the least index such that I, = [j.

The modified tree t’ is defined differently depending on whether ¢ is of type (b) or (a),
but the levels of the leaves of ¢ are related to those of ¢ in exactly the same way in both
cases. If we write [; and I} for the level of |4 |in t and ¢, respectively, we have

=1 fori=0,...,57—1, li=1;_q fori=j+1,...,k—1,

=1 -1, li=1liy1 fori=kFk,...,n—1

This is enough to prove that the cost of ¢ with respect to the sequence (1) is exactly
¢ = (qr-1+ qr)-

It may be worth mentioning that in the case of (a), Knuth’s [11] description of the
modified tree is extremely complex:

First slide and left by k — 1 — s places; then replace their (new) parent by

; finally replace by a node whose children are and , and replace
nodebyforj<i<s.

Here, Knuth is describing not the tree ¢’ of the above lemma, but rather the result of splitting
the leaf of this tree. It is more direct to work with ¢, and it is a great advantage of
working with unlabeled trees that we do not have to talk about sliding leaves.

4.4 Lemma Z

Lemma Z states that the inequality in (2) is in fact an equality. This is proved by showing
that any minimum cost tree ¢ (with cost ¢’) for the modified sequence (1) can be turned into
a tree t for the original sequence (qo, g1, - - -, ¢n) Whose cost is < ¢’ + gx—1 + g by splitting a
suitable leaf. By Lemma Y, this must be the minimum cost for (qo,¢1,.-.,¢,) and equal
' +qr_1+ qr. We can also prove assertions relating the levels of the leaves of t to those of ¢/,
but it turns out that it is not necessary to state them as postconditions. (This information
is only used to justify the second phase of the original algorithm.)

9 There is a slip in the first sentence of Knuth’s [11] proof of Lemma Y, where he speaks of “any optimum
tree for (qo,...,qn)”
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Knuth’s [11] proof of Lemma Z distinguishes several cases. A close inspection of the proof
reveals that in all cases, the desired optimum tree ¢ for (qo,q1, ..., ¢n) is obtained from the
given optimum tree ¢’ for

(q(/)v cee 7q'/n—1) = (q07 s qij—1,49K—-1 + qk>455 - -3 qk—2,49k+1,5 - - 7qn)

by splitting the leaf of ¢/, where s; is the greatest index < k — 1 such that I’ = [ .
Here, I is the level of the leaf | i | of t'. Note that the leaf | j | of ¢’ corresponds to the weight
Qk—1 + qi, and the leaf of ¢ corresponds to the weight gj,_o.'°

lemma CostLeq(t’: Tree, gs: seq<nat>, j: nat, k: nat, sl: nat)
requires j < k < |gs]|
requires forall i: mat :: 1 <= i < k ==> gs[i - 1] > gs[i + 1]
requires k == |gs| - 1 || gslk - 1] <= gs[k + 1]
requires forall i: mat :: j <= i <k - 1 ==> gs[i] < gs[k - 1] + gs[k]
requires j == 0 || gs[j - 1] >= gs[k - 1] + gs[k]

requires
var gs’ := gs[.. j] + [gslk - 1] + gs[k]] + gs[j .. k¥ - 1] + gs[k + 1 ..];
LeafCount(t’) == |qgs’| && IsMinimumCostTree(t’, gs’)

requires j <= sl < k && Level(t’, j) == Level(t’, sl)
requires s1 == k - 1 || Level(t’, j) < Level(t’, sl + 1)

ensures
var gs’ := gs[.. j] + [gslk - 1] + gs[k]] + gs[j .. k - 1] + gs[k + 1 ..];
var t: Tree := SplitLeaf(t’, sl);
LeafCount(t) == |qs| && Cost(t, gs) <= Cost(t’, gs’) + gslk - 1] + gs[k]

To prove that ¢ satisfies the desired properties, we first note that Lemma W implies
j<in<ia<k=1; <l
Given the way s; is determined, we have
Iy =1; fori=j,...,s1, I, <l fori=s+1,....k—1 (3)
If we set
(@52 @n=1) = (@ -+ s Tj—1s Tjg1s -5 Doy s B Doy 15+ -+ Trm1)

it is easy to see that the cost of ¢’ relative to (qo, ..., ¢n—1) remains the same as the cost of
t’ relative to (gg,--.,q,_1)- Then we set

(a()a cee 7an) = (QO7 vy Qs1—1,49k—159ky4s1 5 - - -y Qk—25Q+15 - - - 7Qn)
Since (781 = qk-1, 581-‘,-1 = Qk, and
(21\07 s 7(/]\n71) = (aO» ey 651717§’81 + asl+17 ’qul+27 s 7(}In)a

SplitLeafCost implies that the cost of ¢ with respect to (qo, ..., ¢n) equals the cost of ¢’
with respect to (Go,---,Gn-1) PIUS qk—1 + k-

10 My notation here is different from that of Knuth [11], who works with the result of splitting the leaf
of t', and uses to refer to the leaf corresponding to the position of the weight ¢; in the sequence

qos- > Qi—1,Qk—1,qk> G-+ -»Gk—2,qk+1,- - - dn- LThe index s1 corresponds to s + 1 in Knuth’s proof; it
is the index of the weight ¢s in the sequence qo,...,¢j—1,qk—1 + Qk, @5, - - -y Qk—2, Qht1s- - - In-
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Let us write ¢ for the cost of ¢ relative to (qo,...,qs), and ¢ for the cost of ¢ relative to
(Go, - - -, Gn). It remains to show

c<ec.

This is by far the trickiest part of the whole proof. The relevant part of Kingston’s [10] proof
is very brief and not explicit enough. Knuth [11] relegates this part to an exercise, and the
provided solution is more detailed, but still somewhat sketchy.

Here I deviate from Knuth’s proof and give what I think is a much more perspicuous
proof. This is handled by the following lemma:

lemma CyclicShift2(t: Tree, gs: seq<int>, sl: nat, k: nat)

requires LeafCount(t) == |gs|

requires sl < k < |gs|

requires forall i: nat :: sl < i < k ==> gs[i - 1] > gs[i + 1]

requires Level(t, sl1) == Level(t, sl + 1)

requires forall i: nat :: sl + 2 <= i <= k ==> Level(t, sl1) <= Level(t, i)
ensures

var gs2 := gs[.. s1] + [gslk - 1]1] + [gs[k]] + gsls1 .. k - 1] + gs[k + 1 ..];
Cost(t, gs) <= Cost(t, gs2)

The last two preconditions about the levels of the leaves of ¢ follow from the fact that ¢ is
the result of splitting the leaf of ¢’ and the above-mentioned facts (3) about the levels of
the leaves of t'.

Knuth [11] treats the case s; = k — 2 separately, and when s; < k — 2, suggests a case
distinction according to the parity of k — s;. No case distinction is necessary in the following
proof. We start by observing that ¢ — ¢ equals the following sum:

(-1 =G5 sy (@ —Gs1+1) s, + (s, —si+2)lsi 42+ -+ (@r—3—qu—1) -1+ (qr—2—qi) 1. (4)

This sum in turn equals the sum of the following two sums:

(Qkfl - qSl)lsl + (Qk - q81+1)l51 + (qs1 - q51+2)l51 +oee (qka - qkfl)lsl +
(qr—2 — qr)ls, (5)
(gs; = @si42)Usyv2 = lsy) + -+ (o3 — qe—1) (k-1 — 1s;) + (qh—2 — @) (I — 1s,).  (6)

But the sum (5) is zero, since it is a multiple of the sum

(-1 —qsy) + (@6 — @s1+1) + (@51 — Gs142) + -+ (@r—3 — qe—1) + (qe—2 — qr),

which is clearly zero. So ¢ — ¢ equals the sum (6). This is nonnegative, since the first factor
of each term is strictly positive by the third precondition of CyclicShift2, and the second
factor of each term is nonnegative by the fifth precondition.

4.5 The Algorithm
4.5.1 Two-Phase vs. One-Phase

Immediately following his proof of Lemma Z, Knuth [11] wrote:

These lemmas show that the problem for n 4+ 1 weights qg, g1, - - -, ¢, can be reduced
to an n-weight problem ... The proofs also show that any optimum tree T” that is
obtained from the new weights (g, ..., q,_;) can be rearranged into a tree T' that
has the original weights (qo, . ., ¢,) in the correct left-to-right order; moreover, each
weight will appear at the same level in both T and T".
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The lemmas do show that the (n + 1)-weight problem can be reduced to an n-weight problem,
but the correctness proof is not quite done yet. The original two-phase algorithm is not
recursive and does not solve the problem for (g, ...,q,_;) along the way; an optimum tree
for this n-weight sequence is never built.

To justify Phase 2 of the original algorithm, you need to show that the tree output
by Phase 1 is level-equivalent to an optimum tree for (qo,...,¢,) in the sense that the
leaves of the two trees corresponding to the same weight appear at the same level. In
Knuth’s pseudocode [11] as well as his C implementation [12], the output tree u of Phase 1
on the input sequence (qo, ..., ¢n) is built bottom-up. The result of removing the leaves
corresponding to the weights ¢x_1 and ¢x from u is the tree u’ that Phase 1 would output
on input (gg,...,q,_1). Assuming the inductive hypothesis that ' is level-equivalent to an
optimum tree t’ for (qj,...,q,,_;), the proof of Lemma Z ensures that u is level-equivalent
to an optimum tree ¢ for (qo,...,qn). This last bit of inductive reasoning is not explicitly
given either by Kingston [10] or by Knuth [11]. Note that neither the tree ¢’ nor the result
of splitting the leaf corresponding to the weight gx—1 + gx of this tree (which is presumably
what Knuth meant by 7" in the above quote) is built by the original algorithm.

A simpler correctness proof is possible if we make the entire algorithm recursive and let it
construct an optimum tree for the shorter sequence (gf),...,q,_;). It can then be converted
to an optimum tree for the original input sequence (qo, . .., qn) by the simple procedure used
in the proof of Lemma Z. This way, the algorithm does not have to construct two different
trees with the same number of leaves, and the correctness proof does not have to mention
level-equivalence of two trees.

4.5.2 The Naive Version

My implementation of the Garsia—Wachs algorithm consists of just one phase and does not
construct the intermediate “nonalphabetic” tree for the input weight sequence.

The method implementing the naive version of the Garsia—Wachs algorithm takes a weight
sequence gs as input, and when |qgs| >= 2, calls itself recursively with a modified sequence.
The output of the recursive call is then turned into a minimum cost tree for qs. When all
ghost constructs in the method body are removed, the method looks as follows:
method GWAlgorithm(gs: seq<nat>) returns (t: Tree)

decreases |gs|
requires [qgs| > 0

ensures LeafCount(t) == |gs| && IsMinimumCostTree(t, gs)
{
if Igs| == 1 {
t := Leaf;
} else {
var p := (i: nat) => 1 <= i < |gs| & (i == Igs| - 1 || gs[i - 1] <= gs[i +
1105
var k: nat := LeastNumber(p, lgsl| - 1);
var q := (i: nat) => 1 < k && (i == 0 || gs[i - 1] >= gs[k - 1] + gs[kl);
var j: nat := GreatestNumberLe(q, 0, k - 1);
var gs’ := gs[.. j] + [gslk - 1] + gs[k]] + gs[j .. k - 1] + gslk + 1 ..];
var t’ := GWAlgorithm(qgs’);
var r := (i: nat) => j <= i < k && Level(t’, j) == Level(t’, i);
var sl := GreatestNumberLe(r, j, k - 1);
t := SplitLeaf(t’, s1);
}
}

The postconditions are established by invoking the Dafny lemma formalizing Lemma Z.
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(a) (b)

Figure 8 Trees built by the algorithm.

The above code uses the functions LeastNumber and GreatestNumberLe. Given a predi-
cate p on natural numbers and a natural number m satisfying p, LeastNumber (p, m) returns
the least natural number satisfying p. Similarly, GreatestNumberLe(p, lo, hi) returns the
greatest number less than or equal to hi satisfying p, given that 1o <= hi and lo satisfies p.
Both functions are implemented with linear search.

Since a Dafny program can be compiled and run, we can see how the algorithm works
on specific input sequences. We can confirm that the present implementation of the Garsia—
Wachs algorithm indeed returns the tree in Fig. 19 of Knuth [11, page 450] when fed with
the alphabetic frequency data:

(186, 64, 13,22, 32,103, 21, 15,47, 57, 1, 5,32, 20, 57,63, 15, 1, 48, 51,80, 23,8, 18, 1,16, 1).

At one stage of the execution of the algorithm on this input, the method GWAlgorithm is
called with the sequence

(186,131,122,114, 114,103, 83, 80, 67). (7)

It then determines

modifies the sequence to
(186,147,131,122,114,114,103, 83),

and recursively calls itself with this new sequence. The tree returned by the recursive call is
the left tree (a) in Figure 8. (The algorithm returns an unlabeled tree, but we are showing a
labeled tree for convenience.) The combined weight 80 + 67 = 147 (indicated in dark red)
was inserted in front of 131, and the positions that were occupied by 80,67 are shown by
a dark red vertical bar. Next, based on the levels of the leaves of this tree, the algorithm
determines s to be 5 (indicated by a thick box in Figure 8). The result of splitting this leaf
is an optimum tree for the sequence (7); it is the right tree (b) in Figure 8.

Figure 9 shows the entirety of the algorithm’s behavior on the input sequence
(33,13,11,7,12,4,20). (The leaf labels are actually not part of the trees constructed by the
algorithm; they are there just to show what weight sequence produced each tree.) Notice
how the final output tree is built from a single node tree just by repeated applications of
SplitLeaf.

4.5.3 The Optimized Version

As already mentioned, the optimized version of the algorithm presented by Garsia and
Wachs [6] and by Knuth [11] has a more complex control structure. The main loop calls a
subroutine which recursively calls itself. Moreover, the call graph of an invocation of the
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Figure 9 The Garsia—Wachs algorithm in one phase.

subroutine is in general not a straight line. Both the main loop and the subroutine manipulate
mutable, global variables. Since imperative features add extra layers of difficulties, I avoid
mutable variables and reorganize the main loop into a recursive method, as I did with the
naive version. Moreover, where formerly the subroutine exited and returned the control back
to the main loop, I instead make the subroutine call the main method, thus making the two
methods mutually recursive.

method GWAlgorithm(qs: seq<nat>, r: nat) returns (t: Tree)
decreases |gsl, lgs| - r
requires 1 <= r <= |gs]|
requires TwoDescending(gs[.. rl)
ensures LeafCount(t) == |gs| && IsMinimumCostTree(t, gs)

if Igsl == 1 {
t := Leaf;

} else if r < Iqgsl| & (r <=1 || gslr - 2] > gslr]) {
t := GWAlgorithm(gs, r + 1);

} else {
t := Combine(gs, [r], r);

}

¥

method Combine(qs: seq<nat>, ks: seq<nat>, r: nat) returns (t: Tree)
decreases |gsl|, lgs|l - r, |ks]|
requires |ks| >= 1
requires TwoDescendingIntervals(qgs, ks, r)
ensures LeafCount(t) == |gs| && IsMinimumCostTree(t, gs)

var k: nat := ks[0] - 1;
if k < |gs| - 1 && gslk - 1] > gslk + 1] {
if |ks| == 1 {
t := GWAlgorithm(gs, r + 1);
} else {
var ks’: seqg<nat> := [k + ks[1]] + ks[2 ..];
t := Combine(gs, ks’, r);

}
} else {
var j: nat := FindJ(gs, gslk - 1] + gs[k], k - 1);
var gs’ := gs[.. j] + [gslk - 1] + gs[k]] + gs[j .. k - 1] + gslk + 1 ..];
var t’: Tree;
if |ks| == 1 {
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if j <=1 4
t’ := GWAlgorithm(gs’, k);
Yelse{ // 57> 1
t’ := Combine(gs’, [j, k + 1 - jl, k);
}
} else { // |ks| > 1
var k1: nat := ks[1];

if j <=1 4
if k == 1 {
t’ := Combine(gs’, [k1] + ks[2 ..], r - 1);
} else {
t’ := Combine(qgs’, [k, k1] + ks[2 ..], r - 1);
}

Yelse{ // 57> 1
t’ := Combine(qgs’, [j, k - j + 1, k1] + ks[2 ..], r - 1);
}
}
var p := (i: nat) => j <= i < k && Level(t’, j) == Level(t’, i);
var sl := BinarySearch.GreatestNumberLT(p, j, k);
t := SplitLeaf(t’, sl);
}
}

This version of GWAlgorithm takes two arguments, and it should intially be called with
r := 1.

The method Combine corresponds to the procedure COMBINE of Garsia and Wachs [6]
and Subroutine C of Knuth [11]. In the actual verified code, the method body is filled with
many assertions and lemma invocations.

The function FindJ (line 32) returns the greatest index j < k — 1 such that either j =0
or ¢j—1 > qr—1 + qi by first using binary search to find the greatest index ¢ < & — 1 such
that either ¢ = 0 or max(q;—1,qi) > qx—1 + q&.

The precondition TwoDescendingIntervals(qs, ks, r) means that the prefix of gs
of length r is the result of joining 2-descending subsequences, each of length > 2, where
adjacent subsequences overlap in exactly one position. The lengths of these 2-descending
subsequences are the elements of ks. The pair consisting of the last two elements of each
sequence is a potential locally minimal sum pair.

predicate TwoDescendingIntervals(gs: seq<int>, ks: seg<nat>, r: nat)
{
r <= |gs| &&
(lks| == 0 ==> 1 == 1) &
(lks| > 0 ==>
2 <= ks[0] <= r &
TwoDescending(qgs[.. ks[0]]) &&
TwoDescendingIntervals(qgs[ks[0] - 1 ..], ks[1 ..], r - (ks[0] - 1))
)

}
predicate TwoDescending(gs: seq<int>)
{
forall i: nat :: 0 < i < [|gs| - 1 ==> gs[i - 1] > gs[i + 1]
}

When Combine is called by GWAlgorithm, the only element of the second argument of
Combine is k + 1, where qr_1, gx is the leftmost locally minimal sum pair of (qo, q1,- -, Gn)-
When j is found, the method calls itself recursively with the shorter sequence (g(, ..., q,_1) =
(90, -+ Qj—1, k=1 + Q& Gjs - - - » Q=25 k41, - - - s @) @S the first argument and the 2-descending
intervals (j,k + 1 — j) as the second argument, unless j < 1, in which case (¢, ..., q,_) is

2-descending and GWAlgorithm is called.
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There are more case distinctions when Combine is called by itself, but each time the
method receives a tree ¢’ for the shorter sequence (from either GWAlgorithm or Combine), it
splits a suitable leaf of ¢ and returns the resulting tree.

4.5.4 Toward an Efficient Implementation

The implementation just presented incorporates the optimizations (i) and (ii) mentioned in
Section 1, but, as was the case with Knuth’s [12] implementation, does not yet achieve the
O(nlogn) time complexity. Assuming an array-based implementation of Dafny sequences
with constant-time element access by index, the function FindJ finds the index j in logarithmic
time, but the construction of the new weight sequence (qj, ..., q},_;) (line 33) requires copying
and takes linear time. Also, determining the index s; by binary search (line 54) needs to
access the level of a leaf of a tree at each step, which cannot be done in constant time unless
the levels are precomputed; the precomputation would require linear time. Finally, based on
the current simple representation of trees, the function SplitLeaf (used in line 55) takes
linear time. The net effect is that the entire algorithm runs in O(n?) time. To make it run
in O(nlogn) time at least requires a special data structure to represent sequences.

There are various ways to proceed. Knuth’s [11] suggestion was to use AVL trees [1] to
represent weight sequences. In order to allow instant access to both ¢; and ¢;_1 at each step
of the search for j, Knuth suggests that each node in the AVL tree be linked to the nodes
corresponding to the previous and next weights in the sequence. Alternatively, one could
avoid mutable references and use AVL trees representing sequences of pairs of neighboring
weights, following Bird [3] and Bird and Gibbons [2].

An important difference between the two-phase and the one-phase algorithms is that
the latter must remember the index j and use it to determine the index s;. So it will not
do to construct (g(, .. .,4q,_1) by just inserting gr—1 + g as soon as it is determined where

to insert it; the position at which insertion should take place must be recorded explicitly.

My implementation also accesses sequence elements by index in some places. In order to
facilitate these operations, one could use AVL trees augmented with ranks [11, page 471],

where each node has a field indicating its position in the sequence represented by its subtree.

Similarly, the search for s; can be done in logarithmic time by maintaning the level
sequences of constructed trees as rank-augmented AVL trees. The SplitLeaf operation on
trees would be reflected by deletion and insertion at specific indices on level sequences. The
SplitLeaf operation on trees itself could be made efficient by employing a mutable data
structure for trees allowing logarithmic-time access to a leaf by its position. Alternatively,
one could delay the construction of the output tree until the very end, letting GWAlgorithm
and Combine return only the level sequence to their caller. At the final stage of the algorithm,
one would be able to turn the complete level sequence into the output tree in linear time.

5 Discussion

Formalizing Knuth’s proofs of his Lemmas W, X, Y, and Z in Dafny turned out to be not as
difficult as I thought, even though proving assertions about costs of trees often required very
long calculations. Most of these calculations are expressed in Dafny as calc statements, which
typically require many user-supplied hints. The entire Dafny code, containing verification
of both the naive and the optimized versions of the algorithm, consists of about 3,600 lines
of code. I was able to stay quite close to Knuth’s proofs in my formalization. As a novice
Dafny user, the main difficulty I had was in applying various tricks [18] in order to keep the
resource usage low enough that Dafny consistently verifies the code. This involved a lot of
trial and error.
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In my formalization, it was crucially important to exclusively reason about simple
operations on unlabeled trees in order to keep the complexity at a manageable level. Karpinski
et al. [9] employ much more complex operations on trees in their proof of correctness of
the Garsia—Wachs algorithm, and I expect that it would be considerably more difficult to
formalize.

It is puzzling that the Garsia—Wachs algorithm has always been presented as a two-phase
process, in which a “nonalphabetic” tree for the input sequence is built first, and then the
optimum alphabetic tree is constructed so that the levels of its leaves will coincide with the
levels of the corresponding leaves in the nonalphabetic tree. Since it is quite clear from the
proof of Knuth’s [11] Lemma Z (Kingston’s [10] Theorem 1) that a very simple algorithm
turns a minimum cost tree for the modified sequence (1) into a minimum cost tree for the
original sequence, it is surprising that no authors have noticed that using this procedure as
part of the entire algorithm results in a more natural variant that is also easier to prove
correct. It is not necessary to show how the leaf levels of the tree found by Lemma Z are
related to those of the input tree.

It is true that since the second phase of the Garsia—Wachs algorithm can be implemented
to run in linear time [11], the original two-phase variant of the algorithm should actually
run faster. Determining the index s; in the one-phase variant of the present paper takes
logarithmic time using binary search, incurring O(nlog n) total cost. However, the overall
running time of the algorithm is ©(nlogn) (when the optimizations (i) and (ii) are applied
and a suitable data structure for sequences is employed), so it makes no difference to the
asymptotic time complexity of the algorithm.

I have opted not to follow the functional style of Fillidtre [5] and of Bird [3] and Bird
and Gibbons [2] that does away with sequence indices. Elements of sequences are referred
to by their positions (indices) in all available proofs of the Garsia-Wachs algorithm. The
verification of an implementation along the line of [5] or of [3, 2] seems to me to be much more
difficult. Without a device like element access by index and slicing (s[i] and s[lo .. hil
in Dafny), I do not even know how to state crucial properties like Knuth’s [11] Lemmas X,
Y, and Z.

6 Conclusion

I have presented a first formalized proof of correctness of the Garsia—Wachs algorithm using
Dafny. The formalization is mostly faithful to Knuth’s [11] presentation of Kingston’s [10]
proof. I noted that since the correctness proof provides a procedure for turning a minimum
cost tree for a modified, shorter weight sequence into a minimum cost tree for the original
sequence, by invoking this procedure each time the algorithm recursively calls itself, a
minimum cost tree for the input sequence can be built directly, without detour through a
minimum cost tree for a permutation of the input sequence. The result is a more natural,
easier-to-verify variant of the algorithm.
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