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Abstract
We present a shallow embedding of fractional separation logic in Isabelle/HOL, based on fractional
separation algebras with unbounded fractions. To support flexible ownership splitting and recom-
bination, we use nominal labels that enable systematic distribution and collection of fractional
permissions across separating conjunctions.

The logic is integrated into a verification condition generator that automates substantial parts
of fraction arithmetic and label reasoning, significantly reducing manual proof effort. As a backend,
we connect the framework to Isabelle LLVM, enabling the verification of executable LLVM code.

As a case study, we verify a parallel matrix-vector multiplication. The example illustrates
recursive reasoning, parallel writes to disjoint segments of the result vector, and shared read access
to the input vector via fractional permissions.
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1 Introduction

Concurrent separation logic [23] has become a standard tool for reasoning about heap-
manipulating programs, in particular for enforcing disjointness properties that rule out
harmful aliasing and data races. In its classical form, the separating conjunction enforces
exclusive ownership: an assertion A ⋆ B states that A and B hold over disjoint parts of the
state. This exclusivity is well suited for reasoning about sequential updates and parallel
programs that access disjoint memory regions.

In practice, however, parallel programs frequently rely on shared read-only access. Typical
examples include numerical kernels, graph algorithms, and functional data structures, where
multiple threads concurrently read from the same memory while updates remain exclusive.
Fractional separation logic [3, 2, 24] addresses this use case by associating a fraction of
ownership with each resource: read access requires only a fraction, while write access requires
full ownership. Soundness relies on the invariant that the sum of all fractions of a resource
does not exceed 1.

While fractional separation logic has been supported by deductive verifiers for some
time, its formalization raises subtle semantic and proof-engineering challenges [20, 4, 7]. In
particular, recent work has shown that unbounded fractional models – internally allowing
arbitrary positive fractions – simplify the meta-theory and avoid technical restrictions present
in bounded approaches [7].

A fundamental difficulty encountered by fractional separation logic is combinability: while
fractional ownership can always be split, it cannot, in general, be recombined. That is, while
(π1 +π2) ·A can be split into π1 ·A⋆π2 ·A, the converse implication does not hold for arbitrary
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assertions A. This loss of combinability is not merely a theoretical inconvenience. While
many assertions used in practice are actually combinable, proving so can be a non-trivial
endeavour and an additional proof burden for the user of verification tools.

Overview of our Approach

We present a shallow embedding of unbounded fractional separation logic in Isabelle/HOL,
instantiate it to reason about LLVM programs, and provide automation to make refinement
based reasoning practically feasible, even for concurrent read access to data structures
described by complex assertions. Our approach is based on three key ideas.

First, we formalize fractional separation logic directly on top of fractional separation
algebras, extending Isabelle’s existing separation algebra type classes [12, 13] with a scaling
operator by positive rational numbers. The logic is embedded shallowly: assertions are
predicates over algebraic states, and all logical connectives are defined directly in Isabelle/HOL.
This enables extensive reuse of Isabelle’s automation and avoids the overhead of deep
embeddings or locale-heavy infrastructures.

Second, to recover combinability, we employ nominal labels [4]. These fix a concrete
resource witness for an assertion, eliminating the ambiguity that prevents recombination
of independently split fractions. Crucially, labels are orthogonal to the shape of assertions:
they allow recombination uniformly, without restricting how data structures are specified.

Third, we integrate the logic into a verification condition generator that performs auto-
matic frame inference, fraction arithmetic, and label management. Fractions and labels are
propagated, split, and recombined automatically during proof search, substantially reducing
the annotation burden on the user. The resulting proof style is close to ordinary separation
logic, even in the presence of concurrent reads.

Integration with Isabelle LLVM

We connect our framework to Isabelle LLVM [18], a shallowly embedded subset of the
LLVM intermediate language in Isabelle/HOL [22]. Isabelle LLVM already supports fork-join
parallelism and tracks memory accesses precisely, but prior reasoning infrastructure only
supported exclusive ownership. By defining an abstraction from concrete LLVM states to
fractional separation algebras, we lift existing Hoare-style reasoning to the fractional setting.
This enables verification of executable LLVM programs with shared read-only memory.

Case Study and Contributions

As a case study, we verify a parallel matrix-vector multiplication algorithm that computes
each output element in parallel while sharing read-only access to the input matrix and vector.
The verification combines recursive reasoning, parallel composition, and refinement-based
data structure abstractions, and is carried out down to LLVM code.

In summary, this paper makes the following contributions:
We present a shallow embedding of unbounded fractional separation logic in Isabelle/HOL,
based on fractional separation algebras.
We show how nominal labels restore combinability of fractional assertions without re-
stricting assertion shape.
We integrate the logic into a verification condition generator that automates frame
inference, fraction management, and label reasoning.
We connect the framework to Isabelle LLVM and verify a non-trivial parallel program
with shared read-only memory.
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Artifact. The artifact is available on GitHub [14] and archived at Zenodo [15].

Isabelle/HOL Notation

Our formalization is carried out in Isabelle/HOL [22]. In this paper we use some Isabelle/HOL
inspired notation: type variables are written as ’a, ’b, .... Function types are written
as ’a1 ⇒ ... ⇒ ’an ⇒ ’b, and are typically curried. We write function application as
f x1 ... xn, and abstraction as λx1 ... xn. t x1 ... xn. Note that we typically specify
the bound variables that can occur in a placeholder term, such as in t x1 ... xn above.

Predicates are functions into bool. Lists have type ’a list and are written as [a1,...,an].
The length of list xs is |xs|. Tuples have type ’a × ’b, and are written as (a,b). Equal-
ity is written as =, and we use ≡ to indicate the definition of a new constant, e.g.,
app2 f (x,y) ≡ (f x, f y). Statements are written as JP1; ...; PnK =⇒ Q. Free variables
in statements are implicitly universally quantified.

For readability, we introduce mathematical notation for many definitions, both in this
paper and in the actual formalization. For example, the separating conjunction is written as
A ⋆ B. We occasionally elide implicit type arguments and coercions when they are clear from
the context. We will introduce additional notation where it is first used.

2 Fractional Separation Algebra

Separation algebra can be used to describe resources that are to be shared by a program [5]. In
Isabelle/HOL, separation algebras can be formalized as type classes [12]: a separation algebra
’a::sep_algebra provides a zero element 0::’a, a compatibility predicate (##)::’a⇒’a⇒bool
and an addition operation (+)::’a⇒’a⇒’a. Intuitively, zero models the empty set of
resources, a##b expresses that a and b are compatible, and thus can be combined to the
resource a+b. Formally, we have that:

1 compat_zero: x ## 0 compat_comm: x ## y =⇒ y ## x
2 add_zero: x+0 = x add_comm: x ## y =⇒ x+y = y+x
3 add_assoc: J x ## y; y ## z; x ## z K =⇒ (x + y) + z = x + (y + z)
4 compat_addD: J x ## y + z; y ## z K =⇒ x ## y
5 compat_addI: J x ## y + z; y ## z K =⇒ x + y ## z

▶ Example 1. The option type forms the trivial separation algebra, with None as zero, a ## b
iff a=None ∨ b=None, and Some a + None = Some a. Moreover, separation algebras naturally
extend over ranges of functions. Thus, the separation algebra addr ⇒ val option models a
simple memory that can be split into parts with disjoint addresses.

A (separation logic) assertion ’a assn ≡ ’a⇒bool is a predicate over a separation algebra.
Note that, when the separation algebra is clear from the context, we omit the type parameter
and just write assn. Assertions can be used to describe resources like memory, e.g., in the
pre- and postconditions of specifications. Assertions can be combined using the separating
conjunction, which expresses that the assertions hold on two compatible parts of the memory:

1 (A⋆B) x ≡ ∃x1 x2. x1 ## x2 ∧ x = x1 + x2 ∧ A x1 ∧ B x2

▶ Example 2. In the simple memory model from Example 1, the points-to assertion (a7→v)
describes a single memory cell at address a with value v. It is defined as:

1 (a 7→ v) m ≡ m = (λ_. None)(a:=Some v)

ITP 2026
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The points-to assertion is generalized to pointers, which can be an address or null: the null
pointer does not point to any value, i.e., null 7→ v ≡ λ_. False.

Given a function +1 on addresses to obtain the next address, a consecutive range of
values in memory (array-slice) is described by:

1 aslA [x0...xn] a ≡ a+0 7→ x0 ⋆ ... ⋆ a+n 7→ xn

Also aslA is lifted to pointers, where null describes the empty array slice.

In classic separation algebra, A⋆B means that A and B hold on disjoint resources, e.g.,
on disjoint parts of memory. This is a great tool to exclude unwanted aliasing, e.g.,
aslA xs a ⋆ aslA ys b describes two non-overlapping array slices. When executing two
threads in parallel, the resources can be distributed between the two threads, ensuring
race-freedom. However, in practice, parallel threads can concurrently read-access the same
resources (e.g., memory) without causing a race. Only concurrent read/write or write/write
accesses are problematic.

To verify programs with concurrent read accesses, fractional separation logic [3, 2, 24]
has been developed. The idea is to describe positive fractions ]0..1] of a resource, such that
multiple fractions of the same resource can be combined. Read access is allowed with only
seeing a fraction of the resource, while write access requires the full resource. As no other
fractions of the full resource can exist, write access is guaranteed to be exclusive.

While fractional separation logic has been supported by deductive verifiers for some time,
sound formal semantics with desirable properties have only recently been developed [20, 4, 7].
We roughly1 follow Thibault et al.’s [7] unbounded approach, which solves some technical
problems by internally allowing any positive fraction of a resource.

A fractional separation algebra is a separation algebra with an additional operator
(·) :: prat ⇒ ’a ⇒ ’a that scales a resource by a positive rational number (prat), such
that the following holds:

1 same_dj: a##a scale_dj: a##b =⇒ π1 · a ## π2 · b
2

3 scale_add: (π1+π2) · a = π1 · a + π2 · a
4 scale_scale: π1 * (π2 · a) = (π1 * π2) · a
5 scale_distrib: a##b =⇒ π * (a+b) = π * a + π · b
6

7 scale_eq_zero_iff: π · a = 0 ←→ a=0
8 scale_id_iff: π · a = a ←→ π=1 ∨ a=0

The first two properties ensure that a resource is compatible with itself, and that scaling
does not affect compatibility. The next properties express the interactions of scaling and
addition: addition of scales is the same as adding the scaled resource, repeated scaling of
a resource can be summarized, and scaling distributes over addition of resources. Finally,
scaling zero yields zero, and no other resource can be scaled down to zero. Also, scaling a
resource yields the same resource iff the factor is one or the resource is zero.

Like normal separation algebras, also fractional separation algebras extend over functions.
We lift the scaling operator to assertions:

1 (·) :: prat ⇒ assn ⇒ assn (π·A) a = A (π−1 · a)

1 They provide an Isabelle formalization based on locales and a deep embedding of SL. We extend the
separation algebra type classes, and support a shallow embedding.
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Note that we use an inverse here, to express that the a scaled assertion holds on the
analogously scaled state, i.e., (π·A) (π·a) = A a.

▶ Example 3. The trivial fractional separation algebra can be defined as follows:

1 ’a tsa ≡ 0 | VAL prat ’a π · VAL π’’ x ≡ VAL (π·π’) x
2 VAL π x ## VAL π’ y ≡ x=y VAL π x + VAL π’ _ ≡ VAL (π+π’) x

Intuitively, VAL π x characterizes the fraction π of value x, and only fractions of the same
value can be combined. Note that the equations not specified here follow from the fractional
separation algebra axioms.

Analogously to Example 1, a simple memory model can be expressed as the fractional
separation algebra addr ⇒ val tsa. This allows fractional sharing of memory, as long as
memory cells at the same address contain the same value.

Analogously to Example 2, we define a points-to assertion for fractional separation logic:

1 (a 7→ v) a’ ≡ if a=a’ then VAL 1 v else 0

The array-slice assertion is then defined exactly as in Example 2.

We show that scaling distributes over separating conjunctions, and that an assertion can
be split into two parts:

1 (1) (π·(A1 ⋆ A2)) = (π·A1 ⋆ π·A2)
2 (2) (π1+π2)·A ⊢ (π1·A ⋆ π2·A)

The connective A⊢B ≡ ∀s. A s =⇒ B s is called entailment. It is the lifting of implication
to assertions, and commonly used in separation logic notation.

These properties are extremely useful for reasoning about programs: The two directions
of (1) are called distributivity and factorisability [7]. They are used to split a complex data
structure into its parts, reason about an operation on some of the parts, and then recombine
it. (2) can be used to split a resource into two fractions, and pass them to concurrent
threads, which can both read from that resource. However, to combine such a resource again,
we would need the combinability property (π1·A ⋆ π2·A) ⊢ (π1+π2)·A. Unfortunately, this
property does not hold in general.

To mitigate this problem, Thibault et al. [7] suggest a set of syntactic rules to prove that
certain assertions are always combinable. Unfortunately, this makes it hard and technical to
reason already about medium-complex assertions. Take, for example, a dynamic array data
structure. It can be described by the assertion:

1 daA xs (n,c,p) = ∃xs’. aslA xs’ p ⋆ ↑(|xs’| = c ∧ n <= c ∧ xs = take n xs’)

here, (↑P) s ≡ s=0 ∧ P is the predicate lifting assertion, that uses no resources and describes
that P holds. Intuitively, the data structure stores a length n, a capacity c and an array slice.
The capacity is the size of the array slice, but only the first n <= c elements contain the
data of the represented list, while the remaining elements are unused.

Showing that this simple assertion is combinable is already non-trivial. Moreover, it
is not clear to the author whether there are useful non-combinable assertions. To avoid
the problem altogether, we use the idea of nominal labeling. It has been introduced by [4]
for bounded separation logic, in combination with two types of separating conjunctions to
obtain factorisability. In this paper, we combine unbounded separation logic, which gives us
factorisability, with nominal labeling to obtain combinability2.

2 [7] were aware of the possibility to use labels with their approach, but rejected it as being too much
overhead.

ITP 2026
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Intuitively, a label fixes a concrete resource witness for an assertion, eliminating existential
ambiguity that prevents recombination. We define lbl l A s ≡ (l=s) ∧ A s and prove
(π1+π2)·lbl l A = (π1·lbl l A ⋆ π2·lbl l A). Also, we can introduce and remove labels
during a proof, i.e., A ⊢ (∃l. lbl l A) and lbl l A ⊢ A.

Note that, compared to approaches that depend on certain (syntactic or semantic)
properties of the assertions, the labeling approach works independently of the assertion shape.
This is important for integration with refinement based reasoning, where assertions are
typically complex, and having to prove well-formedness properties for each newly introduced
assertion would generate a significant proof burden. Moreover, in Section 4.1, we show how
to automatically split labels over separating conjunctions.

3 Isabelle LLVM Integration

Isabelle LLVM [18] is a shallowly embedded fragment of the LLVM intermediate language [19]
into Isabelle/HOL. It supports fork-join parallelism in the form of a parallel function call,
and the semantics already supports shared read-only memory between threads. However,
so far, the available reasoning infrastructure has only supported exclusive distribution of
memory between threads. For this paper, we have extended the existing infrastructure to
support fractional separation logic.

3.1 State Abstraction Function
Our first change concerns Isabelle LLVM’s state abstraction function that maps a concrete
program state (memory) into a separation algebra (also called abstract state). We have to
change this mapping to go into a fractional separation algebra. Isabelle LLVM’s memory
model consists of a map from indexes to blocks, where each block is either fresh, freed, or
allocated. Allocated blocks contain a list of (deeply embedded) values of type val. An
address addr = nat×int consists of a block index and an offset into the block’s value list. An
address is valid if its block is allocated, and its offset is non-negative and smaller than the
list of values3.

Our state abstraction function sα, which maps Isabelle LLVM’s concrete state into the
separation algebra addr ⇒ val option tsa, is defined as follows:

1 sα s (b,i) = (
2 if ¬is_ALLOC s b then 0
3 else if is_valid_addr s (b,i) then VAL 1 (Some (get_addr s (b,i)))
4 else VAL 1 None)

Only allocated blocks contribute to the abstraction: each valid offset is mapped to its value,
and invalid offsets are mapped to None. Owning all valid and invalid offsets of a block means
owning the whole block, which is required to reason about correctness of de-allocation4.

▶ Example 4. The assertion blkA n p describes that p points to offset 0 of a block of size n,
and owns all invalid addresses of that block. Allocating a new block of size n yields a state
that can be described by

1 aslA (replicate n init) p ⋆ blkA n p

3 Although only non-negative offsets are valid, Isabelle LLVM uses Isabelle’s int type to allow for
smoother reasoning about pointer arithmetic.

4 The original Isabelle LLVM uses a product separation algebra here, maintaining a map from block
indexes to block sizes. Our approach is equivalent, but avoids the product construction.
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where p is the pointer to the newly allocated memory. Here, the assertion aslA describes the
valid, zero initialized part of the block, and blkA describes the invalid addresses. In order to
free the block again, the assertion must own every possible address in that block, valid or
invalid. This implies that the whole block is owned, and can thus be freed.

3.2 Weakest Precondition with Frame and Hoare Triples

Isabelle LLVM defines a weakest precondition wp c (λx ρ s’. Q x ρ s’) s. It means that
the execution of program c on state s terminates successfully with a result x, access report ρ,
and new state s′ that satisfy the postcondition Q. Here, the access report contains a log of
read, written, allocated, and freed memory addresses. Based on that, Isabelle LLVM defines
a weakest precondition with frame. It standardizes the postcondition to ensure that the
accessed memory is compatible with a frame asf, given as abstract state:

1 wpa asf c Q ≡ wp c (λr ρ s’. Q r s’ ∧ acc_compat ρ asf)

Our main change is the definition of compatibility. While, originally, compatibility meant
that the program has not accessed any addresses owned by the frame, we need to distinguish
read and write accesses. Our refined compatibility ensures that the program has not read
any addresses fully owned by the frame5, and has not written or freed any addresses at least
partially owned by the frame.

1 tsa_addrs as ≡ { a. as a ̸= 0}
2 tsa_addrs_wr as ≡ { a. ∃π v. π≥1 ∧ as a = VAL π v}
3 acc_compat ρ asf ≡ ρ.r ∩ tsa_addrs_wr asf = {}
4 ∧ ρ.w ∩ tsaf_addrs asf = {}
5 ∧ ρ.f ∩ addr.block‘tsaf_addrs asf = {}

Like the original Isabelle LLVM, we define Hoare-triples with a baked in frame rule:

1 STATE asf P s ≡ ∃as. as ## asf ∧ sα s = as+asf ∧ P as
2

3 {P} c {r. Q r} ≡ ∀s asf. STATE asf P s =⇒ wpa asf c (λr s’. STATE asf (Q r) s’) s

Here, the STATE asf P s predicate describes a concrete state whose abstraction contains the
frame asf and a part described by the assertion P. A Hoare-triple {P} c {r. Q r} states that,
for all concrete states s that can be described by the precondition P and a frame asf, the
program successfully terminates, does not interfere with the frame, and the result r and new
state s’ satisfy the postcondition Q r and contain the frame asf unchanged.

Based on these definitions, we prove Hoare-triples for all basic Isabelle LLVM operations.
We could largely re-use the existing proofs: for operations that do not touch the memory,
nothing changed. Adapting the proofs for the load and store operations was straightforward.
We also proved the parallel rule:

1 J {P1} c1 {r1. Q1 r1}; {P2} c2 {r2. Q2 r2} K
2 =⇒ {P1 ⋆ P2} llc_par c1 c2 {(r1,r2). Q1 r1 ⋆ Q2 r2}

Adapting the existing proof to support concurrent reads was technical, but straightforward.

5 We define fully owned as π ≥ 1. While we know that, for actual frames, we always have π ≤ 1, our
definition allows for smoother proofs than using the equivalent π = 1.

ITP 2026
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3.3 Refinement Based Reasoning
The verification infrastructure in the original Isabelle LLVM is just developed enough to
serve as a basis for the Sepref tool [16, 17], which can automate data refinement from purely
functional to imperative data structures. This is a top-down process, i.e., the LLVM program
is generated from a corresponding functional program. We set up a bottom-up verification
infrastructure for this paper. Bottom-up verification has the advantage to give the user more
control over the concrete program, and supports abstract data types to simplify reasoning
about data structures. However, realizing multi-step refinement chains for more complex
programs, as routinely done in Sepref, is less understood. Our bottom-up approach is
motivated by being simpler, and us planning to explore multi-step bottom-up refinement in
the future. Moreover, the infrastructure that we are building can be used to simplify the
existing setup of the Sepref tool.

The general idea behind refinement based reasoning is that every concrete value c in
the program is described by a refinement assertion A a c that relates it to a corresponding
abstract value a. For example, the array-slice assertion aslA xs p from Example 2 relates the
pointer to an array with the list of its values. Similarly, the points-to assertion p7→v relates a
pointer p with the pointed-to value v. For the sake of homogeneous syntax, we use from now
on the notation ptoA v p ≡ p7→v.

We consequently stick to the abstraction principle, even if the abstract and concrete value
are the same. In this case, we use idA a c ≡ ↑(a=c). This has the advantage that, during
program verification, variables in the program are always identified by free variables in the
proof, making it easier to find their corresponding refinement assertion.

▶ Example 5. The Hoare-triple for the store operation is the following:

1 { ptoA xx p ⋆ idA x xi } ll_store xi p { ptoA x p }

It syntactically separates the abstract value x and the concrete value xi, although they are
equal. Note that, by slight abuse of notation, we omit the binding for the result in the
postcondition, and write, e.g., {ptoA x p} instead of {r. ptoA x p}, when it’s clear that the
postcondition does not depend on the result.

Typically, an operation will contain write and read-only parameters. The assertion
describing a write-parameter, e.g., ptoA xx p in Example 5, must be fully owned by the
precondition. The assertion of a read-only parameter needs only be partially owned by the
precondition, and is copied over to the postcondition unchanged. To model the unchangedness,
we use a label. We define the following notation:

1 (A)π,l ≡ ↑(l ̸=undef) ⋆ π·lbl l A

This combines scaling and labelling an assertion. Moreover, labels are lifted from separation
algebras to include an element undef, and addition of incompatible labels is defined to
return undef. This way, addition of labels is always associative and commutative, without
any compatibility preconditions. This simplifies automatic reasoning about splitting and
re-combining labels (cf. Section 4).

A special case of read-only parameters are those refined by pure assertions, i.e., assertions
that use no memory. For example, the identity assertion idA a c is pure. Also the assertion
snatA, which implements a natural number by a signed fixed-width integer6, is pure. We

6 Isabelle LLVM uses signed integers for offsets. In cases where they cannot be negative, it makes sense
to abstract them by natural numbers.
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never specify fractions or labels for pure assertions: the label is always 0, and any fraction of
a pure assertion is equal to any other fraction. Moreover, we don’t copy pure assertions into
the postcondition, but rely on our automation (cf. Section 4) to preserve them.

▶ Example 6. The function memcpy n src dst copies an array-slice of length n from src to
dst. It can be specified by the following Hoare triple:

1 { snatA n ni ⋆ (aslA xs xsi)π,l ⋆ aslA ys ysi ⋆ ↑(|xs| = |ys| = n) }
2 memcpy ni xsi ysi
3 { (aslA xs xsi)π,l ⋆ aslA xs ysi }

The length of the slice ni is abstracted as natural number n. As the assertion snatA is pure,
no fraction or label annotations are required, and the assertion needs not be copied into the
postcondition. The source slice xsi is abstracted as list xs. The source slice is read-only,
thus we add variables for a fraction and a label, and copy the assertion unchanged into the
postcondition. The destination slice ysi is abstracted by the list ys. The destination slice is
written to, thus we add no fraction, implying full ownership. It occurs in the postcondition
with a changed abstract value, reflecting the new content of the slice after copying. Finally,
there is a precondition on the abstract parameters, that states that the length of the source
and destination slice must be equal to n. In refinement based reasoning, preconditions are
ideally phrased over the abstract values, as the idea is to reason about abstract values as much
as possible. Only in special cases (typically easy to solve) preconditions over concrete values
are used: This includes, for example, equalities of labels when splitting and recombining
complex assertions (cf. Example 7).

4 Automation

In this section we show our automation of verification condition generation and frame
inference. Our automation handles fraction and label annotations, as well as pure assertions,
significantly reducing the manual annotation burden for the user.

4.1 Verification Condition Generation
Verification condition generation describes the task to convert a Hoare-triple into proof
obligations on the abstract values (the verification conditions (VCs)), which imply the
original Hoare-triple. Typically, the verification condition generator (VCG) will readily solve
simple VCs, and only leave more complicated VCs for the user to solve. The VCG works by
syntactically decomposing the program to be proved into smaller statements, and combining
existing rules for those smaller statements.

Our VCG is integrated into Isabelle’s backward proof mechanism, i.e., it works on proof
goals that can be refined and ultimately discharged. We use the Eisbach tactic language [21]
and some custom low-level tactics to implement our VCG. In this paper though, we focus on
the high-level ideas of the VCG, rather than on implementation details.

Our VCG works on subgoals of the form J STATE asf P s; ... K =⇒ wpa asf c Q. In
each step, it tries to apply a rule that matches the syntax of c. For example, we use the
following rules for return and bind:

1 Q x s =⇒ wpa asf (return x) Q s
2 wpa asf c1 (λx. wpa asf (c2 x) Q) =⇒ wpa asf {x←c1; c2 x} Q

ITP 2026
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In order to progress over an llvm command or a function call, the VCG looks up a Hoare-triple
for the invoked function from a database of already proved Hoare triples, and proceeds by
applying the following rule:

1 JSTATE asf P s; {P’} c {Q’}; P ⊢ P’ ⋆ F;
2 ∀r s’. STATE asf (Q’ r ⋆ F) s’ =⇒ Q r s’K
3 =⇒ wpa asf c Q

That is, the description of the current state P must imply the precondition P’ of the command,
and a frame F, which contains parts of the state not used by the command. Then, verification
continues with the postcondition Q’ of the command and the (unchanged) frame F.

4.2 Frame Inference
A crucial part of the VCG is to automatically solve the frame inference problem, i.e., given P
and P’, find an F such that P ⊢ P’ ⋆ F.

Our VCG proceeds in two phases. First, it keeps the preconditions normalized: a
normalized precondition is a separating conjunction of atoms, each atom being a refinement
of a single value annotated with a fraction and a label, i.e., of the form (A a c)π,l. Lifted
predicates and pure refinements are moved out of the STATE predicate into the subgoal’s
assumptions, existential quantifiers are eliminated, and fraction and label annotations are
distributed over separating conjunctions according to the following rule:

1 (A1 ⋆ A2)π,l = (∃l1 l2. A1
π,l1 ⋆ A2

π,l2 ⋆ ↑(l = l1 + l2)

They are also removed from lifted predicates and pure assertions:

1 (↑P)π,l = ↑(l=0) ⋆ ↑P (pure A a c)π,l = ↑(l=0) ⋆ pure R a c

Our VCG assumes that pure assertions are syntactically of the form pure R a c, where

1 pure R a c ≡ ↑((c,a)∈R)

Here, R is the refinement relation, which has the opposite parameter ordering in the Isabelle
Refinement Framework for historical reasons. We introduce parse-time abbreviations for
pure assertions to minimize the writing overhead. For example, idA is an abbreviation for
pure Id, and snatA is an abbreviation for pure snatR.

Just before inferring a frame P ⊢ P’ ⋆ F, a subset of those normalizations is applied to
the right hand side P’: existential quantifiers are introduced, fraction and label annotations
are distributed, and fraction and label annotations are removed from lifted predicates and
pure assertions. However, the order of atoms and lifted predicates is preserved. This is
important as some of the abstract values used in lifted predicates on the right hand side P’
may only be known after matching their assertions to corresponding assertions on the left
hand side P.

After normalization, we try to match the atoms in P’ with a corresponding atom in P,
processing P’ from left to right. When we encounter a pure assertion in P’, we try to
match it with the current subgoal’s assumptions instead, and when we encounter a lifted
predicate, we generate a verification condition that the lifted predicate is implied by the
subgoal’s assumptions. We can configure how our VCG treats those verification conditions,
by specifying a method that can try to solve the VC on the spot, defer it for later proof by
the user, or a combination thereof.
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▶ Example 7. Loading an index from an array slice is specified as follows:

1 { (aslA xs p)π,l ⋆ snatA i ii ⋆ ↑(i<|xs|) }
2 asl_get p ii
3 {r. (aslA xs p)π,l ⋆ idA (xs!i) r }

To save us from keeping track of array slices and the invalid address part of a memory block
separately (cf. Example 4), we define the assertion arrayA xs p ≡ aslA xs p ⋆ blkA |xs| p.
It describes both the valid and invalid part of a memory block.

We define the standard operations for arrays. For example, we define a_get ≡ asl_get.
While this is just an alias, it makes writing concrete programs simpler, as it reduces confusion
about which refinement is currently used7.

We now want to prove correctness of the get operation, i.e.

1 { (arrayA xs p)π,l ⋆ snatA i ii ⋆ ↑(i<|xs|) }
2 a_get p ii
3 {r. (arrayA xs p)π,l ⋆ idA (xs!i) r }

After unfolding the definitions of arrayA and a_get, and applying a rule to introduce the
Hoare-triple, the VCG encounters a subgoal of the form:

1 STATE asf ((aslA xs p ⋆ blkA |xs| p)π,l ⋆ snatA i ii ⋆ ↑(i<|xs|)) s
2 =⇒ wpa asf (asl_get p ii) (λr. STATE asf (...))

First, it normalizes the precondition, distributing the fraction and label annotation over the
separating conjunction, and pulling out pure parts:

1
∧

l1 l2. Ji<|xs|; (ii,i)∈snatR; l = l1 + l2;
2 STATE asf ((aslA xs p)π,l1 ⋆ (blkA |xs| p)π,l2 ) s K
3 =⇒ wpa asf (asl_get p ii) ...

Note that two new labels l1, l2 where introduced, as well as an assumption that they combine
to the original label l. Next, the VCG applies the rule for asl_get. This produces the
following frame inference goal:

1
∧

l1 l2. Ji<|xs|; (ii,i)∈snatR; l = l1 + l2K
2 =⇒ (aslA xs p)π,l1 ⋆ (blkA |xs| p)π,l2

3 ⊢ (aslA ?xs p)?π,?l ⋆ snatA ?i ii ⋆ ↑(?i<|?xs|) ⋆ ?F

Note that variables prefixed with ? are unification variables that are not yet instantiated.
The right hand side of this frame inference goal is already normalized, so the VCG will
start matching the atoms in the right hand side from left to right. First, (aslA ?xs p)?π,?l is
matched against the corresponding atom on the left, instantiating ?xs=xs, ?π=π, and ?l=l1.
Next, snatA ?i ii is matched against the corresponding assumption, instantiating ?i=i.
Next, a verification condition i<|xs| is generated (and immediately solved by assumption).
Finally, the frame ?F is instantiated to the remaining blkA-assertion on the left.

Now, processing of the a_get command is finished, and after normalizing the new precon-
dition, the following goal remains:

1
∧

l1 l2 r. Ji<|xs|; (ii,i)∈snatR; l = l1 + l2; (r,xs!i)∈Id
2 STATE asf ((aslA xs p)π,l1 ⋆ (blkA |xs| p)π,l2 ) sK
3 =⇒ STATE asf ((aslA xs p ⋆ blkA |xs| p)π,l ⋆ idA (xs!i) r)

7 To reduce this confusion even more, we could wrap the pointer type into a new Isabelle type for
array-pointers, and unwrap it automatically during code generation. This would make the type system
reject programs that mix different refinements. We leave this to future work.
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This is solved similar to frame inference, first normalizing the postcondition, and then
matching it left to right against the assumption. However, no assertions must remain in
the assumption, as there is no frame to take them. Also note that the equation l = l1 + l2
has been preserved in the assumptions, which allows us to recombine the labels. When
the order of assertions in the pre- and postcondition is different, which can easily happen,
proof obligations like l1 + l2 = l2 + l1 will occur. Thanks to our extension of labels to be
unconditionally associative and commutative (cf. Sec. 3.3), these are easy to solve.

The above example illustrates how our automation smoothly handles fractions, labels,
and pure assertions, saving the user from writing unnecessary annotations.

5 Case Study

As a case study, we developed a refinement based proof of a simple parallel matrix-vector
multiplication algorithm, which computes each entry of the result vector in parallel. Ab-
stractly, we model a vector as a function nat ⇒ ’v and a matrix as nat×nat ⇒ ’v, where
’v is any type with a zero, multiplication, and addition8. To multiply an m × n matrix a

with a vector v, we define mv_mul n a v i ≡ Σj=0..<n. a (i,j) * v j.
As a first step towards implementing this, we adapt some standard array constructions

from Isabelle LLVM to our fractional separation logic: arrayA :: ’a list ⇒ ’a ptr ⇒ assn
(cf. Example 7) relates lists with arrays. oarrayA :: ’a option list ⇒ ’a ptr ⇒ assn
refines this to allow ownership of only certain indexes. Operations are extracting and
re-inserting a pointer to an array-element:

1 {(oarrayA xs p)π,l ⋆ snatA i ii ⋆ ↑(i<|xs| ∧ xs!i=Some v)}
2 oarray_extract p ii
3 {p’. ∃l1 l2. (oarrayA (xs[i:=None]) p)π,l1 ⋆ (ptoA p’ v)π,l2

4 ⋆ idx_tag i (p,p’) ⋆ ↑(l = l1 + l2)}

1 {(oarrayA xs p)π,l1 ⋆ (ptoA v p’)π,l2 ⋆ snatA i ii ⋆ idx_tag i (p,p’)
2 ⋆ ↑(i<|xs| ∧ xs!i=None)}
3 oarray_insert p ii p’
4 {(oarray_assn (xs[i:=Some v]) p)π,l1+l2 }

The above rules already illustrate several features of our tool: labels and indexes are
only specified for the relevant parts, the pure assertion snatA does not require labels, nor is
it mentioned in the postcondition. Re-insertion requires a proof that the pointer points to
the correct index in the array. Rather than requiring p’ = p + i as a precondition, which
would mix abstract indexes and concrete pointers, we hide this condition behind an assertion
idx_tag. It is created when we extract a pointer from the array. Upon re-insertion, we have
to prove that the index at which we insert is equal to the index with which we extracted –
no pointer arithmetic is involved in this proof.

Next, we define an assertion for vectors implemented by arrays:

1 vec_of_list xs i ≡ if i<|xs| then xs!i else 0
2 vecA n v p ≡ ∃xs. arrayA xs p ⋆ ↑(n = |xs| ∧ v = vec_of_list xs)

8 For our concurrency case study, the type of the entries is irrelevant. To generate executable code, we
simply use 64 bit integers.
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This composes the implementation of vectors by lists with the implementation of lists by
arrays. Moreover, the dimension of the vector is made explicit as an argument to the assertion.
Using our automation, rules for getting and setting vector elements can be easily proved
correct, based on the already existing rules for arrays, for example:

1 vec_get v i ≡ array_get v i
2

3 {(vecA n v p)π,l ⋆ snatA i ii ⋆ ↑(i<n)}
4 vec_get p ii
5 {r. (vecA n v p)π,l ⋆ idA (v i) r}

To implement matrixes, we use vectors and a row-major mapping from coordinates to
indexes. To be able to compute the indexes, we also store the width of the matrix in the
data structure, and assert that the number of entries fits into a 63 bit integer:

1 mtx_of_vec m n v (i,j) ≡ if i<m ∧ j<n then v (i*n+j) else 0
2 mtxA m n a (ni,p) ≡ ∃v. vecA (m*n) v p ⋆ snatA n ni
3 ⋆ ↑(a = mtx_of_vec m n v ∧ m*n<263)

Next, we implement the computation of a single element of the result vector as a loop.
This is completely standard and, thanks to our automation, labels and fractions are handled
transparently. We arrive at the following operation:

1 {(mtxA m n a pa)π1,l1 ⋆ (vecA n v pv)π2,l2 ⋆ snatA i ii ⋆ ↑(i<m))
2 (mv_mul_elem_impl pa pv ii)
3 (λri. (mtxA m n a pa)π1,l1 ⋆ (vecA n v pv)π2,l2 ⋆ idA (mv_mul n a v i) ri)

For increased modularity, we wrap this operation to store the result in a pointer:

1 mv_mul_assign rp pa pv ii = do { r ← mv_mul_elem_impl pa pv ii; ll_store r rp }
2

3 {ptoA xx rp ⋆ (mtxA m n a pa)π1,l1 ⋆ (vecA n v pv)π2,l2 ⋆ snatA i ii ⋆ ↑(i<m))
4 (mv_mul_assign rp pa pv ii)
5 (ptoA (mv_mul n a v i) rp ⋆ (mtxA m n a pa)π1,l1 ⋆ (vecA n v pv)π2,l2 )

Proving this is, again, straightforward. Note that we do not need to specify labels or fractions
for the result pointer, as exclusive ownership is required for the write access.

In order to split the matrix and input vector over parallel threads, we decided to introduce
explicit split and join annotations into our program code. They are no-ops, and can be
annotated either during the proof, or directly into the original program. In the latter case,
they will be removed by the pre-processor of the code generator before generating LLVM
code. The split annotation is similar to an immutable borrow in Rust [11], and the join
explicitly gives back the borrow (in Rust, this happens implicitly when the borrowing variable
goes out of scope). We have the following specifications:

1 sep_split c ≡ return c sep_join _ _ ≡ return ()
2

3 { (A a c)π,l }
4 sep_split c
5 {c’. ∃π1 π2. (A a c)π1,l ⋆ (A a c)π2,l ⋆ ↑(π = π1 + π2) }
6

7 {(A a c)π1,l ⋆ (A a c’)π2,l} sep_join c c’ { (A a c)π1+π2,l }

Finally, we define a recursive function to compute the elements of the result vector in
parallel, and write them into an array:

ITP 2026



27:14 Fractional Separation Logic in Isabelle LLVM

1 par_mul ≡ REC (λpar_mul (r,a,v,i). do {
2 c ← ll_icmp_eq i 0; llc_if c (return ()) (do {
3 i ← ll_sub i 1; rptr ← oarray_extract r i;
4 a’ ← sep_split a; v’ ← sep_split v; –- Split annotations
5 llc_par (mv_mul_assign) (par_mul) (rptr, a, v, i) (r,a’,v’,i);
6 sep_join v v’; sep_join a a’; –- Combine annotations
7 oarray_insert r i rptr; –- Array management annotation
8 }) })

This function counts down the index, and returns when it has reached zero (l.2). Otherwise,
the index is decremented and a pointer to the current index in the result array is obtained
(l.3). We then obtain shared copies of the matrix and input vector (l.4),and invoke the
computation of the current index, and the recursive computation of the remaining indexes in
parallel (l.5). Finally, we give back the shared copies (l.6) and the extracted pointer (l.7).
Note that the split, join and insert operations create no actual code, but they are annotations
to help the verification condition generator keep track of ownership.

Using our automation, the verification of this function is straightforward, as soon as the
correct inductive pre- and postcondition P,Q and a termination relation V have been found:

1 P (rp,pa,pv,ii) (i, (π1, π2)) ≡ ∃rs.
2 oarrayA rs rp (mtxA m n a pa)π1,l1 ⋆ (vecA n v pv)π2,l2 ⋆ snatA i ii
3 ⋆ ↑(mul_pre m rs i)
4

5 Q (rp,pa,pv,ii) (i, (π1, π2)) _ ≡ ∃rs.
6 oarrayA rs rp ⋆ (mtxA m n a pa)π1,l1 (vecA n v pv)π2,l2 ⋆ ↑(mul_post m n a v i rs)
7

8 V ≡ measure fst

Note that the pre- and postcondition have the shapes P c a and Q c a r. Here, c are the
concrete arguments to the recursive call, and a is a user-defined abstraction. The termination
relation ranges over this abstraction. The abstraction can also be used to pass auxiliary
variables through the proof, which change between call and recursive call. In both pre- and
postcondition, we state the refinement of the result array, the vector and the matrix. For
vector and matrix, it’s enough to own fractions π1, π2. As these fractions are not fixed, but
get smaller with each recursive call, we pass them as part of the abstract parameter. Note
that the labels of the matrix and vector stay the same, so we can use fixed variables for
them. We also include the abstract value of the index into the abstract parameter: as the
index decreases in each recursive call, we can use it as termination measure. For better
readability and control over the proof, the pure parts of the pre- and postcondition have been
factored out as new constants mul_pre and mul_post. This is particularly important when
developing the proof, as it separates concerns of ownership management and data structure
implementation from the abstract correctness argument and yields shorter and more readable
verification conditions. Once the proof works, we could in theory inline those definitions.
However, that would remove valuable structure, and make the proof less maintainable. The
abstract pre- and postconditions are completely standard, expressing that the result vector
contains the right entries, down to the current index.

After the inductive pre- and postcondition, and the termination measure have been
declared, and lemmas about the pure pre- and postcondition have been proved separately
and added to Isabelle’s simplifier, the proof of the following Hoare triple is fully automatic:
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1 { oarrayA rs rp ⋆ (mtxA m n a pa)π1,l1 ⋆ (vecA n v pv)π2,l2 ⋆ snatA m ii
2 ⋆ ↑(|rs| = m ∧ (∀j<m. vec_of_list rs j ̸= None)) }
3 par_mul rp pa pv ii
4 { ∃rs’. oarrayA rs’ rp ⋆ (mtxA m n a pa)π1,l1 ⋆ (vecA n v pv)π2,l2

5 ⋆ ↑(|rs’| = m ∧ (∀i<m. vec_of_list rs’ i = Some (mv_mul n a v i)))}

Intuitively, the precondition asserts that we own all elements of the result vector, and some
fraction of the input matrix and vector. The postcondition guarantees that the result vector
contains the correct result, and the input has been preserved.

Discussion

The case study demonstrates that our framework can handle non-trivial programs that
combine recursive structure with fractional splitting and recombination. Despite the addi-
tional logical structure introduced by fractions and labels, the required annotations remained
manageable, largely due to automation provided by the verification condition generator.

Our development also produces executable LLVM code. While the generated code is
functionally correct, further optimizations are required to obtain competitive performance.
In particular, scheduling multiple data elements per thread would be necessary to avoid
excessive thread creation. Such optimizations are orthogonal to the fractional separation
logic developed in this paper and can be addressed independently.

Currently, splitting and recombination of fractional ownership are guided by explicit
annotations. While this provides users with precise control and aids proof development,
many of these annotations could likely be inferred automatically. Exploring the trade-off
between increased automation and user control is an important direction for future work.

Finally, the experience gained in the case study suggests that common parallel program-
ming patterns could be encapsulated as higher-level combinators. In particular, defining
a general map-reduce combinator together with usable proof rules would further reduce
annotation overhead and improve reuse.

6 Conclusion

We have presented a shallow embedding of unbounded fractional separation logic in Is-
abelle/HOL, together with a mechanized infrastructure that supports splitting and recombi-
nation of fractional ownership using nominal labels. The logic is formalized directly on top
of fractional separation algebras, extending Isabelle’s existing separation algebra framework
with fractional scaling and associated reasoning principles.

The main conceptual contribution of this work is the combination of unbounded separation
logic and nominal labels to obtain a clean and simple basis for refinement based reasoning
about programs. Earlier approaches either used more complicated connectives, like weak and
strong separating conjunctions [4], or required technical and cumbersome combinability proofs
for each and every assertion to be used [7]. To our knowledge, this is the first mechanized
treatment that provides such a uniform recombination principle.

From a formalization perspective, the shallow embedding proved crucial. Assertions
are ordinary predicates over algebraic states, and logical connectives are defined within
Isabelle/HOL. This design enables reuse of existing automation, and avoids the overhead
associated with deep embeddings and custom proof modes.

We complemented the logical formalization with an executable verification condition
generator that automates frame inference, fraction arithmetic, and label management. The
verification of a parallel matrix-vector multiplication algorithm demonstrates that the logic is
robust enough to support practical proof developments without excessive manual intervention.
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Trusted Code Base

The trusted code base of our approach is relatively small. Besides Isabelle’s inference kernel,
we rely on the semantics and code generator of Isabelle LLVM. Notably, our trusted code base
does not include frame inference or the verification condition generator, as these just prove
theorems via Isabelle’s kernel. It also does not include soundness of our separation logic:
data races are errors in the Isabelle LLVM semantics. Thus, race freedom is a consequence of
the correctness proof, be it performed by separation logic or by other means. Furthermore,
to ensure that the assertions that we use in pre-conditions are not vacuous, we have proved
correct constructors for the data structures that we use.

Related Work

The line of work of Thibault et al. [7, 8], which introduced the unbounded separation logic
idea that we use, is aimed at verifying the meta-theory behind deductive verifiers. They have
formalized their meta-theory as a deep embedding in Isabelle/HOL [6], but do not provide
any automation nor do they instantiate their logic to an actual programming language.
Permission algebras have been formalized in Isabelle [9], but also without automation or
connection to actually executable programs. In contrast, we have built a concrete deductive
verifier for LLVM, shallowly embedded into Isabelle/HOL.

Modern concurrent separation logics, most notably those developed in the Iris frame-
work [10], model fractional ownership via general resource algebras and ghost state. Our work
is complementary in scope and intent. Rather than aiming for maximal expressiveness, we
focus on identifying a minimal extension – labels – that restores combinability and integrates
cleanly with a shallow Isabelle/HOL embedding.

While some separation logic libraries, like VST [1] and Iris have been used to verify a large
amount of programs, our tool has only been applied to a few examples so far. However, our
tool is a generalization of the VCG underlying our Isabelle Refinement Framework, which, in
turn, has been used to verify a large amount of programs. The design of our tool is motivated
by eventually integrating it into the Isabelle Refinement Framework, enabling stepwise
refinement reasoning over concurrent programs with shared read-only data structures.

Future Work

Several directions remain open. First, while labels are explicit in the current system, further
automation or inference mechanisms could reduce the remaining annotation burden. For
example, the assertions of read-only parameters are always duplicated in the pre- and
postcondition. A relator-like notation, similar to what the Sepref tool uses, could reduce the
notation overhead. Second, extending the formalization to additional concurrency patterns
would help clarify the limits of labeled fractional reasoning. Finally, this development can be
seen as a first step to extend the current Isabelle Refinement Framework with its Sepref tool
to support refinement to parallel algorithms with concurrent reads.

In summary, this work shows that unbounded fractional separation logic can be formalized
in a semantically clean and mechanized way that supports recombination, refinement, and
automation. By combining an algebraic foundation with a shallow embedding and explicit
control over resource identity, we provide a practical and conceptually simple framework for
fractional reasoning in Isabelle/HOL.
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