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Preface

This volume contains the proceedings of the 7th International Workshop on Formal Methods
for Blockchains (FMBC 2026), to be held in Turin, Italy on April 11, 2026. FMBC aims to
bring together researchers and practitioners in the areas of formal methods and blockchain to
promote a deeper understanding of how formal methods can be used for blockchain technology.
Blockchain is a novel technology to store data in a decentralized way. Although the technology
was originally invented to enable cryptocurrencies, it quickly found applications in several
other domains. Since blockchains are often used to store financial transactions, bugs may
result in huge economic losses and thus it is now of utmost importance to have strong
guarantees of the behaviour of blockchain software. These guarantees can be brought by
using formal methods. Indeed, blockchain software encompasses many topics of computer
science where using formal methods techniques and tools is relevant: consensus algorithms
to ensure the liveness and the security of the data on the chain, programming languages
specifically designed to write smart contracts, cryptographic protocols, such as zero-knowledge
proofs, used to ensure privacy, etc. FMBC 2026 is the 7th International Workshop on Formal
Methods for Blockchains, a series of workshops started in 2019. In past years, FMBC
took place in Porto (2019, colocated with FM), online (2020 and 2021, co-located with
CAV), Haifa (2022, co-located with CAV), Luxembourg City (2024, co-located with ETAPS),
and Hamilton (2025, co-located with ETAPS). This year FMBC attracted 10 submissions
covering different areas of formal methods for blockchains. Each paper was reviewed by
at least three reviewers and the Program Committee accepted 6 regular long papers and 1
short paper. FMBC 2026 would not have been possible without the deep investment and
involvement of many supporters. We would like to express our gratitude to all the authors
who submitted their work to the conference, the Steering Committee members who provided
precious guidance and support, all the colleagues who served on the Program Committee, as
well as the external reviewers, whose professional and efficient work during the review process
helped us to produce a high-quality conference program. Particular thanks are given to the
invited speakers, Pamina Georgiev from Certora and Alexander Hicks from the Ethereum
Foundation, for their willingness to talk about their research and share their perspective
about formal methods for blockchains. The abstracts of the invited talks and a short bio
of the speakers are included in this volume as well. FMBC 2026 is co-located with ETAPS
2026, hosted and sponsored by the University of Turin, CNR-ISTI, and Synesthesia SB Srl.
Many thanks to all the local organizers and in particular to Vincenzo Ciancia, Luca Paolini,
and Maria Tacconi, Satellite Events Chairs of ETAPS 2026, for their help and guidance.
FMBC 2026 was financially supported by the Ethereum Foundation.

March 2026 Massimo Bartoletti
Diego Marmsoler
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Scaling Formal Verification Across DeFi
Ecosystems

Pamina Georgiev &
Certora, Seattle, WA, USA

—— Abstract

Formal verification is essential for ensuring the safety of smart contracts in decentralized finance

(DeF1i), but scaling these techniques across diverse blockchain ecosystems remains a challenge. In
this talk, we present our experience making formal verification practical across multiple platforms,
including the EVM, Solana, Stellar, and Sui. We discuss how automated reasoning techniques can
be adapted to different execution models and programming paradigms while still providing strong
correctness guarantees. We focus on what it takes to apply verification in real-world settings: handling
complex DeFi primitives, integrating with development workflows, and maintaining usability for
engineers. Drawing from verification projects with production protocols, we highlight key challenges
and lessons learned in bringing formal methods from theory into practice.

2012 ACM Subject Classification Software and its engineering — Formal software verification
Keywords and phrases Formal Verification, Smart Contracts
Digital Object Identifier 10.4230/0OASIcs.FMBC.2026.1

Category Invited Talk
Bio

Pamina Georgiev is a Formal Verification Team Lead at Certora, where she focuses on
ensuring the safety and correctness of smart contracts across the DeFi ecosystem. Her
work centers on applying and scaling automated reasoning techniques to real-world DeFi
systems, working closely with customers to verify complex protocols and deliver strong
correctness guarantees. She received her PhD in Automated Reasoning from TU Wien under
the supervision of Prof. Laura Kovacs, where her research focused on program verification
and logic-based methods. At Certora, she leads the team working on verification projects
for major DeFi protocols across multiple blockchain platforms, including the EVM, Solana,
Stellar, and Sui, helping bring formal verification into practical, high-stakes development
workflows.
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Verifying zkEVMs: Making Large Scale Formal
Verification Work

Alexander Hicks 24
Ethereum Foundation, London, UK

—— Abstract

The effort to formally verify core parts of zkVMs for their deployment on the Ethereum L1 has been
ongoing for over a year now, with many teams involved and progress across several axes. This talk

will focus on formally verifying such a large, complex, and unstable stack, the lessons learned, and
the remaining challenges.

2012 ACM Subject Classification Software and its engineering — Formal software verification
Keywords and phrases Formal Verification, Zero-Knowledge Virtual Machines
Digital Object Identifier 10.4230/0OASIcs.FMBC.2026.2

Category Invited Talk
Bio

Alexander Hicks is a researcher at the Ethereum Foundation where he leads the Pro-
tocol Snarkification team focusing on formal verification. As part of this he oversees the
verified-zkevm.org project to formally verify critical components of zkVMs ahead of their
deployment on the Ethereum L1.
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Isabelle/EVM: A Novel Formalization of the EVM
in Isabelle/HOL

Ashley Card =

Department of Computer Science, University of Exeter, UK

Diego Marmsoler &

Department of Computer Science, University of Exeter, UK

—— Abstract

Smart contracts deployed on the Ethereum blockchain execute on the Ethereum Virtual Ma-

chine (EVM) and handle financial operations such as payments, asset transfers, and auctions. Given
the high value they control, correctness in these contracts is critical, as errors and vulnerabilities
have led to losses totalling hundreds of millions of dollars. To address this problem, we develop
a novel formalization of the EVM. Compared to existing formalizations, our formalization is in
Isabelle/HOL, covers all current EVM opcodes, and formalizes cross-contract execution. Thus, it
allows us to express properties which are out of scope for other formalizations. To allow for the
execution of our formalization, we implement a code generator, allowing it to be exported as a
stand-alone Haskell program. We then validate the semantics by executing 25000 test cases from
the official Ethereum test suite. Our formalization can be used to verify concrete smart contracts
but also to reason about the correctness of tools and techniques which manipulate bytecode, such as
compilers or optimizers.

2012 ACM Subject Classification Software and its engineering — Formal software verification
Keywords and phrases Ethereum Virtual Machine, Isabelle/HOL, Smart Contracts
Digital Object Identifier 10.4230/0OASIcs.FMBC.2026.3

Supplementary Material Software (Source Code): https://github.com/ashleycard/Isabelle-EVM
archived at swh:1:dir:18e0a00cb1£62f425c210£f6876600b7ac43e5673

Funding This work was supported by the Engineering and Physical Sciences Research Council [grant
number EP/X027619/1].

1 Introduction

The Ethereum blockchain executes programs called smart contracts through the Ethereum
Virtual Machine (EVM), a stack-based virtual machine that processes bytecode instructions.
The EVM serves as the execution layer for Ethereum and EVM-compatible blockchains
such as Polygon', running smart contracts that manage billions of dollars in assets and
supporting high-volume decentralized finance applications [1, 13]. Developers usually write
smart contracts in high-level languages such as Solidity or Vyper. These contracts are then
compiled into EVM bytecode, which consists of the low-level instructions that the Ethereum
Virtual Machine runs.

Since smart contracts are often used to automate financial transactions, bugs in them are
particularly costly, as evidenced by substantial financial losses from high-profile vulnerabilities.
The Balancer hack, for example, resulted in over USD 100 million in stolen funds [14], despite
being one of the most extensively audited protocols in DeFi. The Vyper compiler bug in 2023
led to USD 52 million in stolen funds [10]; this was a genuine compiler-level bug in which

! https://polygon.technology/
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Isabelle/EVM

reentrancy protection mechanisms failed during compilation, producing incorrect bytecode
from correct high-level code. This creates a strong case for formal verification of smart
contracts as well as tools which manipulate them, such as compilers and static analysers.
To enable this, with this paper we provide a novel formalization of the EVM for the
Isabelle/HOL proof assistant [21]. Our formalization differs from existing formalizations in
three ways:
It is formalized in Isabelle/HOL. Thus it complements existing formalizations for other
proof assistants.
It covers all current EVM opcodes. Thus we can use it to verify EVM programs which
include more recent opcodes.
It formalizes cross-contract execution which allows to formalize properties which are
out-of-scope for other formalizations.

Our formalization is executable and to make it more efficient we also implement a
code-generator for Haskell. This allows us to export a concrete EVM program to Haskell
and simulate an execution. To evaluate our formalization we test it against the official
Ethereum test suite?. To this end we execute 25000 test cases. This shows that our
formalization is faithful to the semantics of the EVM and verification results are indeed
trustworthy. Our formalization as well as the testing framework are available online at
https://github.com/ashleycard/Isabelle-EVM.

The remainder of the paper is organized as follows. Section 2 provides an overview
of the Ethereum Virtual Machine and Section 3 details our formalization. In particular,
Subsection 3.1 describes how we represent EVM instructions and how we model EVM states,
Subsection 3.2 describes how we formalize instruction execution and Subsection 3.3 explains
the code generation setup. Section 4 describes how we evaluated our formalization and
Section 5 discusses related work. Finally, in Section 6 we summarize our work and discuss
some important findings in more detail.

2 Overview of the Ethereum Virtual Machine

The Ethereum Virtual Machine (EVM) [23] is a deterministic, stack-based virtual machine
that executes smart contract bytecode, most commonly compiled from Solidity, and manages
the global state of the Ethereum blockchain. It provides the execution environment in which
contracts run, covering computation, storage, and interactions between accounts.

The global state of the EVM is the persistent state of the Ethereum blockchain at a given
point in time. It is a partial mapping from addresses to accounts. Accounts come in two
types: externally owned accounts (EOAs) and contract accounts. EOAs are controlled by
private keys held by users, while contract accounts are controlled by their code. All accounts
have a balance, the amount of Ether held, and a nonce, a counter that increments with
each transaction from the account. Contract accounts additionally have code, the executable
bytecode, and storage, a persistent key-value store.

Transactions originate from EOAs and serve as the entry point to EVM executions. A
transaction may deploy a new contract or target an existing account. If the target is a
user account, only balances are affected; if it targets a contract account, the EVM executes
the associated bytecode. Each transaction specifies a gas limit that sets the maximum
computational effort available for execution, preventing infinite loops by terminating execution
when the limit is reached.

2 https://github.com/ethereum/tests
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Within a transaction, contracts can interact with other accounts using CALL-type
instructions. When a contract calls another contract, a new execution context is created
with its own stack, memory, program counter, and allocated gas. By contrast, calls to
externally owned accounts only transfer funds and do not create a new execution context.
Contract-to-contract calls can be nested up to a maximum depth of 1024, with gas passed
from the caller to the callee for each nested call. If a nested call fails, all of its state changes
are reverted, but execution of the outer call continues with the remaining gas.

Contract execution is deterministic: given the same global state, input data, and gas,
running the same code always produces identical results. Each instruction manipulates
the execution state by pushing and popping stack values, reading and writing memory, or
updating storage. Execution terminates when the code completes, when the gas runs out, or
when an error occurs. In all failure cases, all state changes from that execution context are
rolled back, except for the gas already consumed. This includes both involuntary failures
such as gas exhaustion, and deliberate reverts, where the contract itself executes a REVERT
instruction to abort execution.

As a simple example, consider Listing 1, which shows a Solidity function that adds two
unsigned integers.

Listing 1: Solidity function for add.

1  function add(uint a, uint b) returns (uint) {
2 return a + b;

The function shown in Listing 1 compiles to a sequence of EVM instructions as shown in
Listing 2.

Listing 2: EVM assembly for add.

1 PUSH1 // Push O onto stack (byte offset in calldata)

2 CALLDATALOAD // Load 32 bytes from calldata at offset O (argument a)
3 PUSH1 // Push 32 onto stack (next byte offset)

4 CALLDATALOAD // Load 32 bytes from calldata at offset 32 (argument b)
5 ADD // Pop two values, push their sum

6 PUSH1 // Push O onto stack (memory position)

7 MSTORE // Store result in memory at position 0

8 PUSH1 // Push 32 (size of return data in bytes)

9 PUSH1 // Push O (memory position to read from)

10 RETURN // Return 32 bytes from memory position 0

3 Isabelle/EVM

Isabelle/EVM is an executable formalization of the Ethereum Virtual Machine in Isa-
belle/HOL. It provides the full EVM semantics, including cross-contract execution, and
covers the Shanghai® and Cancun® forks. The formalization is designed to be easily extensible,
and a stand-alone executable implementation can be generated, enabling validation against
the Ethereum test suite.

3 https://blog.ethereum.org/2023/03/28/shapella-mainnet-announcement
4 https://blog.ethereum.org/2024/02/27/dencun-mainnet-announcement

FMBC 2026


https://blog.ethereum.org/2023/03/28/shapella-mainnet-announcement
https://blog.ethereum.org/2024/02/27/dencun-mainnet-announcement

3:4

Isabelle/EVM

[EVMMnemonicH EVM State ]—)[ EVM_ Opcodes H EVMExecution]

491 LoC 285 LoC 2002 LoC 530 LoC

Figure 1 Isabelle/EVM theory structure.

Isabelle/EVM is available online® and its file structure is depicted in Figure 1. Theory
EVM_Mnemonic.thy defines instruction representations, EVM_State.thy specifies the state
structure, including accounts and environment, EVM_Opcodes. thy encodes the semantics and
gas costs of individual instructions, and EVM_Execution.thy implements overall transaction
execution. The lines of code for each component are shown below each box. In total the
formalization comprises 3 308 lines of code.

In the following we are going to describe Isabelle/EVM in more detail. Its description
is organized into three subsections. State Formalization describes how the EVM state
is constructed, including accounts, execution state, the environment, instructions, and
state transitions. Transaction Fxecution covers how transactions are executed, including
opcode behaviour and gas costs. Code Generation explains how a stand-alone executable
implementation can be produced for validation, including some optimizations to improve
performance.

3.1 State Formalization

Our formalization models the execution of a transaction. As shown in Figure 2, this includes
contract interactions, call and returns, and global state management across all execution
contexts within the transaction boundary.

Transaction

Contract A Contract B Contract C
call

—_—
call
—_—
return
return

Global State o Call Stack ¢ Gas

Figure 2 Transaction context.

3.1.1 Instruction Representation

We represent EVM bytecode using an assembly-like language, where each instruction cor-
responds to a single opcode. To simplify the formalization, instructions are grouped into
categories and then combined into a single mnemonic datatype.

PushO is defined as a separate constructor as it corresponds to a dedicated opcode that
pushes zero onto the stack without an explicit operand, unlike Push which encodes both a
size and a value. The Push constructor takes a 256 word value, as 256 bits corresponds to

5 https://github.com/ashleycard/Isabelle-EVM
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Listing 3: EVM Mnemonic Datatype.

datatype arith_op =
Stop | Add | Mul | Sub | Div | Sdiv | Mod | Smod | Addmod | Mulmod |
Exp | Signextend

1
2
3
4
5 datatype push_op = PushO | Push push_size "256 word"
6
7 datatype mnemonic =

8 Arithmetic arith_op | Comparison comparison_op | Bitwise bitwise_op |
9 EnvInfo env_info_op | BlockInfo block_op | StackOp stack_op |

10  PushOp push_op | DupOp dup_op | SwapOp swap_op |

11  LogOp log_op | SystemOp system_op | ControlFlow control_op

the maximum push size of 32 bytes. As shown in Listing 3 we support 12 main categories
of instructions. Arithmetic captures the basic arithmetic operators such as addition and
multiplication (e.g., ADD, MUL). The supported operations for this category are also shown
in Listing 3. Comparison captures basic comparison operators such as less than or greater
than (e.g., LT, GT); Bitwise covers bit-level and logical operations (e.g., AND, NOT); Envinfo
and BlockInfo capture access to environmental and block-related information (e.g., BALANCE,
BLOCKHASH); StackOp, PushOp, DupOp, and SwapOp cover stack manipulation operations
(e.g., POP, PUSH1, DUP1, SWAP1); LogOp represents event logging (e.g., LOG1); SystemOp
captures system-level interactions (e.g., CALL, CREATE); and ControlFlow models control-flow
altering instructions (e.g., JUMP).

For convenience, we provide syntactic sugar using Isabelle’s syntax translations, allowing
an opcode such as ADD to be parsed as Arithmetic Add. In addition, we simplify the
representation of PUSH opcodes: rather than defining 32 separate variants, we use a single
parametric definition with a custom type that restricts push sizes to 1-32 bytes.

Programs in our formalization are represented at two levels: as mnemonics and as bytecode.
Each mnemonic has a corresponding semantic function that defines its effect on the state.
Programs are written using mnemonics for readability, and the compile function produces the
corresponding bytecode used for execution. This translation is a straightforward one-to-one
mapping, introducing no complexity that could itself be a source of errors. Listing 4 shows
an example Isabelle/EVM program in Isabelle.

Listing 4: Example Isabelle/EVM Program.

1 definition add_prog where

2 "add_prog = compile [

3 PUSH1 1, (* 0x60 0x01 | Push 1 onto stack [1] *)
4 PUSH1 1, (* 0x60 0x01 | Push 1 onto stack [1,1] *)
5 ADD (* 0x01 | Add the top two elements [2] *)
6 1" (* Bytecode: 0x6001600101 *)

3.1.2 Accounts and Execution State

The evm_state record shown in Listing 5 represents the mutable machine state during
execution. It tracks the stack, memory, accounts, program counter, gas, and other metadata
not shown. Each account contains a balance, persistent and transient storage, an optional
code field, and a nonce. Type evm_word denotes 256-bit words, storage is a mapping from
256-bit words to 256-bit words, and address represents 160-bit words. The Accounts field
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is a partial mapping from addresses to accounts; if an address is absent, it is treated as an
empty account with zero balance, zero nonce, empty storage, and no code. The Stack is a
list of 256-bit words, while Memory is represented as a finite map from byte addresses to 8-bit
words, with a Memory_size field tracking the highest accessed address. A finite map was
chosen over a list as sparse, high-indexed memory accesses would make a list very inefficient.
Some field explanations are given inline as comments.

Listing 5: EVM State.

1 record account =

2 Balance :: evm_word (* account balance *)

3 Storage :: storage (* persistent storage *)

4 Transient_storage :: storage (* cleared at end of transaction *)

5 Code :: "code option" (* contract code, or None for EOAs *)
6 Nonce :: evm_word (* number of transactions / creations

performed by the account *)

7 record evm_state =

8 Stack :: stack (* stack of 256-bit words *)

9 Memory :: memory (* byte-addressable memory *)

10 Memory_size :: nat (* highest accessed memory address in bytes *)
11 Accounts :: "address — account"

12 (* partial mapping; missing entries are treated as empty accounts *)
13 Accessed_addresses :: accessed_addresses

14 (* accounts touched during execution, relevant for gas costs *)

15  Accessed_storage_keys :: accessed_storage_keys

16 (* storage locations accessed, also influencing gas costs *)

17 Pc :: nat (* program counter *)

18 Gas :: gas (* remaining gas *)

19 Return_data :: return_data (* return buffer from calls *)

20 Halted :: bool (* normal termination flag *)

21  Error :: bool (*x error flag *)

22 Call_depth :: nat (* current call depth *)

23

A simplified example of a state midway through execution is shown in Figure 3. There
are two contract accounts, one with address 9 and another with address 10. The code
held by each account, together with its balance, storage, and nonce, is shown. Account 9,
for example, has a value at storage slot 128, which is reflected in the accessed storage
keys as the pair (9, 128). While Storage holds the actual persistent data of an account,
Accessed_storage_keys tracks which storage slots have been touched during the current
transaction, used to determine gas costs for storage access. The call depth is 1, indicating
that the current state is inside a call, with the program counter at index 5 of the executing
code.

3.1.3 Execution Environment

The evm_env record, shown in Listing 6, specifies the execution environment in which the
EVM operates. It contains immutable information about the transaction, the block, and
the call context, which is queried by various opcodes. Field descriptions are given inline as
comments in the definition below. Certain block-related environment fields are omitted.
As of now we support two different gas schedules, Shanghai and Cancun. Thus, the
schedule type is defined as: datatype schedule = SHANGHAI | CANCUN. We derive linorder for
this type, which provides a default ordering so that comparisons such as SHANGHAI < CANCUN
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"(evm_state example.Stack = [], Memory = [],
Accounts =
AList Mapping.Mapping
[(9, (account.Balance = 0, Storage = AList Mapping.Mapping [(128, 0)],
Transient storage = AList Mapping.Mapping [],
Code = Some (IArray [96, 0, 96, 0, 96, O, 96, 0, 96, 4, 96, 10, 90, 244]), Nonce = 0)),

(10,
(account.Balance = 0, Storage = AList Mapping.Mapping [],
Transient storage = AList Mapping.Mapping [], Code = Some (IArray [96, O, 96, 128, 85, 0]),
Nonce = @)1,
Accessed addresses = {}, Accessed storage keys = Abs fset {(9, 128)}, Pc = 5, Gas = 78724340,
Return data = [], Halted = False, Error = False, Call depth = 1)"

: "evm state example"

Figure 3 An example EVM state displayed by Isabelle’s value command.

Listing 6: EVM Environment.

1 record evm_env =

2 Origin_address :: address (* account that initiated the transaction *)
3 Caller_address :: address (* account that made the current call *)

4 Current_address :: address (* currently executing contract account *)

5 Executing_code 11 code (* code currently executing *)

6 Call_value :: evm_word (% Ether value sent with the call *)

7 Call_data :: call_data (* input data supplied to the call *)

8 Static_call :: bool (* disables state changes in static calls *)
9 Gas_price :: evm_word (x gas price for this transaction *)

10 Gas_limit :: evm_word (* transaction gas limit *)

11 Schedule :: schedule (* gas schedule *)

12

are valid. This ordering allows conditions to be expressed as range comparisons over schedules,
such as “all schedules from Cancun onwards”, meaning that supporting a new hard fork
requires only inserting a new constructor at the appropriate position in the ordering.

Listing 7 shows an example environment record, with some fields omitted for simplicity.
The environment captures the immutable context in which the EVM executes a transaction.
It includes addresses such as the origin, caller, and current contract, as well as execution
parameters like call value, call data, gas price, gas limit, and the schedule. These fields are
separate from the mutable state and do not change during execution, making it easier to
reason about programs formally.

Listing 7: Example EVM Environment.

1 definition example_env :: evm_env where
"example_env =
Origin_address = 0xa94f5374fcebedbc8e2a8697c15331677e6ebfOb,

2
3
4 Caller_address = 0xXccccccccccCcccccccccccccccccceccceccccccecc,
5 Current_address = 0x0000000000000000000000000000000000001000,
6 Executing_code = IArray [96, O, 96, 128, 85, 0],

7 Call_value = 0x01,
8 Call_data = [0x61, 0x00, 0x01, 0x50],
9 Static_call = False,

10 Gas_price = 0x0a,

11 Gas_limit = 0x04c4b400,
12 Schedule = CANCUN,

13 c

14 D"
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3.1.4 State Transitions

State transitions in the EVM describe how instructions update control flow, including calls
to other contracts and the creation of new accounts. Shown in Listing 8, the call_type
datatype distinguishes the different kinds of calls, while the call_frame record stores a saved
frame of execution to which control can return to after a call. a’

Listing 8: Call and Result Types.

1 datatype call_type = CallOp | StaticCallOp | CallCodeOp address
2 | DelegateCallOp address | CreateOp address
3

4 record call_frame =

5 Saved_state :: evm_state

6 Saved_env :: evm_env

7 Return_offset :: nat

8 Return_size :: nat

9 Call_type :: call_type

10

11 datatype exec_result =

12 Continue evm_state

13 | CallExit evm_state (* return, revert, halt, error results *)
14 | Call evm_env evm_state call_frame (* call/create with frame to save *)
15

16 type_synonym instr = "evm_env —> evm_state — exec_result"

The possible outcomes of executing an instruction are described by the exec_result
datatype. Execution may continue in the current context (Continue), trigger a call (Call),
which also covers contract creation, or terminate the current execution (CallExit), which
encompasses return, revert, halt, and error outcomes. When a Call result is produced, the
current execution frame is saved and a new execution context is entered; upon completion
of the nested call, the saved frame is restored and execution resumes in the outer context.
Finally, an instr is a function from the environment and current state to an exec_result,
and this is the type for all EVM opcodes. Having defined the state, we proceed to formalize
how transactions are executed.

3.2 Formalizing Transaction Execution

The EVM executes transactions by processing bytecode instructions sequentially, with each
operation consuming gas and potentially modifying the state. We formalize this process by
first defining the semantics and gas costs of individual opcodes, then specifying how these
operations are executed within the transaction context.

3.2.1 Opcodes

The formalization covers around 150 opcodes, spanning the full Cancun instruction set. Each
opcode described in Sect. 3.1.1 is formalized as a state transition function that consumes
gas, validates stack conditions, and updates the state accordingly. Consider, for example,
the formalization of the ADD operation shown in Listing 9.

This definition follows a common pattern: gas is consumed first via consume_gas (which
will be explained in more detail later on), then the stack is pattern-matched to ensure enough
operands are available, with stack underflow resulting in an error state. Operations that
grow the stack such as ADDRESS first check the stack remains below the 1024 element limit.
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Listing 9: ADD Opcode.

fun ADD_op :: instr where
"ADD_op env o = consume_gas ADD env g (Ao '.

x # y # stk' = Continue (o'( Stack := (x + y) # stk' |)

1

2

3 case Stack o' of

4

5 | _ = CallExit (o'( Error := True |)))"

The formalization of the KECCAK opcode was particularly challenging since we do not
have a working formalization of the actual keccak hash function. Thus, we used an abstract
definition via a locale, shown in Listing 10.

Listing 10: Keccak Locale.
locale keccak2b6 =
fixes keccak2b6 :: "8 word list = 256 word"

1

2

3

4 fun KECCAK256_op :: instr where

5  "KECCAK256_op env o =

6 consume_gas KECCAK256 env o(Ao '.
7 case Stack o' of

8 mem_offset # mem_size # stk' =
9

let
10 (o '', bytes) = mem_read (unat mem_offset) (unat mem_size) o';
11 hash = keccak256 bytes
12 in
13 Continue (o ''( Stack := hash # stk' |)
14 | _ = CallExit (o'( Error := True |)))"

The mem_read function returns the bytes at a given offset and length, along with an
updated state that expands memory if necessary, as reading from an uninitialized memory
region causes a memory expansion. Then, keccak256 creates a hash from the list of bytes,
and this is pushed onto the stack. This abstract definition is later instantiated with a concrete
Haskell implementation during code extraction so that it is executable.

The CREATE and CREATE2 opcodes, which rely also on the keccak hash function to compute
contract addresses, also use this abstract definition.

3.2.2 Gas Costs

Gas consumption is modelled by two functions shown in Listing 11. The gas_exec function
computes the gas cost for each opcode, while consume_gas deducts the cost from the current
gas and continues execution or raises an out-of-gas error. The available function checks
whether the opcode is available in the given gas schedule.

The gas costs follow the Ethereum specification, with opcodes categorized into different
cost tiers such as G_zero for operations like STOP and G_verylow for simple arithmetic. More
complex operations, such as memory or storage access, require custom gas cost functions
that depend on the current state and environment. For example, the BALANCE opcode has a
base cost of G_balance plus an additional address_access_cost that varies depending on
whether the target address is already in the accessed addresses set. The definition of the
corresponding gas cost function is shown in Listing 12. The case returning 0 has no effect in
practice, as a malformed stack triggers an exceptional halt that consumes all remaining gas in
the current context regardless. Another dynamic gas cost opcode is the SSTORE opcode, whose
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Listing 11: EVM Gas Cost Functions.

definition G_verylow where "G_verylow = 3"

1
2
3 fun gas_exec where

4 "gas_exec STOP env o = G_zero" |

5 "gas_exec ADD env o = G_verylow" |

6 "gas_exec BALANCE env o= gas_BALANCE env o" |
7

8

9

fun consume_gas where

10 "consume_gas mn env o result =

11 (case available (Schedule env) mn of

12 False = CallExit (o( Error := True |)

13 | True =

14 let cost = gas_exec mn env o in

15 if Gas o > cost then result (o( Gas := Gas o - cost )
16 else CallExit (o( Error := True )))"

Listing 12: BALANCE Gas Cost Function.

1 fun gas_BALANCE :: gas_instr where

2  "gas_BALANCE env o =

3 case Stack o of

4 addr_word # _ =

5 G_balance + address_access_cost o (ucast addr_word)
6 | = o"

cost depends on whether the target storage key exists within the Accessed_storage_keys
set. In addition, if a storage slot is reset to its original value, SSTORE triggers a gas refund
which is accumulated in a refund counter in the state. This counter is applied on successful
completion of the transaction.

3.2.3 Execution

Transaction execution is implemented through a step function that processes individual
instructions and an execution loop that repeatedly calls the step function until termination.
The step function fetches the current instruction, executes it, and returns the updated state
or signals for calls, returns, or errors. The step function code is omitted for brevity.

The execution loop shown in Listing 13 handles the different result types from step. A
Continue result causes execution to advance to the next instruction, while a Call result
pushes a new frame onto the call stack to handle contract interactions, including contract
creation. The CallExit result either pops the call stack to restore the previous execution
context or terminates the entire transaction if the call stack is empty. The execution loop
is guaranteed to terminate because each step consumes gas, and execution halts when
insufficient gas remains for the next operation.

At the end of a transaction, the top_level_cleanup function is called to finalise the
state and perform necessary clean-up, such as clearing transient storage and applying gas
refunds.

The exec_loop function is quite complex and Isabelle is not able to automatically verify
that it always terminates. While we could still work with exec_loop without proving
termination, reasoning would be more difficult and we would not be able to generate code
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Listing 13: Execution Loop Function.

1 function exec_loop where

2 "exec_loop env o call_stack =

3 (if Halted o V Error o then o

4 else

5 case step env o of

6 Continue o' =

7 exec_loop env o' call_stack

8 | Call new_env new_state frame =

9 exec_loop new_env new_state (frame # call_stack)

10 | CallExit exit_state =

11 (case call_stack of

12 [l = top_level_cleanup env exit_state

13 | frame # rest_stack =

14 let

15 success = —Error exit_state;

16 restored_state = restore_caller_state (Saved_state frame)
frame exit_state success

17 in exec_loop (Saved_env frame) restored_state rest_stack))"

for it. Thus, we manually proved termination of the function to turn it into a total function.
The termination proof for the execution function uses a measure function consisting of two
components:

1. The total gas available (sum of the current gas and the gas stored in all call frames)

2. The call stack depth

Operations that continue within the current call frame or create new call frames must strictly
decrease the total gas available. Operations that return from a call frame need only ensure
gas does not increase, since the reduction in call stack depth alone guarantees progress. This
captures both sources of EVM termination: gas consumption within frames and bounded
recursion depth.

3.3 Code Generation

Isabelle’s code generator [15] can automatically produce code in several target languages,
including Haskell, OCaml, Scala and SML. We make use of the Haskell target to extract
our EVM formalization to standalone Haskell code, which can be compiled and executed
independently of Isabelle. While Isabelle/HOL provides built-in execution mechanisms such
as the value command, these are not suitable for running large test suites due to performance
limitations. The generated code is not always efficient out of the box; however it can
be tuned by selecting appropriate types and providing custom code equations. We chose
appropriate types for performance in our formalization, such as using an IArray (immutable
array) instead of a list to represent the EVM code, allowing for efficient access. Another
optimization involves importing the red-black tree mapping library in EVM_Export.thy, the
Isabelle file responsible for Haskell code generation, allowing Isabelle proofs to still use the
standard map abstraction while generating efficient code. The file structure for testing is
shown in Figure 4: EVM_Export.thy specifies the Haskell extraction of the formalization,
instantiating abstract operations such as KECCAK using the cryptohash library®, and

6 https://hackage.haskell.org/package/cryptohash
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produces EVMRuntime.hs. The resulting Haskell file is then used by a test harness that
feeds test cases from the Ethereum test suite into the execution function and compares the
resulting state against the expected output. This allows us to test the formalization, and we
report the results in the next section.

[EVMEXport.thy]—)[ EVMRuntime.hs ]—) Test Harness
| J
Isabelle codegenerator Exported code A
EVM Tests
| J
Ethereum
test suite

Figure 4 Code generation and testing pipeline.

4 Evaluation

We validated the formalization against the official EVM test suite [12] using the generated
Haskell code. For this, we implemented a testing tool that automatically executes the
Ethereum test cases and reports the results. This ensures our semantics conforms to the
Ethereum specification [23] and Ethereum Improvement Proposals (EIPs), such as EIP-
2930 [6]. Each test specifies an initial pre-state and an expected post-state; the tool feeds the
pre-state into the generated Haskell code, executes it, and compares the resulting post-state
against the expected output. As we only formalized two forks (Cancun, Shanghai), we only
use the tests for those.

Our formalization and test system are available at https://github.com/ashleycard/
Isabelle-EVM. The test suite contains 25871 unique tests across 2793 files. Of these files,
2669 were run while 124 were skipped because they were malformed or timed out. Of
the 2669 test files that we ran, 703 failed and 1966 passed (74%). Among the 703 failed
tests, at least 440 were due to unimplemented precompiled contracts. Precompiled contracts
are a set of built-in contracts available at fixed addresses (0x1-0x0a as of Cancun) that
implement computationally intensive operations natively at the client level, rather than as
EVM bytecode. Some would be straightforward to add, such as modular exponentiation
(0x5), while others such as ecrecover (0x1) require formalizing elliptic curve arithmetic.
Consequently, implementing them was out of scope for this formalization. Following the same
approach taken for Keccak, precompiled contracts could be introduced as abstract functions
with a concrete implementation supplied for testing in Haskell. The remaining (few) failures
involve the CREATE opcode and interactions between multiple contracts. Diagnosing these
failures was difficult as the testing framework only compares the final post-state against the
expected output, giving little insight into where execution went wrong. A more informative
approach would be to use a reference Ethereum client to produce a full execution trace, and
compare this step-by-step against a trace generated from the Isabelle semantics, to identify
where the two differ.
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5 Related Work

While tools exist for verifying Solidity source code, such as Isabelle/Solidity [2, 18, 19],
SolidiKeY [3], and a Dafny-based verifier by Cassez et al. [9], such guarantees are only
meaningful if the compiled bytecode faithfully preserves the verified properties. Without a
formal specification of the EVM and its bytecode semantics, there is no formal target against
which to verify compilation, leaving a critical gap in the verification chain. A formal EVM
specification is therefore essential not only for reasoning directly about bytecode, but also as
a foundation for proving compiler correctness and establishing end-to-end guarantees from
source code to execution. Certora’s Prover [11], the most widely used industrial tool in this
space, addresses this in practice through symbolic execution and SMT solving, though it relies
on a trusted mapping from Solidity to EVM bytecode, rather than a formally verified one.

Several formalizations of the Ethereum Virtual Machine (EVM) have been developed
across different verification frameworks, showing an interest in providing executable and
machine checked semantics for Ethereum bytecode. KEVM [16] provides the most extensive
specification to date, offering a full operational semantics of the EVM in the K framework [22].
It covers all instructions and yields an executable model suitable for testing and symbolic
reasoning. While it represents the most comprehensive effort to date, reasoning in K relies
on rewriting semantics and differs from proof assistant based approaches.

Dafny EVM [8] provides a complete formal semantics of the EVM in Dafny, defining
instructions as pure functions with explicit preconditions and postconditions. ByteSpector [7]
builds upon this formalization to construct formally verified control flow graphs from EVM
bytecode, automatically generating Dafny proof objects that encode bytecode semantics.
These tools demonstrate how a formal EVM specification can serve as a foundation for
practical verification tools. Other formalizations exist in Lean [20] and Coq [4]. The Lean
formalization covers both the EVM and Yul, the intermediate representation between Solidity
and EVM bytecode. It also establishes a partial equivalence with KEVM, though only in
one direction: if KEVM computes a result, the Lean model agrees, but the converse remains
unproven. With this work we contribute to this line of research by providing an alternative
formalization for the Isabelle proof assistant. This allows analyses to be performed in Isabelle
and build upon other verification results in this domain (for example Isabelle/Solidity [19])

There is, however, one work in which the EVM is formalized in Isabelle. A formalization
of the EVM was given by Hirai [17], who specified the semantics in Lem, a language whose
definitions can be exported to Isabelle/HOL, and was later extended by Amani et al. [5] in
Isabelle. The formalization is limited to single-contract execution, with effects of external
calls abstracted in the environment. They also introduce a program logic covering a subset of
36 instructions, with the program semantics expressed through a control-flow graph. Using
their formalization, they verified an escrow agreement smart contract implemented in Solidity,
demonstrating their approach can reason directly about compiled EVM bytecode. There are,
however, two main differences to our work. First, our work provides a direct embedding of
the EVM in Isabelle and thus might be easier to understand and reason about. Second, our
work formalizes cross-contract execution and covers all current EVM opcodes, providing a
more complete semantics of the EVM.

6 Conclusion

We introduced Isabelle/EVM, a new formalization of the Ethereum Virtual Machine within
Isabelle/HOL. Our formalization is executable, supports cross-contract execution, and
implements the complete set of EVM opcodes along with two concrete gas schedules —
Shanghai and Cancun. The design is extensible, making it straightforward to incorporate
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future hard forks. In addition, the formalization integrates with an optimized code generator,
enabling the export of verified Isabelle programs to corresponding Haskell code. Using
this mechanism, we validated our model against the official Ethereum test suite to ensure
conformance with the specification.

The formalization takes the form of a deep embedding of the EVM: EVM bytecode is
modeled explicitly as a datatype in Isabelle rather than as native Isabelle functions. Although
we initially considered a shallow embedding, the dynamic behavior of JUMP instructions
makes them difficult to represent cleanly using a state-monad-based approach. A deep
embedding, by contrast, enables reasoning about the EVM language as a whole, not just
about individual programs. The trade-off is that proofs about specific programs can be more
involved than in a shallow embedding.

There remain several limitations that we plan to address in future work. Currently, the
formalization supports only two hard forks. While this suffices to illustrate how additional
forks can be integrated, extending support to newer network upgrades — such as the Prague
hard fork” — would be an important next step. Furthermore, as noted in Section 4, we do not
yet model precompiled contracts; incorporating them presents another promising direction
for development. Verified compilation from Isabelle/Solidity is an additional area of interest:
refinement techniques could ensure that properties proven for Solidity programs carry over
to the generated EVM bytecode. Our testing framework can also be refined. A natural
improvement would follow the approach used in the Dafny EVM formalization [8], where test
cases derived from Ethereum consensus tests are executed using Geth’s evm tool® to produce
full execution traces — including intermediate EVM states after each step — rather than just
final states.

This formalization opens the door to several applications. Most immediately, it supports
bytecode-level verification of smart contracts, enabling proofs about the exact programs
executed on the EVM rather than high-level abstractions. It also provides a basis for verifying
bytecode optimizers, which aim to transform EVM code into semantically equivalent but
more gas-efficient versions. Similar work already exists in Coq [4], and Isabelle/EVM could
underpin related efforts in Isabelle. Finally, a formalization of Yul in Isabelle would be a
natural extension; the existing Lean formalization [20] could serve as a useful reference point.
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Decentralized Finance (DeFi) has revolutionized financial markets by enabling complex asset-
exchange protocols without trusted intermediaries. Automated Market Makers (AMMs) are a
central component of DeFi, providing the core functionality of swapping assets of different types at
algorithmically computed exchange rates. Several mainstream AMM implementations are based on
the constant-product model, which ensures that swaps preserve the product of the token reserves in
the AMM — up to a trading fee used to incentivize liquidity provision. Trading fees substantially
complicate the economic properties of AMMs, and for this reason some AMM models abstract them
away in order to simplify the analysis. However, trading fees have a non-trivial impact on users’
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effects. In this work, we extend a foundational model of AMMs by introducing a new parameter,
the trading fee ¢ € (0, 1], into the swap rate function. Fee amounts increase inversely proportional
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fee-adjusted model from an economic perspective. We show that several key properties of the swap
rate function, including output-boundedness and monotonicity, are preserved. At the same time,
other properties — most notably additivity — no longer hold. We precisely characterize this deviation
by deriving a generalized form of additivity that captures the effect of swaps in the presence of
trading fees. In particular, we prove that when ¢ < 1, executing a single large swap yields strictly
greater profit than splitting the trade into smaller ones. Finally, we derive a closed-form solution
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1 Introduction

Decentralized Finance (DeF1i) has transformed the financial landscape by enabling peer-to-
peer transactions without a central intermediary. One of the core mechanisms of many DeFi
applications is the Automated Market Maker (AMM), which enable token swaps through
algorithmic pricing mechanisms. Among the various kinds of AMMs, the constant-product
Market Makers (CPMMs) are the most used ones, with implementations such as Uniswap
v2/v3 [4, 5], Sushiswap [2], etc. These implementations have a huge economic relevance in the
crypto market: for example, as of January 2026, Uniswap stands out with an approximate
Total Value Locked (TVL) of $4 billion [18].

While AMMs have been extensively studied, the role of trading fees — which is critical
in real-world AMM implementations — has often been overlooked in formal analyses of
AMM models [9, 21, 22]. Trading fees play a central role in incentivizing liquidity provision,
while also significantly influencing users’ strategies and overall market dynamics. A formal
understanding of how trading fees impact AMM behavior is essential both from a theoretical
standpoint and practical applications such as constructing of optimal automatic trading bots.

Contributions

We provide a formal analysis of AMMs incorporating trading fees, extending a Lean 4 library

for no-fee AMMs [21]. More specifically, we summarize our main contributions as follows:

1. Formal Modeling: We develop a formal model of AMMs that integrates trading fees,
capturing their effect on swap outcomes and users’ incentives. We introduce this trading
fee in the constant-product swap rate function, and discuss the similarities between this
model and the implementation of the swap in Uniswap v2.

2. Economic Analysis: We analyse core economic properties of AMMs with trading fees,
such as how they impact user gain on token swaps, arbitrage opportunities and exchange
rates. Besides re-proving the structural properties known from the fee-less analysis of [9]
in our fee-adjusted setting (Lemmas 4 and 5), we generalise the additivity property of the
constant-product swap rate function (Lemma 6). We leverage this generalised additivity
result to show that, in the presence of trading fees, a single large swap achieves a strictly
greater gain than two smaller swaps (Theorem 8) — whereas the two strategies yield
equal gains in fee-less AMMs. Our main economic result is a closed-form solution to the
arbitrage problem for fee-adjusted AMMs, namely the problem of determining the swap
that maximizes a trader’s gain by exploiting discrepancies between the AMM-implied
and external exchange rates. More specifically, we start by determining a swap value
that brings the AMM to an equilibrium state where its internal exchange rate is aligned
with the exchange rate given by an external price oracle (Theorem 9), and establish
its uniqueness (Lemma 10). We then show that this value yields a suboptimal gain,
determining an interval of swap values that guarantee a strictly higher gain to the sender
(Theorem 12). Our main technical result is a closed-formula solution to the arbitrage
problem, namely a swap transaction that obtains the maximum gain (Theorem 13). We
conclude by showing that this solution is unique (Lemma 14).

3. Lean 4 Formalization: We formalize and prove in Lean 4 [12] all the results presented
in this work, extending the library presented in [21]. Our formalization is available online
at https://mamboleano.github.io/leand4-amm-fees, and it consists of ~3500 lines of
Lean code. We additionally provide detailed pen-and-paper proofs, that help outlining
the proof strategies implemented in Lean [13].
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By providing a machine-checked analysis of the role of trading fees in AMMSs, this work
contributes to the ongoing effort to improve the robustness and security of DeFi systems.
Because of space constraints, we include several ancillary results in [13], and we relegate the
discussion of the differences between our model and Uniswap v2 to Appendix A.

2 AMM model

In this Section, we refine the operational model of AMMs in [9] to introduce the trading fees
in the swap rate function, which brings this model closer to the Uniswap v2 protocol [4].
We assume a set of token types 7,7’, ... representing crypto-assets, and a set of accounts
A, B, ..., representing the users involved in token exchanges. An AMM consists of two
token reserves, written {rq : 79,71 : 71}, where the amounts 7, r; are non-negative reals.
Users interact with AMMs by sending swap transactions. Intuitively, a swap transaction
A : swap(x, 70, 71) represents the atomic action by which the user A pays an amount = of
7o to the AMM and receives a quantity y = x - SXy(x,79,71) of 71 in return. A central
component of the model is therefore the swap rate function SX4. Uniswap v2 [3] and other
mainstream AMM implementations [1, 2] use the constant-product swap rate function:

o1

Squ(%To,?"l) = o+ bz

where ¢ € (0,1] (1)
where g and r; are, respectively, the reserves of the tokens 7y and 7 in the current AMM
state, and the parameter ¢ is the trading fee. Despite the name “constant-product”, swaps
preserve the product rg - r; of the AMM reserves only in the fee-less case, i.e. when ¢ = 1.
Instead, when ¢ < 1, the product of the reserves strictly increases upon each swap. More
specifically, if an AMM {rg : 79,71 : 71} evolves into {ro+ = : 79,71 — y : 71} upon a swap,
then (rg+x)(r1 —y) > ror1. Therefore, the amount y of tokens 7| sent to the user performing
the swap is reduced compared to the fee-less case.! The intuition is that when the transaction
A :swap(x, 79, 71) is fired, the actual number of tokens that are used to re-balance the AMM
pair is not x, but ¢ - = instead. This means that A receives fewer tokens and some units
of 71 token are “kept” by the AMM in order to benefit its liquidity providers (LPs). The
incentives to LPs are briefly discussed at the end of this section.

» Example 1. Consider a system I' containing an AMM {40 : 79,60 : 7; } and user A’s wallet
holding 30 : 7 and 20 : 7;. We write such state as T' = A[30 : 7, 20 : 7] | {40 : 70,60 : 71 }.
Suppose that A wants to swap 10 : 7o, and that the trading fee in (1) is set to ¢ = 0.997.
Then, A expects to receive y : 71, where:

0.997 - 60

e~ 1197
40 4+ 0.997 - 10

y =10
Hence, firing the transaction T = A : swap(10, 7, 71) triggers a state transition:

r L= Al20 : 19, 31.97 : 7] | {50 : 7,48.03 : 71 }

By contrast, by firing the same transaction in an AMM with no trading fee, A would obtain:

1-60 60

y 40+1-10 40+ 10

1 These conditions are also specified in Uniswap v2’s implementation [3], see also Listing 5 at page 18.
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and the resulting state would be T = A[20 : 7, 32 : 74] | {50 : 70,48 : 71 }. As we can see,
in both IV and I'” the AMM has 50 units of 7y tokens. However, in I/, the AMM retains a
small portion of the 7; tokens compared to I'’', which results in a slightly worse outcome for
the trader A and a better one for the LPs. a

Token prices and exchange rates

We assume a price oracle that determines the price of each token type. Technically, we model
this oracle as a function P : T( — R<o, where T is the universe of token types.

Based on the prices provided by this price oracle, we define the external exchange rate
X (109, 71) between two token types 7y and 7| as the ratio between their prices:

This represents the number of units of 7; tokens a user can buy with 1 unit of 7, using e.g. a
centralized exchange platform. Note that the external exchange rate only depends on the
prices given by the oracle, neglecting the state of AMMs.

The internal exchange rate Xt (79,71 ), by contrast, is determined by the swap rate
function SX4 and by the reserves of an AMM pair in I' handling the token pair {7y, 71 }. We
assume that each state I' can contain at most one AMM for each token pair. Its interpretation
mirrors that of the external exchange rate: for a very small amount of input tokens z, a user
swapping z units of 7, expects to receive x - X1 (70, 71) units of 7; tokens. More formally:

Xt (10,71) = }:IL% SXy(x,10,71) if I’ contains {rg : 70,71 : 71}

» Example 2. Let I' = A[30: 79, 20 : 7] | {40 : 79,60 : 71 }. Suppose that the external prices
of 7o and 7, are P(7y) = 4 and P(71) = 5. Hence, the external exchange rate is:

4
X(T(),Tl) = 5 = 08

Assuming that we are using the constant-product swap rate with trading fee ¢ = 0.997, the
internal exchange rate computed in the state I' is:

. . 099760
XF(T(),/'[):}?E)I’%)SX(b(x,TO,T]) = il_)IIIOSX¢(I‘,4O,60) = }t%m
0.997 - 60
=— =14
10 955

Therefore, in this state the external and internal exchange rates are not aligned. We will show
later that rational users are incentivized to execute swaps that align internal and external
exchange rates, a practice called arbitrage. a

Users’ Gain

The gain of a user A from executing a transaction T in a state I, denoted by GA(T',T), is
defined as the difference between the wealth of A after and before the transaction is executed.
Wealth is measured as the weighted sum of the token balances in A’s wallet, where the
weights are given by the external token prices.
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» Example 3. Recall the scenario from Example 1. The wealth of A in I" is 30-44-20-5 = 220,
while that in TV is 20 - 4 + 31.97 - 5 = 239.85. Therefore, A’s gain upon performing the
transaction T = A : swap (10,79, 71) in T is:

Ga(T', T) = 239.85 — 220 = 19.85

Note that A had a profit from the swap, and the internal exchange rate shifted from
Xr (70, 71) = 1.4955 to X (70, 71) =~ 0.958, making it closer to the external rate X (79, 71) =
0.8. In general, we expect that swaps that reduce the gap between internal and external
exchange rate always yield a profit. We will formalize this intuition in Section 3. J

Liquidity provision

We implicitly assume the presence of minted tokens. For example, the minted token {7, 7}
represents a share of the AMM {rg : 79,71 : 7 }. Normally, a user would gain these shares
by providing liquidity to the AMM; however, here we only model trading users, leaving the
analysis of the impact of fees on liquidity providers as possible future work. Hence, in the
following statements, we assume that the supply of the minted tokens is always positive (i.e.,
that at some point liquidity has been provided to the AMM), and that no trader holds all
of the minted token supply. These assumptions rule out unrealistic scenarios in which, for
example, the trader has complete control over the AMM shares.

3 Economic properties of AMMs with trading fees

In this Section, we study the economic properties of AMMSs with trading fees. Our goal
is to analyze how trading fees play a role on the incentives of users and the behavior and
properties of swap functions, with keen focus on the constant-product swap rate function (1),
which is the function used in several real-world AMMs implementations [1, 2, 3].

Properties of the costant-product swap rate function

AMMs using the constant-product swap rate function (hereaafter, referred to as CPMMs)
are output-bounded [9]. Namely, they always have enough output tokens 7; to send to the
user who performs a swap(z, 79, 71 ), for any value of z. In particular, output-boundedness
guarantees that the AMM will always hold a strictly positive amount of each token type.

» Lemma 4. CPMMs are output-bounded, i.e. for all x > 0 and rg,r1 > 0:
x-SXy(x,r0,71) <T1

CPMMs are also strictly monotonic [9]. Namely, for a swap action swap(z, 79, 71 ), the
swap rate (strictly) increases if we (strictly) decrease the input amount x or the reserves of
70, or if we (strictly) increase the reserves of 7;. This monotonicity property plays a crucial
role in establishing the existence and optimality of arbitrage transactions.

» Lemma 5. CPMMs are strictly monotonic, i.e. for i € {0,1,2} and <; € {<,<}:
' <Qox, vy <11, T1<2r] = SXg(x,710,71) <3 SX 4 (2,70, 77)

where: <3 =< if Q; =< fori € {0,1,2}, and <3 =< otherwise.

4:5
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The following property is useful to measure the effect of splitting a single swap in two
swaps of smaller amounts. In particular, it determines the factor (y(x,y,ro,71) between
the swap rate of a single transaction swapping x + y tokens and the rates a and § of two
transactions (swapping first «, then y) in a CPMM with reserves rg, 7.

» Lemma 6 (Additivity of swap rate). CPMMs are additive, i.e.:

ax + Py

SX¢($+y77“0,7'1): x—l—y

. Ccﬁ(xvyer,Tl)
where a = SX 4(x,19,7m1), B = 5X¢(y,r0 + 2,71 — ), and:
((éria) (o + 6 + 6y) + (9riroy) ) - (r0 + 2+ 6y)

(r0 + ¢z + ¢y) - <(¢T1$)(Tt) + x4+ dy) + (¢7“17“0y))

C¢($,y,’l"0,’l"1) =

In particular, if ¢ =1 then (4(x,y,ro,71) = L.

In CPMMs without trading fees, the gain obtained by swapping «+y tokens is equal to the
sum of the gains obtained from two consecutive swaps of = and y tokens, respectively [9]. In the
presence of a trading fee, however, this additivity property no longer holds: technically, this
follows by the fact that the factor (y(z,y,ro,r1) is strictly positive when ¢ < 1. Intuitively,
this implies that a user achieves a strictly higher gain by executing a single large swap rather
than splitting the transaction into multiple smaller swaps.

» Example 7. Let T' = A[300 : 70,200 : 71] | {400 : 75,600 : 71 }. Now suppose that the prices
of 7p and 71 are P(7p) =4 and P(71) = 5. Let Tog = A : swap(100, 70, 71) and let ¢ = 0.997.
By executing T in I', A would obtain y = 100 - SX (100,400, 600) = 119.712 : 74, and so:

J LN A[200 : 79,319.712 : 7] | {500 : 7,480.288 : 71 }

Now, suppose that A — rather than firing T — splits this transaction into two transactions,
T = A :swap(40,79,71) and Ty = A : swap(60, 79, 71). We would have that:

T 15T = A[260 : 7, 254.397 : 7] | {460 : 7, 545.603 : 71}
L2 1y = A[200 : 7, 319.696 : 7] | {500 : 70, 480.304 : 7}

We see that the split did not benefit A, as she received less tokens than what she would have
received by firing the transaction T directly instead of splitting it in T; and Ts. 1

The impact on a user’s gain of splitting a large swap into two smaller swaps is characterized
by the following theorem:

» Theorem 8 (Additivity of swap gain). Consider a CPMM {rq : 70,71 : 71} in state T' and

let T(x) = A : swap(x,70,71). Let TV and T be such that T RIGORS VARICONS 73 Ifp <1

then there exists €4 > 0 such that:
GA(T, T (zo + .Tl)) = GA(F,T(.Z‘())) + GA(F/, T(xl)) + €4

The term ¢4 captures the correction induced by the presence of trading fees. Since its
definition is algebraically heavy and does not provide any additional insight, we refer to [13]
and to our Lean library for its formalization. What is relevant, though, is that in the presence
of a fee (¢ < 1), the factor ¢4 is strictly positive, reflecting the fact that splitting a swap
into multiple transactions results in a decreased gain for the trader. On the other hand, if
¢ =1, then also €4 = 0. Therefore, our result is coherent with [9] in the fee-less case.
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Figure 1 GaA (T, T(z)). Figure 2 GaA(T', T(z)) zoomed.

Arbitrage

We now address the problem of finding the optimal amount of tokens that a trader should
swap to maximize their gain. In CPMMs without trading fees, the optimal strategy consists
in executing a swap that aligns the internal exchange rate to the external one [9], thereby
bringing the AMM to a so-called equilibrium state. Trying to follow the same strategy in the
presence of trading fees, the first step is determining the swap value that brings the AMM to
the equilibrium. This is given by the following Theorem:

» Theorem 9 (Equilibrium value). Consider a CPMM {rq : 79,71 : 71} in state ', and let:

o = TV P(70)ro(1+ ¢) + /To/P(70)ro(—1 + ¢)% + 4P(71)r1¢? @)
0 =

2 P(T())¢
If T(xz0) = A : swap(xo, 70, 71) is enabled in T and ¢ < 1, then X (70, 71) = X1/ (70, 71), where
IV is the state reached from T’ upon executing T (x¢).

The following lemma states that, when the value x( given by Theorem 9 satisfies the
enabledness condition, it is the only one that brings the AMM to the equilibrium.

» Lemma 10 (Uniqueness of equilibrium swap value). Consider a CPMM {rq : 79,71 : 71}
in state T', and let T(x) = A : swap(x,70,71). If T(xo) and T(x1) bring the AMM to the
equilibrium state from I', then xg = x7.

We now address the problem of determining if the swap value that brings an AMM to
the equilibrium also maximizes the user’s gain. While this equivalence holds for CPMMs
without trading fees [9], the following example shows that it fails when ¢ < 1.

» Example 11. Consider a CPMM in the state I' = A[30: 79,20 : 71] | {10: 79,30 : 71 }.

Assume a trading fee ¢ = 0.9, and external token prices P(79) = 4 and P(71) = 5. Let
T(x) = A : swap(x, 19, 71), and let zg be the swap amount determined by (2), i.e. the value
that brings the AMM to equilibrium. The gain obtained by A from executing T(x¢) in T is:

Ga (T, T(zo)) ~ 31.098 (3)

In the fee-less setting of [9], this value would coincide with the maximum achievable gain
from any swap executed in state I'. In contrast, this is no longer the case in the presence of
trading fees. Figure 1 plots the gain function Ga (T, T(z)). The function is concave, i.e. it
has a critical point which is also the absolute maximum for the function. However, a closer
inspection (see Figure 2) reveals that the gain at zg (in blue) is not exactly at the top of the
curve. Indeed, evaluating the gain at a slightly larger swap amount xy = zg 4 0.3 yields:
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Ga(T, T(z1)) ~ 31.138

which is strictly greater than the gain in (3). This example demonstrates that, when ¢ < 1,
the equilibrium-inducing swap does not necessarily maximize the user’s gain. a

Although the equilibrium-inducing swap is suboptimal, it remains very close to the
optimum. It is therefore still meaningful to compare the gain achieved by this swap amount
with that obtained from any other swap value, as formalized by the Theorem below.

» Theorem 12 (Equilibrium value vs gain). Let T = Afoa] | {ro: 70,71 : 71} | A be such that
Sr{70,71} >0 and oa{70, 71} < Sr{70, 71} and let T(z) = A : swap(z, 7, 71). Let o be the
value determined in (2). If ¢ < 1, then, whenever T(zo) and T(z) are enabled in I':

Ve <xo : Ga(T,T(xg)) > Ga(T,T(x))

Vo >z - (GA(P,T(:CO)) > G, T(@) = z> %)

This behaviour is consistent with Example 11 and the plots in Figures 1 and 2. Specifically,
there exists a small interval immediately to the right of o where A’s gain increases relative
to that obtained by swapping xo tokens. This is the interval (xg,%o/¢]. Consequently, the
remaining task is to identify the swap amount within this interval which maximizes the gain.

» Theorem 13 (Max Gain Value). Consider a CPMM {rq : 70,71 : 71} in a state T where
A does not hold all minted tokens {19, 71}. Let T(x) = A : swap(x,70,71). Let g be a swap
value bringing the AMM to equilibrium, and let:

*\/P(TO)TO — \/P(TO)(ZMO + / P(71)dror: where T m) I’ and
P(19)¢o Xr/(70,71) = X (70,71)

Tmaz = o +

If T(zmaz) s enabled in T' and ¢ < 1, then T(Tmas) mazimizes A’s gain:
V2 # Tmaz @ GA(D, T(Tpmaz)) > Ga (T, T(2))

Finally, it is natural to ask if x,,., is the unique value that maximizes the trader’s gain.
This is established by the following lemma, proved by contradiction.

» Lemma 14 (Optimal swap value uniqueness). Consider a CPMM {rq : 79,71 : 71} in state
T and let T(x) = A : swap(z,70,71). If <1 and T(Tmaz) and T(Zmaer) both mazimize the
gain of A from T, then Tmar = Tmaz’ -

4 Related Work

The literature on Automated Market Makers is extensive, as AMMSs are one of the core
building blocks of Decentralized Finance [15, 23, 24]. In this section, we focus primarily on
comparing our work with the foundational studies on which it builds, as well as with other
works that explicitly address fee mechanisms in AMMs.

The work [9] introduces an abstract operational model of AMMs that forms the foundation
of our work. While most our formalization and results focus on the constant-product swap
rate function, the analysis in [9] deliberately abstracts from any specific instantiation of the
swap rate function, instead identifying conditions that guarantee ideal structural properties
of AMMSs, such as additivity and reversibility of swaps. The main difference between our
work and [9] lies in the treatment of trading fees, which are not modelled or analysed in [9)].
While the structural properties in [9] are preserved in our model in the fee-less case ¢ = 1,
when ¢ < 1 some key properties need to be adapted. In particular:
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1. Additivity: Consider a user executing a swap of = : 7 followed by another swap of y : 7
on the same AMM. The exchange rates corresponding to these swaps are given by:

a=5X4(x,ro,m1) and B = SX4(y,ro + 2,71 — ax)

where 7o and ry are the reserves of the AMM pair when the first swap is performed. In
the framework of [9], a swap rate function SX, is defined to be additive if:

ax + Py

S+ gm0, ra) = S

When this equation holds, swapping an amount of tokens (x + y) : 7y is equivalent to
swapping first = : 79 and subsequently y : 7). Indeed, the output amount of the single
swap with input (z +y) : 79 is:

azx + Py

=azr+
T+y Py

(z+y) - SXs(x +y,mo,m) = (@ +1)-
which is the sum of the output amounts of two subsequent swaps of x : 7p and y : 7.
We have shown in Example 7 that the fee-adjusted constant-product swap rate does not
respect this additivity property. Then, in Lemma 6 we devised a generalized additivity
notion that takes into account the trading fee, by multiplying the previous formula by
the factor (4(x,y,r0,71). Building upon this lemma, Theorem 8 generalises Lemma 5.7
in [9], stating that, the presence of trading fees, performing two subsequent swaps on the
same AMM pair yields a smaller gain than performing a single large swap.

2. Reversibility: Let o = SX,(x,ro,71), where rg and r; are the current reserves of an
AMM pair. The work [9] defines a swap rate function to be reversible if, for all > 0:

1
SXy(ax,m —ax,ro+ ) = o

When this condition holds, a swap of = : 7 for y : 71 immediately followed by a swap of
all the received tokens 71 in the opposite direction, restores the AMM to the original state.
This reversibility property holds in the fee-less setting (Theorem 5.9 in [9]), but it is no
longer valid in the presence of a trading fee ¢ < 1. Since trading fees make the product
of the AMM reserves strictly increase after each swap, a trader attempting to reverse the
effect of a swap always incurs in a net loss. The absence of reversibility has significant
methodological implications. Several results in [9] rely critically on this property, including
Theorem 6.3, which establishes the optimality of the arbitrage transaction.

In contrast, our corresponding results (Theorem 13 and Lemma 14) are proved using
different proof strategies that do not rely on reversibility of the swap rate function, and
are therefore applicable also in the presence of trading fees.

3. Equilibrium wvs. Arbitrage: Recall that an AMM is in an equilibrium state when its
internal exchange rate equals the external rate given by a price oracle. In the fee-less
setting, the swap amount that brings an AMM to equilibrium coincides with the arbitrage
solution, i.e., it is also the value that maximizes the trader’s profit (Theorem 6.3 in [9]).
This equivalence no longer holds in the presence of a trading fee. We have shown that
the equilibrium-inducing swap amount, determined in Theorem 9, differs from the profit-
maximising amount, which is instead characterised in Theorem 13. To the best of our
knowledge, ours is the first work that, in a fee-adjusted AMM model, formally compares
the swap amount that aligns internal to external prices versus the swap amount that
maximizes the individual arbitrage profit.

FMBC 2026
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Our Lean 4 implementation builds on the AMM library presented in [21], which formalizes
the core functionalities of AMMs and provides machine-checked proofs of key economic
properties of CPMMs studied in [9], including the arbitrage solution in the fee-less setting. We
extend this library with trading fees and provide machine-checked proofs of the corresponding
fee-adjusted economic properties. In contrast, the formalization of [21] also models liquidity
provision and withdrawal, enabling the analysis of liquidity providers’ incentives.

The work [19] proposes a framework for developing and formally verifying AMMSs in
the Rocq proof assistant. In this approach, an AMM is modeled as a composition of smart
contracts, formalized as Rocq functions on top of ConCert [7], a mechanized framework for
blockchain and smart contract verification.

Although both [19] and our work formalise AMM within a proof assistant, the objectives
and level of abstraction differ substantially. The formalization in [19] closely follows a concrete
AMM implementation (Dexter2) and yields a deployable contract that is provably consistent
with its Rocq specification, ensuring functional correctness and implementation-level safety.
By contrast, we adopt a more abstract model, aimed at identifying and formally proving
properties that must hold for any implementation conforming to the specification. This
abstraction allows us to avoid complexities that would arise by trying to prove complex
economic theorems in a concrete framework. As a result, while both works model trading fees,
only ours analyses their impact on key economic properties such as arbitrage and equilibrium.

A different formalization of AMMs is proposed in [11], within a general Lean 4 library
aimed at the formalization of Maximal Extractable Value (MEV). This is a class of attacks
where adversaries with transaction sequencing privileges can “extract” value from honest users’
transactions by strategically reordering them in the blockchain, potentially front-running
or back-running the victim’s transactions with adversarial ones [8]. AMMSs are notoriously
prone to MEV attacks. In particular, the so-called sandwich attack allows the adversary to
extract value from virtually any swap transaction [25, 10]. The Lean formalization in [11]
provides a machine-checked proof of the optimality of sandwich attacks in an AMM model
without trading fees. Extending this result to account for trading fees would likely require
a substantial amount of additional work, since — even in the fee-less setting — the space of
attack strategies that an adversary must consider is surprisingly large.

The work [16] studies “constant-function” AMMs Makers [6], whereas we focus on
“constant-product” AMMs, a subclass of this broader family. The model in [16] differs
substantially from ours: building on [17], trading fees are analyzed in a stochastic setting
with discrete Poisson block arrivals, leading to results that emphasize the long-term impact
of fees on arbitrageurs’ behavior. By contrast, our analysis focusses on single-swap incentives
and equilibrium properties. Finally, unlike our work, the results in [16] are established via
pen-and-paper proofs and are not supported by a machine-checked formalization.

Several works address the role of fees in AMMs from perspectives complementary to ours.
In particular, [14] investigates the so-called protocol fee, namely the portion of the trading fee
that is diverted to the protocol and used to generate revenue for governance token holders.
That work also analyzes the incentives of both liquidity providers and traders. The modeling
assumptions in [14] differ significantly from those adopted here: their framework incorporates
features such as sticky liquidity and trade volume, whereas our work focuses on a minimal
operational model of AMMs amenable to formal, machine-checked reasoning.

In summary, our work extends this line of research by incorporating trading fees into both
an operational AMM model and its Lean 4 implementation, thereby bringing the framework
closer to real-world deployments such as Uniswap v2 and contributing to the development of
more secure and reliable DeFi systems.
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5 Conclusions

We have presented a rigorous and machine-checked analysis of AMMs with trading fees, built
on the abstract operational model presented in [9] and its Lean 4 formalization in [21], here
extended with the following main contributions. We have started in Section 2 by introducing
the trading fee ¢ as a parameter of the constant-product swap rate function (1). We have
then shown that, in the presence of a trading fee ¢ < 1, the product of the AMM reserves
strictly increases after a swap, i.e. (rg + x)(r1 —y) > ror1. This implies that the liquidity
providers’ shares of the AMM also increase compared to the fee-less model.

We have studied the impact of trading fees on key economic properties of AMMs. In
particular, we show that the fee-adjusted constant-product swap rate remains output-bounded
and strictly monotonic. These properties ensure that the AMM reserves cannot be fully
drained by a swap action and that the swap rate behaves monotonically w.r.t. its inputs
(e.g., increasing the input amount in a swap results in an increase of the output amount).
We generalise the additivity property of [9], showing that a single large swap yields a strictly
greater gain than splitting the same total amount into multiple smaller trades (Theorem 8).

Finally, we have investigated the arbitrage problem and how to solve it. We first have
determined the swap amount bringing an AMM to equilibrium (Theorem 9). We then have
shown that in the presence of fees, this value is not the optimal one, as (Theorem 12), and we
find a closed formula for such optimal value (Theorem 13). Additionally, we have established
the uniqueness of both the equilibrium value and the optimal one (Lemmas 10 and 14).

All results presented in this work have been formalised and machine-checked in the
Lean 4 proof assistant. This guarantees the mathematical correctness of our development
and extends the existing AMM library, thereby providing a foundation for future work on
the formal verification of AMMSs. For readability, we additionally provide (human-checked)
pen-and-paper proofs of our results in [13].

Challenges of formalizing AMMs in Lean 4

Although we were able to prove all of the lemmas and theorems above, the current Lean 4
library that implements this model and all the relative proofs has some limitations.

The type used to represent positive amounts in the model, i.e. some z € R+, poses
significant challenges. This type is defined as a subtype of the already existing — and well
supported — Reals R. This approach has advantages, such as guaranteeing that the results of
some lemmas are strictly positive (for example, it ensures that for an initialized AMM the
reserves are always strictly positive), but it also comes with a few challenges. For example,
positive reals by definition do not have a zero element, hence they cannot form a ring, since
it lacks additive identity and inverse. This might seem a minor issue, but it greatly impacts
some of the Lean 4 tactics that are typically used to perform algebraic manipulation (e.g.
ring-nf). This means that automation in proofs is limited and not always useful.

Another issue that arose during the development of the Lean proofs concerns the use of
simplification lemmas. There are a number of already existing simplification lemmas that
are not always meant to be used by the Lean 4 simplifier. This can negatively affect proof
automation, as the prover may get stuck in infinite rewriting loops caused by inappropriate
simplification rules. Investigating more principled criteria for selecting and organizing
simplification lemmas could therefore lead to significant improvements in automation.

Finally, in the proof of Theorem 13, we note that a natural proof strategy would be to
follow a classical function-analysis argument. In particular, since the gain function is concave,
one could establish optimality by showing that a local maximum is also a global maximum.
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This reasoning is formalized in Mathlib 4 by the theorem of_isLocalMaxOn_of concaveOnZ.
However, to the best of our knowledge, this approach is currently not directly applicable
within our Lean 4 formalization. The problem is that the Mathlib 4 theorem cited before
specifically requires the function domain to be an additive commutative monoid, while the
gain function in our model is defined in the domain R<(. As a result, the required concavity-
based argument cannot be applied directly. While alternative encodings or workarounds may
be possible, we preferred to find an alternative proof strategy.

All the challenges described above can be thought of as trade-offs associated with using
Lean 4. On the positive side, Lean 4 allows one to formalize models and their properties
in a precise and uniform way, and to verify that all stated properties hold without gaps.
This makes it very well suited to formalize state-based machines such as AMMs, where it is
crucial to check the correctness of the imposed constraints across sequences of transactions.
On the other hand, as we previously explained, some of the mathematical libraries might be
less mature compared to other proof assistants and may require additional effort to formalize
certain proof strategies. While other proof assistants such as Isabelle/HOL [20] provide
strong support for real analysis and automation, the present formalization builds directly
on an existing Lean 4 development and follows an operational, state-based modeling style
that is well supported in Lean. Reproducing the same results in another proof assistant
would have required re-implementing the base model from scratch and might have involved
different, and currently unexplored, technical challenges.

Discussion and Future Work

We envision the following directions for future research:

1. Guarded transactions and Slippage Protection: A natural extension of our model,
bringing it closer to the actual implementation of Uniswap v2, would be to formalise
the parameters amountOutMin and deadline of the function swapExactTokensForTokens
(Appendix A), which are not currently represented in our model. The former enforces a
minimum acceptable amount of output tokens to the user executing the swap, while the
latter prevents transactions from remaining pending for unbounded period, reducing the
risk of adverse price movements and slippage.

2. Concentrated Liquidity and Multi-Fee tiers: Uniswap v3 [5] introduces so-called
concentrated liquidity: instead of depositing liquidity across the whole range of the internal
exchange rate, in Uniswap v3 LPs can specify an internal exchange rate range in which
their liquidity earn fees. This allows for different strategies for LPs which can increase
their gain but also the risk. Another feature that was introduced in Uniswap v3 is the one
of multiple fee tiers. Uniswap v2 has a flat fee of 0.3% on every pool, while in Uniswap v3
it is possible to decide on four discrete tiers upon the creation of the pool, which are
0.01%, 0.05%, 0.3% and 1%. Clearly, a higher fee tier benefits the LPs, but could also
result in a less attractive pool to trade on for arbitrageurs. Formalizing these features in
the current model would bring it closer to recent AMM implementations such as v3.

3. Incentives for Liquidity Providers: This work mainly focuses on the arbitrageur’s
perspective, i.e. determining the optimal swap amount that maximise an arbitrageur’s
gain. We do not, however, analyse the impact of trading fees on liquidity providers.
Namely, while we know that trading fees increase their share of the pool’s reserves
compared to the fee-less case, a quantitative assessment of this effect and an analysis of
trading fees from the liquidity providers’ perspective remain open and relevant directions.

2 https://leanprover-community.github.io/mathlib4_docs/Mathlib/Analysis/Convex/Extrema.html#IsMaxOn.of_

isLocalMax0On_of_concaveOn
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A  Comparison with Uniswap v2

In this section we analyze the differences and similarities between the swap used in this

work’s model, and the swap used in Uniswap v2’s implementation. The Uniswap one is

slightly more complicated than the one presented in this model, and the main differences are:

1. Uniswap allows to swap both tokens 7y and 7; at the same time, while our model allows
only one atomic token type as input.

2. In Uniswap, when calling the function, the input is not the amount of tokens that the
user wants to swap, but instead the maximum amount of tokens that the user expects to
receive. The input token amount is then computed internally in the swap function.

Uniswap v2 is architected in two main modules, the core and the periphery. The core
module only contains the minimal and critical contracts, while the periphery holds all the
helper and router contracts that integrate and extend the core functionalities. It is worth
mentioning that, according to Uniswap v2’s guide on implementing a swap in a contract?, it
is recommended not to use the swap primitive from the core module, but instead to use the
Router? from the periphery module. This is because the Router provides a set of methods
that allow users to safely swap the desired tokens. For example, in our model, a swap action
A :swap(x, 70, 71 ) means that A wants to swap exactly an amount x of 7, tokens, and expects

3 https://docs.uniswap.org/contracts/v2/guides/smart-contract-integration/trading-from-a-smart-contract

4 https://github.com/Uniswap/v2-periphery/blob/master/contracts/UniswapV2Router02.sol
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Listing 1 Method swapExactTokensForTokens in Router02.

function swapExactTokensForTokens (
uint amountlIn,
uint amountOutMin,
address[] calldata path,
address to,
uint deadline
) external virtual override ensure(deadline) returns (uint[] memory amounts) {
amounts = UniswapV2Library.getAmountsOut (factory, amountIn, path);
require (amounts [amounts.length - 1] >= amountOutMin, ’UniswapV2Router:
INSUFFICIENT_OUTPUT_AMOUNT’);
TransferHelper.safeTransferFrom(
path[0], msg.sender, UniswapV2Library.pairFor (factory, path[0], path[1]),
amounts [0]
)
_swap (amounts, path, to);

}

y=x-SXy(x,19,7m1) of 71 tokens as output. For this scenario, the Router provides a function
swapExactTokensForTokens which does exactly what we want. To help the reader understand
the similarities and differences from our implementation to the one of Uniswap v2, suppose
that we want to perform a swap A : swap(z, 79, 71) in a state I' = {rg : 79,71 : 71} | A. Then,
we explain how this swap is executed using Uniswap Router02’s swapExactTokensForTokens,
analyzing the variables and function calls being made, up until the swap primitive presented

in Listing 5.

Listing 1 shows swapExactTokensForTokens’s implementation. In particular, we can see
that it takes as input:

1. amountIn: this corresponds to our z in the swap

2. amountOutMin: this specifies the minimum amount of output tokens that the user A
expects. In this work’s model, we assume that this value is zero, as the rule [swar] does
not express a minimum amount of tokens that the user can expect upon a swap.

3. path: this is the array of token addresses that the trade goes through. The first of these
is the input token, and the last one is the output token. So, in our case this is going to
be simply [70, 71].

4. to: this is the address that receives the final output tokens. In our case, this address
coincides with A, the user performing the swap.

5. deadline: this is a timestamp after which the router reverts the swap if it has not been
included in a block yet. This is mainly to prevent bad exchange rates if the transaction
takes too long to be approved. Since the current model does not represent the transaction
mempool, this feature is omitted.

To better understand what swapExactTokensForTokens does in its body, we first explain
how the output amount y is computed, then break down how the transfer of the input tokens
amount x happens, and finally analyze the swap primitive call.

A.1 OQOutput amount

In line 8, the function calls the library function getAmountsOut °, the code of which is reported
in Listing 2. This function computes an array of amounts of output tokens depending on how
many there are specified in the parameter path, where the first element of the array is the input
token amount amountIn. In our case, since we are trading in the pool {rg : 79,71 : 71} and we

5 https://github.com/Uniswap/v2-periphery/blob/master/contracts/libraries/UniswapV2Library.sol#L62-L70
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Listing 2 Method getAmountsQut.

1 function getAmountsOut (address factory, uint amountIn, address[] memory path) internal
view returns (uint[] memory amounts) {

2 require (path.length >= 2, ’UniswapV2Library: INVALID_PATH’);

3 amounts = new uint[](path.length);

4 amounts [0] = amountIn;

5 for (uint i; i < path.length - 1; i++) {

6 (uint reserveln, uint reserveOut) = getReserves(factory, pathl[il], path[i +
11);

7 amounts [i + 1] = getAmountOut (amounts[i], reserveln, reserveOut);

8 }

9 }

already explained that path = [79, 71], we will have amounts[0] = amountIn and amounts[1]
= getAmountOut (amounts[0], reserveIn, reserveOut) where reserveln and reserveQut are
exactly our rg and ry.

The function getAmountOut ®(Listing 3) is where the constant product swap rate is
implemented. In comparison with our model, this returns exactly an amount y = =z -
SXg(x,7m0,7m1) of 71 tokens. Analyzing the code line-by-line, the variables being computed
are amountInWithFee = x - 997, numerator = x - 997 - r1, denominator = ry - 1000 + z - 997 and
amountOut = y. Putting all together:

numerator x-997 -1 1000 - (x - 0.997 - 1) z-0.997 -7

Y= denomimator  r0-1000 + 2 -997 1000 (ro + 0.997 -z) 70+ 0.997 -

which is exactly the constant product swap rate from Definition 1 with ¢ = 0.997, the trading
fee hard-coded in Uniswap v2.

Going back to line 8 of Listing 1, amounts will have the input amount = for the first
element, and the output amount y = x - SX4(z,79,71) that we just computed as the second
one. In line 9, this safety check ensures that the output amount y is at least what the user A
expects to receive as a minimum amount of output tokens. If not, the transaction is reverted.

A.2 Tokens transfer

In lines 10-11, we see the transfer of x 7, tokens into the contract of the pair {7, 7} before
calling the function _swap. This is done because the _swap function expects the input tokens
to be already transferred into the pair. The code of this function is in Listing 4. This is
the function that prepares the parameters to call the swap primitive, illustrated in Listing 5.
In particular, we can see that in line 6 the function instantiates amount0Out and amount10ut,
which will be the parameters passed to the swap primitive. In this case, depending on the
ordering of the tokens 79 and 7; in the AMM pair, one of amount00Out and amount1Out will be
instantiated with our output amount y, and the other one to zero, since we do not expect
two output amounts, but only one of 7; tokens. For simplicity, suppose from now on that in
our case amountOOut = 0, since we are swapping 7, tokens.

Next, since we are dealing with only one token pair, when the function computes to, it is
immediately set to _to (which in our case is A’s wallet). The final line represents the call to
the swap primitive, where
1. amountOOut is zero, as already explained, since we are swapping 7, tokens, and we don’t

expect to receive any 7y tokens as output.
2. amountiQut is equal to y = SX4(x,ro,71).
3. to represents A’s wallet.

6 https://github.com/Uniswap/v2-periphery/blob/master/contracts/libraries/UniswapV2Library.sol#L43-L50
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Listing 3 Method getAmountOut.

function getAmountDut(uint amountIn, uint reservelIn, uint reserveOut) internal pure
returns (uint amountOut) {
require (amountIn > O, ’UniswapV2Library: INSUFFICIENT_INPUT_AMOUNT’);

require(reserveIn > 0 && reserveOut > 0, ’UniswapV2Library:
INSUFFICIENT_LIQUIDITY’);

uint amountInWithFee = amountIn.mul (997);

uint numerator = amountInWithFee.mul(reserveOut);

uint denominator = reserveln.mul (1000).add(amountInWithFee) ;

amountOut = numerator / denominator;

Listing 4 Method _swap in Router(02.

function _swap(uint[] memory amounts, address[] memory path, address _to) internal
virtual {
for (uint i; i < path.length - 1; i++) {
(address input, address output) = (path[i], path[i + 11);

(address tokenO,) = UniswapV2Library.sortTokens (input, output);
uint amountOut = amounts[i + 1];
(uint amountOOut, uint amountiOut) = input == tokenO ? (uint (0), amountOut)

(amountOut, uint (0));
address to = i < path.length - 2 ? UniswapV2Library.pairFor (factory, output
, path[i + 2]) : _to;
IUniswapV2Pair (UniswapV2Library.pairFor (factory, input, output)).swap(
amountOOut , amountlOut, to, new bytes (0)

E

A.3 Swap primitive and Invariant check

Finally, we investigate the function swap in Listing 5. As previously stated, this function is

slightly complicated, so we only want to give an intuition on its behavior for our example case.

We begin by locating where our input and output amounts x and y are located/computed

inside the function:

1. The input amount x is computed inside the function in line 18, called amount0In. Re-
member that inside the Router’s swapExactTokensForTokens we have already performed a
safe transfer of this input amount x. Hence, the function can simply compute amount0In
as new reserves of 7y called balance0 minus the old reserves, called _reserve0. Intuitively,
since we did not transfer any 7 token to the pair, then amountiIn is zero, as expected.

2. The output amount y is passed as the parameter amount10ut like previously said. Also,
remember that the other parameter amount0OQut is zero, from the computations made in
the function _swap.

There is only one thing left to check: the invariant. So far, we have not found anything
that checks that (rg + x)(r1 —y) > rori. This is done in an even stricter way inside the
swap function. In line 22-23 the function declares balanceOAdjusted and balancelAdjusted,
which are computed as:

balanceOAdjusted = (1o + ) - 1000 — 3z
balancelAdjusted = (11 —y) - 1000 —3-0 = (r; —y) - 1000

Recall that at this point of the contract, balance0 and balancel are respectively rg and 7
after the transfers have occurred, i.e. 7o + 2 and r; —y. Then in line 24, the require specifies
the invariant check:

balanceOAdjusted - balancelAdjusted > rory - 10002
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Listing 5 Uniswap v2’s method swap.

1 function swap(uint amountOOut, uint amountiQut, address to, bytes calldata data)
external lock {

2 require (amountOOut > O || amounti1Out > O, ’UniswapV2: INSUFFICIENT_OUTPUT_AMOUNT’);

3 (uint112 _reserveO, uintll2 _reservel,) = getReserves(); // gas savings

4 require (amountOOut < _reserve0 && amountlOut < _reservel, ’UniswapV2:
INSUFFICIENT_LIQUIDITY’);

5

6 uint balanceO;

7 uint balancel;

8 { // scope for _token{0,1}, avoids stack too deep errors

9 address _token0O = tokenO;

10 address _tokenl = tokenl;

11 require(to != _tokenO && to != _tokenl, ’UniswapV2: INVALID_TO’);

12 if (amountOOut > 0) _safeTransfer (_tokenO, to, amountOOut); // optimistically
transfer tokens

13 if (amount10Out > 0) _safeTransfer (_tokenl, to, amountlOut); // optimistically
transfer tokens

14 if (data.length > 0) IUniswapV2Callee(to).uniswapV2Call(msg.sender, amountOOut,
amount10ut, data);

15 balance0 = IERC20(_tokenO).balanceOf (address (this));

16 balancel = IERC20(_tokenl).balanceOf (address (this));

17 }

18 uint amountOIn = balance0 > _reserve0 - amountOOut ? balance0 - (_reserveO -
amountOOut) : 0;

19 uint amountlIn = balancel > _reservel - amountiOut ? balancel - (_reservel -
amounti10ut) : 0;

20 require (amountOIn > O || amountlIn > O, ’UniswapV2: INSUFFICIENT_INPUT_AMOUNT?’);

21 { // scope for reserve{0,1}Adjusted, avoids stack too deep errors

22 uint balanceOAdjusted = balance0.mul (1000) .sub(amountOIn.mul (3));

23 uint balancelAdjusted = balancel.mul (1000) .sub(amountiIn.mul(3));

24 require (balance0OAdjusted.mul (balancelAdjusted) >= uint(_reserveO).mul(_reservel).
mul (1000*%*2) , ’UniswapV2: K’);

25 ¥

26

27 _update (balance0, balancel, _reserve0, _reservel);

28 emit Swap(msg.sender, amountOIn, amountlIn, amountOOut, amountlOut, to);

20 }

At first sight this check might seem very different from the one of our model. However, we
can show that it is almost identical:

balanceOAdjusted - balancelAdjusted > ror - 10002
<= ((ro + ) - 1000 — 3z)((r; — y) - 1000) > rory - 10007
<~ (ro+x —0.003z)(r1 —y) > ror
< (19 +0.9972)(r1 — y) > ror
< (1o + ¢x)(r1 —y) > o711 with ¢ = 0.997

This check is even more strict than the one shown in Section 2, as it only takes into account
the fee-reduced input ¢x. This check clearly implies the previous one, as ro + ¢x < ro + .
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—— Abstract

Smart contracts are high-stakes software: their immutable, publicly accessible, code may govern
assets worth millions, meaning that even minor defects can have severe consequences. The most
used techniques to ensure smart contract correctness are testing and formal verification. Testing
is almost always employed but is often restricted to unit tests (which often miss edge cases) and
has limited coverage, while formal verification can provide strong guarantees but is often costly and
complex to apply, demanding substantial time and expertise. Property-based testing bridges this
gap by exploring large input spaces and shrinking failures to minimal counterexamples, helping
uncover defects early in development. Formal verification can be left to critical features once testing
has filtered out common issues.

To add to the challenges smart contract developers face, most languages used were not designed
with safety and security guarantees built-in. Daml is a smart contract language designed with
correctness in mind, featuring a strong static type system, functional programming paradigms, and
built-in abstractions for common smart contract patterns. However, Daml currently lacks support
for property-based testing, limiting developers’ ability to systematically explore input spaces and
verify contract properties.

This paper introduces Hypothesis2Daml, an open-source library that brings property-based
testing to the Daml ecosystem by connecting the Hypothesis testing framework with the Daml
JSON API. Hypothesis2Daml enables developers to specify invariants, preconditions, and stateful
workflows over realistic ledger interactions, while providing automatic input generation, shrinking,
and isolation of ledger state between test cases. The approach is evaluated using a benchmark
consisting of eight contracts, three Daml templates, and twenty-eight property-based tests covering
happy paths, negative cases, and alternative interaction orders. The results show that property-based
testing is feasible for Daml smart contracts, can systematically expose violated properties with
minimal counterexamples, and supports effective debugging of realistic, stateful workflows.
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1 Introduction

Testing the reliability of smart contracts is essential to making them secure against malicious
actors. These contracts often manage and interact with protocols that hold millions of
dollars, making them high-value targets for hackers. Once a smart contract is deployed, it
becomes public on the network, allowing anyone to interact with it. Without thorough testing,
© Miguel Valido and Anténio Ravara;

37 licensed under Creative Commons License CC-BY 4.0
7th International Workshop on Formal Methods for Blockchains (FMBC 2026).
Editors: Massimo Bartoletti and Diego Marmsoler; Article No. 5; pp. 5:1-5:14

\\v OpenAccess Series in Informatics
OASICS Schloss Dagstuhl — Leibniz-Zentrum fiir Informatik, Dagstuhl Publishing, Germany


https://orcid.org/0009-0006-0632-0277
https://orcid.org/0000-0001-8074-0380
https://doi.org/10.4230/OASIcs.FMBC.2026.5
https://github.com/miguelvalido02/Hypothesis2Daml
https://archive.softwareheritage.org/swh:1:dir:42946bbde2f05418d3a606258a87246557211531;origin=https://github.com/miguelvalido02/Hypothesis2Daml;visit=swh:1:snp:8ffad8aa2b471541dc1c896902692724de652514;anchor=swh:1:rev:3743d1f5e0b4a11c53d00ffa24ea6b6f5ecc320a
https://creativecommons.org/licenses/by/4.0/
https://www.dagstuhl.de/oasics
https://www.dagstuhl.de

5:2

Smart Tests for a Smart Contract Language

rigorous auditing, and ultimately the verification of the correctness of key functionalities,
vulnerabilities in the code can result in catastrophic losses for both protocols and their
users [21]. For example, the Ronin Network hack in March 2022 resulted in $625 million
worth of Ether (cryptocurrency worth over $2000) and USDC (stablecoin worth $1) being
stolen, marking the largest cryptocurrency hack in history. Similarly, the Poly Network
exploit in August 2021 saw over $600 million stolen, exploiting a single vulnerability in
its system. Even Binance, a prominent cryptocurrency exchanges, suffered a $569 million
loss in October 2022 due to a bug in a smart contract on its BSC Token Hub. These
recurrent situations underscore the financial and reputational risks associated with exploited
vulnerabilities, highlighting the necessity of ensuring contracts are as secure and fault-proof
as possible [17].

To mitigate these risks, developers typically invest in writing unit tests for individual
contract functions and often extend testing to scenario-based approaches. Scenario testing
involves creating multiple scenarios with varying inputs to evaluate the functionality of
the contract as a whole. While these strategies validate individual components and their
interactions, they are inherently limited. Since test cases are manually crafted, they leave
room for unexplored edge cases, increasing the likelihood of undetected vulnerabilities and
bugs [21]. This limitation is exacerbated by the fact that smart contracts often integrate with
other protocols to form highly interconnected ecosystems. Such complexity can obscure edge
cases and introduce subtle bugs that lead to failures, exploits, loss of funds, or application
malfunctions. Traditional testing methods often fail to capture these complex interactions [21].

Property-based testing (see Appendix B) has emerged as a valuable methodology in soft-
ware testing, particularly for its ability to identify edge cases that traditional example-based
testing often overlooks. Unlike unit tests, which demonstrate the existence of errors only for
specific cases, PBT validates overarching properties across a vast input space [33]. By explor-
ing these broad ranges, PBT uncovers the edge cases that traditional example-based testing
overlooks, providing significantly higher guarantees of correctness [18]. Consequently, the
provision of property-based testing capabilities is now considered a fundamental requirement
for ensuring the reliability of smart contract languages [7].

Despite the many property-based testing tools and libraries available for Solidity [25, 16,
11], the most popular language for smart contract development [5, 27], similar tools and
libraries for languages with stronger guarantees, such as Daml (see Appendix A), are notably
absent. This disparity in testing tools and libraries across smart contract languages presents
a significant challenge for the latter type of languages, restricting their potential adoption.

Daml draws inspiration from Haskell, adopting a purely functional programming model
that facilitates the development of smart contracts for business workflows by emphasizing
immutability, composability, and clear separation of concerns [31]. Unlike mainstream smart
contract languages that expose low-level blockchain mechanics to developers, Daml focuses
on abstracting these details away in favor of business logic modelling. Contracts in Daml
are expressed as templates that define the data associated with an agreement, the parties
involved, and the choices that govern how the contract may evolve over time. This abstraction
allows developers to reason about workflows and permissions directly, without managing
concerns such as gas costs, transaction ordering, or explicit state mutation. As a result, Daml
supports platform-agnostic deployment, enabling the same contract logic to be executed over
different ledger backends without modification [12].

Daml was selected as target for our contribution because it represents a class of smart
contract languages designed around higher-level abstractions, strong safety guarantees, and
explicit modelling of multi-party workflows [13]. Despite these design goals, the Daml
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ecosystem currently lacks validation tool like practical property-based testing tools, making
it an ideal target. Therefore, to contribute to supporting development of correct and secure
smart contracts in the Daml ecosystem, we developed a library that enables property-based
testing for real-world Daml smart contracts. The library simplifies the testing process by
allowing users to evaluate relevant properties of a smart contract effectively and systematically.
Concretely, the library we developed — Hypothesis2Daml — advances property-based testing
for Daml smart contracts. It connects the Python testing framework Hypothesis [28] (see
Appendix B.1). with the Daml JSON API [8], enabling contracts to be exercised automatically
under a wide range of generated inputs.

In addition to the library, we compiled a benchmark suite to support the evaluation
of Hypothesis2Daml. The suite comprises two parts: a collection of representative Daml
contracts drawn from existing open-source projects, and a set of property-based tests
developed specifically for these contracts. The benchmark suite consists of eight contracts,
three templates, and twenty-eight property-based tests that cover happy paths, negative
cases, and alternative interaction orders across representative workflows. Both the library
and the benchmark suite are available in the first author’s public GitHub repository under
the MIT license [35].

2 Hypothesis2Daml

Hypothesis2Daml is a property-based testing framework designed to support the testing
of Daml smart contracts through executable properties. The framework integrates the
Hypothesis testing library with the Daml JSON API [8], enabling automated interaction
with a running ledger from Python test suites. This design allows contracts to be exercised
under a wide range of automatically generated inputs, while preserving the semantics and
authorization rules enforced by the Daml runtime. Additional background and implementation
details are provided in Appendix C.

Hypothesis2Daml provides helper functions for common ledger operations such as party
allocation, contract creation, choice exercising, and querying. These helpers encapsulate
authentication, request construction, and error handling, allowing tests to focus on property
definitions rather than low-level protocol details. For every generated test case, the framework
initializes an isolated ledger state by allocating fresh parties and deploying new contract
instances, ensuring independence between executions. Ledger interactions are performed
through API requests, so that authorization constraints defined in the Daml templates are
respected. Failures raised by the ledger, such as violated preconditions or authorization
errors, are surfaced as test failures.

This execution model supports both stateless and stateful testing. Individual properties
can assert relationships between inputs and outputs of single choices, while more complex
properties validate invariants across sequences of ledger interactions. Because tests execute
against a real ledger, the observed behaviour corresponds exactly to deployed contract
semantics, rather than to a simulated or reimplemented model.

2.1 An illustrative example: ZeroTokenBank

To illustrate the use of Hypothesis2Daml, we consider the ZeroTokenBank contract, a simpli-
fied banking example that manages user balances. The contract allows an operator to open
accounts for users and supports deposit and withdraw operations subject to explicit precon-
ditions. Despite its simplicity, the contract exhibits stateful behaviour and authorization
constraints that are representative of common financial workflows.

5:3
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Listing 1 below shows a simplified excerpt of the deposit logic implemented in Daml.

Listing 1 Excerpt of the ZeroTokenBank deposit logic.

choice Deposit : ContractId UserBalance
with
amount : Decimal
controller user
do
assertMsg "Deposit must be less than 200" (amount < 200.0)
create this with balance = balance + amount

The Deposit choice is controlled by the account owner and takes a single parameter,
amount, representing the value to be deposited. Before updating the ledger state, the contract
enforces a precondition using assertMsg, which requires the deposited amount to be strictly
less than 200. If this condition holds, a new contract instance is created with the balance
increased by the deposited amount. Otherwise, the choice execution is rejected by the ledger.

Using Hypothesis2Daml, properties for this contract are written as Python tests annotated
with Hypothesis strategies. These tests interact with the ledger by creating parties, instan-
tiating contracts, and exercising choices through the JSON API. For example, a property
can specify that a valid deposit always increases a user’s balance by exactly the deposited
amount. Hypothesis automatically generates deposit values within the specified range and
executes the corresponding ledger interactions, checking that the property holds for all cases.

Hypothesis2Daml also supports negative testing, where properties intentionally exceed
contract constraints. In the ZeroTokenBank example, an additional property specifies that
users should be able to make deposits in the range [0.01,500]. A simplified version of this
property is shown in Listing 2. The test generates deposit amounts using a Hypothesis
strategy and then executes a complete workflow: allocating parties, creating a bank instance,
opening an account, and finally exercising the Deposit choice with the generated amount.

Listing 2 Negative property for ZeroTokenBank deposits.

Qgiven (amount=st.decimals (min_value="0.01",max_value="500",places=2))
@settings (max_examples=50, deadline=None)
def test_invalid_deposit (amount:Decimal):

operator = allocate_unique_party("Operator")
bank = create_bank (operator)
contract = open_account (bank, operator, operator)

deposit (contract, operator, amount)

However, the contract enforces a precondition that restricts deposits to values below 200.
As a result, executions that violate this constraint cause the property to fail. When failures are
observed, Hypothesis2Daml leverages Hypothesis’ shrinking mechanism to produce minimal
counterexamples [28]. In this case, the failing execution is reduced to a deposit of 200, clearly
exposing the boundary at which the contract’s precondition is violated.

Figure 1 shows an excerpt of the terminal output produced when executing this failing
property.! After shrinking, Hypothesis reports a single falsifying example corresponding
to the minimal deposit value that violates the contract precondition. This feedback allows
developers to immediately identify the source of the failure without inspecting long execution
traces or large generated inputs.

! Note that int_to_decimal(20000) = 200.00
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(r: requests.Response, context: str) -> dict:

r.status_co
1

AssertionError(f' {context} failed {r.status_code}: {r.text]")

:35: AssertionError

Figure 1 Terminal output produced by Hypothesis2Daml for a failing ZeroTokenBank property,
showing automatic shrinking to a minimal counterexample.

2.2 Reusable templates

The benchmark makes use of reusable Python test templates, such as test_bank_template,
to reduce boilerplate and keep properties focused on contract behaviour. These templates
abstract repetitive setup and interaction logic, including creating contract instances and
exercising choices via the Daml JSON API. As a result, property definitions remain high-level
and readable.

In Listing 3, the test template isolates setup actions such as creating the bank and
exercising deposits from the properties being tested, allowing the properties themselves to
focus solely on behavioural assertions.

Listing 3 Excerpt of the reusable ZeroTokenBank test template.

def create_bank(operator: str) -> str:
res = make_request (
"create",
act_as=operator,
template_id=BANK_TID,
payload={"operator": operator},
)

return res["contractId"]

def deposit(ub_cid: str, user: str, amount: Decimal) -> str:
res = make_request(
"exercise",
act_as=user,
template_id=UB_TID,
contract_id=ub_cid,
choice="Deposit",
argument={"amount": str(amount)},
)

return res["exerciseResult"]

2.3 Benchmark Suite

To assess the expressiveness an d practical feasibility of the approach, we constructed a
benchmark suite comprising eight contracts and twenty-eight properties [35]. The benchmark
includes representative contract patterns and properties adapted from existing suites and
examples, and is complemented with contracts and properties developed specifically for this
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work [11, 4, 10, 35]. The selected contracts cover common smart contract scenarios, including
simple state-holding templates, asset transfer workflows involving multiple parties and roles,
and contracts with explicit authorization and precondition checks. Together, these examples
exercise both single-choice interactions and multi-step, stateful workflows. Each benchmark
test executes against a running ledger via the Daml JSON API, exercising both expected
behaviours and contract constraints under automatically generated inputs.

The associated properties target different classes of expected behaviour. Some properties
validate functional invariants, such as balance preservation or state updates after valid
operations. Others focus on safety constraints, asserting that invalid actions are rejected
when preconditions or authorization requirements are violated. The benchmark also includes a
property that intentionally exceeds contract limits, allowing the framework to demonstrate its
ability to detect failing executions and produce minimal counterexamples through shrinking.

In addition to fixed interaction sequences, the benchmark includes tests that explore
multiple valid workflows for the same contract. In such tests, parameters generated by
Hypothesis determine the order in which certain choices are exercised, resulting in different
but semantically equivalent execution paths. For example, properties for the AssetTransfer
contract, a stateful workflow, validate convergence to the same ledger state regardless of
whether inspection or appraisal occur first, or whether buyer or seller acceptance is performed
first. These tests demonstrate that Hypothesis2Daml can validate properties across alternative
interaction orders within the same contract.

From a performance perspective, the benchmark executes within a practical time
frame. Figure 2 illustrates this for the test_deposit_increases_balance property of
the ZeroTokenBank contract. The results exhibit an approximately linear relationship
between the number of generated examples and the total execution time, indicating that
each additional test case incurs a roughly constant cost. This suggests that the overhead of
executing ledger interactions remains predictable as the number of property-based test cases
increases. This linear scaling indicates each additional test case has a roughly constant cost,
suggesting property based testing for Daml contracts can be integrated into standard testing
workflows without significant performance overhead.

(4000, 1902.37)

(3000.1435.71)

(2000, 074.22)

(1000, 463.55)

(50,31.76) __7a0 550

dICEED) EQ 7000 [ 2050 2500

Figure 2 Execution time for the test_deposit_increases_balance property of the
ZeroTokenBank contract.

3 Related Work

Prior work on improving smart contract reliability spans multiple directions, including
fuzzing, property-based testing, and frameworks that combine testing with formal methods.
ContractFuzzer is a representative fuzzing approach for Ethereum smart contracts, generating
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inputs from ABI specifications and using vulnerability oracles to detect issues such as
reentrancy [22]. Although effective for discovering known vulnerability classes at runtime,
fuzzing approaches generally do not aim to validate developer-defined invariants or behavioural
specifications beyond such predefined oracles [22].

Property-based testing tools for smart contracts are predominantly centered around
Solidity. Solidity QuickCheck enables developers to encode properties directly for Solidity
contracts and validate them under automatically generated test cases [24]. PropertyGPT
takes a different angle by using LLMs to automate the generation of candidate invariants,
preconditions, and postconditions for Solidity contracts, refining them through compilation
feedback and evaluating them through property-based testing [26]. While PropertyGPT
reduces the manual effort of writing properties, it remains tied to the Solidity ecosystem and
still requires human review to assess property relevance and correctness [26].

ConCert integrates property-based testing with formal verification within Rocq, sup-
porting the testing of execution traces and contract interactions through the QuickChick
library [30]. This combination enables high-assurance validation, but requires contracts
to be written or ported into Rocq, raising the adoption barrier and limiting scalability in
practice [9, 37].

4  Contributions, Limitations, and Future Work

This work introduces Hypothesis2Daml, a property-based testing framework for Daml that
connects the Hypothesis testing library to the Daml JSON API. The framework enables
developers to specify invariants and behavioural constraints as executable tests, and to
exercise these properties over realistic ledger interactions without porting contracts into a
verification framework or requiring theorem proving.

The approach was evaluated using a benchmark comprising eight contracts and twenty-
eight properties adapted from multiple sources and complemented with contracts developed
in this work [35, 11, 4, 10]. The validation demonstrates that meaningful properties can be
expressed, and that automated input generation is effective for exercising simple invariants
and multi-step workflows. The evaluation also shows that execution time scales linearly with
the number of generated examples, supporting the practical use of property-based testing in
an interactive development workflow [35]. When failures were observed, Hypothesis2Daml
leverages Hypothesis’ shrinking mechanism to minimize failing cases.

A key limitation of Hypothesis2Daml is its reliance on the JSON API execution model,
which introduces transport overhead and can reduce throughput for complex workflows. In
addition, property definition remains developer-driven: the effectiveness of testing depends
on the relevance of the chosen properties and the quality of the associated generators.

Future work includes improving throughput through concurrent execution (e.g., using
pytest-xdist) [32], extending the framework with reusable property templates for common
Daml patterns, and reducing the effort of writing and maintaining properties through
automation and domain-aware generators. Finally, broader applicability could be studied by
evaluating the approach on additional real-world Daml applications and workflows.
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in ensuring predictable and deterministic contract behavior. Because functions are pure
and state transitions are explicit, contract execution does not rely on hidden side effects.
Instead, every state change corresponds to the consumption and creation of contracts on the
ledger. This approach aligns with functional programming principles, where immutability
and referential transparency lead to more maintainable and verifiable code. In contrast to
imperative programming models, where mutable state can introduce subtle bugs, Daml’s
execution model ensures that contract behavior is reproducible and deterministic across
executions [15].

A defining feature of Daml is its built-in privacy and authorization model. Rather than
relying on global visibility of contract state, Daml allows developers to explicitly specify
which parties are authorized to observe or act upon a given contract. Each contract template
declares its signatories and observers, and choices are guarded by controllers that determine
which parties may exercise them. These access rights are communicated to the underlying
ledger, which enforces confidentiality by ensuring that each participant only receives data for
contracts they are entitled to view. This design provides privacy without requiring developers
to manage cryptographic primitives or custom access-control logic [14].

Role-based access control is a common requirement in smart contract applications,
particularly those modeling real-world business processes. Many contracts define multiple
roles with distinct permissions, such as owners, buyers, sellers, or inspectors. For example,
the Azure Blockchain Workbench includes several smart contract examples that explicitly
model roles to govern interactions, including marketplace scenarios with clearly separated
responsibilities [10]. Daml’s explicit permission model simplifies the implementation of such
role-based workflows by making authorization constraints part of the contract specification
itself. This leads to shorter, clearer, and less error-prone code, and allows developers to
express complex multi-party interactions in a direct and declarative manner [14].

Despite its advantages, Daml also presents several limitations that impact its adoption.
The language was primarily designed for private permissioned ledger environments, which
typically involve fewer network participants than public blockchains. As a consequence, Daml-
based systems offer limited decentralization when compared to fully public platforms, and
system operators may retain greater control over consensus rules or governance mechanisms.
This can increase the risk of collusion or centralization, depending on the deployment context.
In addition, Daml was introduced relatively recently, in 2019, and therefore has a smaller
ecosystem and community when compared to more established smart contract languages [14].

The relative youth of the Daml ecosystem also affects the availability of educational
resources and experienced developers. While the language provides strong abstractions and
safety guarantees, new developers may face a steeper learning curve due to limited docu-
mentation, tutorials, and third-party tooling. Furthermore, the smaller pool of experienced
practitioners can make it more challenging for organizations to recruit specialists, increasing
the cost and effort required to adopt Daml in production settings. These factors can pose
practical barriers to entry, particularly for teams accustomed to more widely adopted smart
contract platforms [14].

In summary, Daml represents a modern approach to smart contract development that
prioritizes high-level abstractions, functional programming principles, and explicit modeling of
permissions and workflows. By emphasizing immutability, deterministic state transitions, and
built-in privacy, Daml provides a strong foundation for building secure and expressive business
applications. Its design enables developers to focus on domain logic rather than low-level ledger
mechanics, improving productivity and reducing implementation complexity. At the same
time, its relatively young ecosystem and limited decentralization require careful consideration
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when selecting Daml for a given application. As the language and its surrounding tooling
mature, Daml has the potential to further establish itself as a valuable platform for modeling
complex, real-world contractual workflows.

B Property-Based Testing

Property-based testing (PBT) is a software testing methodology that focuses on validating
general properties of a system rather than individual input-output examples. The approach
originated with the Haskell library QuickCheck, which introduced automated generation
of test cases and systematic validation of properties against them [2, 3]. QuickCheck’s
combinator-based design established the foundations of PBT and inspired a wide range of
libraries in other programming languages.

In contrast to traditional example-based testing, where developers manually specify
concrete test cases, PBT requires developers to express formal specifications as executable
properties. These properties describe high-level expectations about system behavior and are
then tested against a large number of automatically generated inputs. For each generated
input, the testing framework evaluates whether the property holds. If an input violates the
property, it constitutes a counterexample that exposes a potential defect in the system [3, 18].
This process allows developers to reason about correctness over broad input spaces rather
than isolated scenarios.

A central principle of PBT is that testing aims to uncover failures rather than prove
correctness. This principle aligns with established software testing theory, which emphasizes
that no finite testing process can demonstrate the absence of defects [29]. By systematically
generating diverse inputs, PBT increases the likelihood of discovering edge cases and unex-
pected behaviors that would be difficult to anticipate through manual test design [18, 19].
As a result, PBT complements traditional testing approaches by broadening coverage and
reducing the risk of untested scenarios.

An important feature of modern PBT frameworks is shrinking. When a counterexample
is found, shrinking attempts to minimize the failing input while preserving the failure.
The result is a simpler, more interpretable counterexample that helps developers quickly
understand the root cause of the defect. This mechanism significantly improves debugging
efficiency and is one of the key advantages of PBT over random testing [23, 19].

Automated oracles play a critical role in property-based testing. An oracle determines
whether a test execution satisfies the specified property. In PBT, the property itself typically
acts as the oracle, enabling consistent and repeatable validation without manual inspection.
This is particularly important for large-scale or complex systems, where human verification
of each test outcome would be infeasible [23, 19]. By relying on executable specifications,
PBT ensures that test outcomes are evaluated uniformly across all generated inputs.

Property-based testing is closely related to fuzz testing, or fuzzing. Fuzzing involves
executing programs with large volumes of random, unexpected, or malformed inputs to
uncover crashes, vulnerabilities, or undefined behavior. While fuzzing often relies on generic
oracles such as crashes or assertion failures, PBT integrates randomized input generation with
developer-defined semantic properties. This combination enables more targeted exploration of
system behavior, allowing developers to validate correctness conditions while simultaneously
stress-testing the system under extreme or anomalous inputs [18].

The effectiveness of PBT depends heavily on the quality of the properties being defined.
Properties serve as generalized specifications that describe expected behavior across many
executions. In domains such as financial systems, properties may encode invariants like balance
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preservation, non-negativity constraints, or consistency across transaction sequences [18, 19].
Defining such properties requires a deep understanding of the system and its domain, making
property design one of the most challenging aspects of PBT. Poorly chosen properties may
fail to capture relevant behaviors or may be too weak to detect meaningful defects.

Another important consideration is the design of input generators. Generators must
produce inputs that are both diverse and relevant to the system under test. If generators are
poorly constructed, they may focus excessively on trivial cases and fail to explore meaningful
edge conditions. At the same time, overly complex generators can introduce unnecessary
computational overhead, reducing test efficiency. Balancing coverage and performance is
therefore essential for effective PBT [18].

Property-based testing is particularly well suited to decentralized and distributed systems.
Such systems often involve complex state transitions, multiple interacting components, and
large input spaces. Smart contracts, in particular, frequently manage valuable assets and
enforce critical business rules. Any defect in these systems can lead to severe financial or
security consequences. PBT enables systematic exploration of contract behavior under a
wide range of inputs and interaction patterns, helping ensure adherence to intended rules
under all tested conditions [21].

In the context of smart contracts, PBT can be used to validate safety properties such
as enforcing access control or ensuring correct state evolution across transaction sequences.
It also supports testing adversarial scenarios by generating unexpected or malicious inputs
that may trigger vulnerabilities. By uncovering edge cases and rare execution paths, PBT
strengthens confidence in contract correctness prior to deployment [19].

Despite its challenges, PBT offers a significant advantage over traditional testing ap-
proaches by systematically exploring large input spaces. Its ability to discover subtle defects,
combined with automated shrinking and executable specifications, makes it especially valu-
able in high-stakes domains such as financial systems and safety-critical applications. When
applied effectively, PBT serves as a powerful complement to other verification techniques,
helping improve reliability, security, and developer confidence [21].

B.1 Hypothesis

Hypothesis is a popular property-based testing library for Python that automates input
generation and systematically validates executable properties [28]. Inspired by QuickCheck,
Hypothesis adapts the core ideas of property-based testing to Python’s dynamic environment
and integrates with existing testing workflows.

In contrast to unit testing, where developers manually enumerate concrete test cases,
Hypothesis requires properties to be expressed as general specifications that must hold for
a wide range of inputs. For each property, Hypothesis automatically generates diverse test
inputs, evaluates whether the property holds, and reports violations as counterexamples [3, 18].
This enables developers to reason about program behavior over broad input spaces rather
than isolated scenarios.

One of the defining features of Hypothesis is its shrinking mechanism. When a property
violation is detected, Hypothesis attempts to minimize the failing input while preserving the
failure. The resulting minimal counterexample is typically simpler and more interpretable
than the original failing case, significantly improving debugging efficiency [23, 19]. This
mechanism distinguishes Hypothesis from random testing approaches and is a key contributor
to its practical usefulness.

Hypothesis provides a rich set of declarative data generation strategies. These include
generators for primitive data types such as integers, floating-point numbers, and strings,
as well as compositional strategies for complex structures such as lists, dictionaries, and
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user-defined data types. By combining these strategies, developers can precisely control the
shape and constraints of generated inputs, improving coverage while avoiding irrelevant or
trivial cases [28, 20].

Although Hypothesis was not originally designed for blockchain or smart contract ap-
plications, its flexibility has enabled its adoption in this domain. For example, development
frameworks such as Brownie support Hypothesis-based testing of Ethereum smart contracts,
allowing developers to combine randomized input generation with contract-level assertions [1].
This demonstrates that Hypothesis can serve as a general-purpose foundation for property-
based testing in high-stakes domains. Empirical studies highlight the role of Hypothesis in
large-scale software development, with notable implementations in projects such as NumPy
and PyTorch [36].

Overall, Hypothesis provides a mature and expressive implementation of property-based
testing for Python. Its automated input generation, shrinking capabilities, and integration
with existing testing frameworks make it a strong foundation for extending property-based
testing to new domains, including smart contract systems.

C Hypothesis2Daml

The implementation of Hypothesis2Daml defines a set of core functions that connect the
Hypothesis property-based testing library [28] with the Daml JSON API [8]. These functions
cover authentication, request dispatching, error handling, and party allocation, and together
provide the foundational building blocks required to construct property-based tests for Daml
smart contracts. The framework is intentionally lightweight, delegating contract semantics
to the Daml runtime while orchestrating test execution from Python.

C.1 Authentication helpers

Interaction with the Daml JSON API requires authorization headers encoded as JSON
Web Tokens (JWTs). Hypothesis2Daml generates these headers directly, without relying on
external token-handling libraries. Instead, it constructs the required tokens using Python’s
json and base64 libraries, following the structure defined in the APT specification [8].

A small helper function performs Base64URL encoding of token components (see
_b64url!), and a higher-level function assembles the authorization payload for a specific
acting party (see make_auth?). This design makes authentication transparent to the user:
once the acting party is specified, the appropriate authorization header is constructed auto-
matically. A similar helper is provided for administrative access, enabling operations such as
party allocation by setting the required administrative flag (see make_admin_auth?).

It should be noted that this design relies on unsigned JW'Ts using "alg": "none", which
are accepted by the Daml Sandbox and Daml JSON API in development mode. In production
deployments, the API requires properly signed tokens, for example using shared secrets or
OAuth-based mechanisms, as described in the official documentation [8].

C.2 Request dispatching

All interactions with the ledger are centralized through a unified request dispatcher. This
function abstracts over the three main operations supported by the Daml JSON API: contract
creation, choice execution, and queries over active contracts. The user specifies the operation
type together with the relevant parameters, and the dispatcher forwards the request to the
appropriate endpoint (see make_request?).
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Contract creation requests require a template identifier and payload, while choice execution
additionally requires a contract identifier, choice name, and argument(s). Query operations
retrieve active contracts based on template identifiers and optional filtering conditions.
Centralizing these cases within Hypothesis2Daml eliminates redundant HTTP logic while
ensuring uniform authentication and response handling across ledger interactions.

C.3 Error handling

Responses from the API are validated using a dedicated helper that checks both the HTTP
status code and the structure of the returned JSON body. If a response does not conform
to expectations, an AssertionError is raised with contextual information about the failing
operation (see ensure_ok”).

This design choice ensures that errors are surfaced immediately during property-based
testing. Failures such as violated assertions, authorization errors, or malformed responses
are propagated directly to the test framework, making it easier to diagnose issues.

C.4 Party allocation and isolation

Property-based testing requires that individual test cases execute in isolation to prevent
interference between generated examples. Hypothesis2Daml provides helper functions to
allocate fresh parties for this purpose. One function performs direct party allocation by
invoking the /parties/allocate endpoint and extracting the resulting party identifier (see
allocate_party®).

To guarantee uniqueness across test cases, a second helper builds on this mechanism by gen-
erating party identifiers that incorporate a UUID fragment. This ensures that no party names
collide between different Hypothesis-generated examples (see allocate_unique_party’).

Together, these helpers ensure that each test execution runs in a clean environment with
freshly allocated parties and contracts. This isolation is essential for reliable property-based
testing, as it guarantees that observed failures are attributable solely to the generated inputs
and tested properties, rather than to residual ledger state from previous executions.
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—— Abstract

Unintended behavior in smart contracts can lead to major financial losses. Due to the immutable
nature of blockchains, it is of utmost importance to ensure the functional correctness of smart
contracts before deployment. Formal verification is a powerful technology for such critical applications,
as it can show the absence of errors. Current approaches focus on verifying programs on specific
blockchains, such as the Ethereum Virtual Machine (EVM). Consequently, the SmartML smart
contract modeling language was developed to design smart contracts independently of any particular
blockchain.

In this work, we present a novel approach for formally verifying SmartML contracts via an
automatic translation to Java Card and the Java Modeling Language (JML). We extend SmartML
with SmartJML, a JML-like specification language, and describe how SmartML and SmartJML
can be automatically translated into Java Card and JML. With this, the established deductive
verification tool KeY can be used for conducting proofs on the generated Java Card program. The
faithfulness of our translation ensures that the obtained guarantees hold for the original SmartML
models. In addition to the theoretical work, we provide a prototypical implementation of the
automatic translation and evaluate it with a case study of an escrow.
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1 Introduction

Smart contracts play an increasingly central role in financial systems, decentralized applica-
tions, and digital asset management. Their execution is typically irreversible, and even small
errors in contract logic can lead to permanent loss of funds or unintended behavior. For this
reason, the design of smart contracts requires a level of assurance that goes beyond traditional
software testing. Yet, smart contracts combine stateful updates, external interactions, and
intricate failure modes, making them difficult to analyze with conventional programming
and quality-assurance techniques.

SmartML [15] was introduced to address the modeling side of this challenge. It is a domain-
specific, executable modeling language with a formally defined operational semantics [13],
designed to capture contract behavior at an abstract and implementation-independent level.
Its key features include explicit transactional control, resource-aware operations, and algebraic
data types, thereby enabling developers to express contract logic precisely and unambiguously.
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With this, it is possible to write clearly structured smart contract implementations. However,
the language by itself does not provide formal guarantees about correctness. For safety-critical
smart contracts, such guarantees are essential.

Deductive verification is a natural fit for verifying functional correctness and transactional
safety of smart contracts, as it allows one to prove the absence of entire classes of errors
rather than detecting individual bugs. However, existing deductive verification tools do not
support SmartML, and its distinctive constructs — most notably its explicit transactional
execution model — cannot be analyzed directly within established verification frameworks.

The goal of this paper is to enable deductive verification of SmartML models using the
KeY verification system. We achieve this by introducing SmartJML, a lightweight specification
layer for expressing correctness properties directly in SmartML, and by defining a semantics-
preserving translation from SmartML+SmartJML to Java Card annotated with JML, the
input language supported by KeY. As a result, correctness proofs carried out in KeY are sound
with respect to the behavior of the original SmartML contracts, including their transactional
execution.

Our work builds on the previously introduced SmartML framework, which already provides
the modeling language itself, its formal operational semantics, and a type-system-based
analysis for safe reentrancy [15]. These aspects are assumed in the present paper and are not
re-developed here. The novelty of this work lies instead in enabling deductive verification
for SmartML: we introduce SmartJML as a specification layer, define a translation from
SmartML+SmartJML to Java Card annotated with JML, and thereby make KeY applicable
to SmartML models. In summary, the contributions of this paper are:

we extend the existing SmartML framework with SmartJML, a JML-style specification

layer for writing method contracts, invariants, and ghost variables directly at the SmartML

level,

we define a translation from SmartML-+SmartJML to Java Card+JML that encodes
SmartML’s transactional execution model in a form suitable for deductive verification
with KeY;

we provide a tool-supported implementation of this translation pipeline, generating Java
Card/JML artifacts automatically from annotated SmartML models;

we evaluate the approach on escrow case studies and demonstrate that correctness
properties of SmartML contracts can be established in KeY, including transactional
reasoning.

These contributions establish a verification workflow for smart contracts, illustrated in
Figure 1. Starting from a smart contract, the developer models it in SmartML and annotates
it with SmartJML specifications. The translation produces a Java Card/JML representation
suitable for deductive verification with KeY. A successful proof implies correctness of the
original SmartML model with respect to the specified properties, and — assuming faithfulness
of the model — of the intended smart contract.

del translat
Smart Contract - moce SmartML Model B L ALEN Java Card Model

f U
specify properties

; Verified Smart Contract Model - .
ensures properties verify using KeY

Figure 1 Workflow for smart contract verification.
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The paper proceeds as follows. Section 2 provides background on SmartML and KeY.
Section 3 introduces SmartJML and in Section 4 we discuss our translation to Java Card/JML.

Section 5 describes our implementation, while Section 6 evaluates it on a representative case
study. Finally, Section 7 discusses related work, and Section 8 concludes with future research
directions.

2 Background

This section summarizes the technical background required for our verification workflow,

focusing on the SmartML modeling language and the KeY deductive verification system.

2.1 SmartML

SmartML is an executable, object-oriented modeling language designed for describing smart
contract behavior at a high level of abstraction. Its primary purpose is not direct deployment
on a blockchain, but the precise and analyzable specification of contract logic. A SmartML
program counsists of contracts, resources, and algebraic data types (ADTS), all governed by a
formal small-step operational semantics that models field updates, method calls, exception
propagation, and control flow [15].

Syntax. An excerpt of the abstract syntax of SmartML is shown in Figure 2. We use standard

metavariables: adt for datatype identifiers, Res for resource names, Fxc for exception names,

C, D for contract names, m,n for method and ADT-function names, f for field names, and

x,v,w, g for variables. The nonterminals F', K, and M denote ADT-function declarations,
constructors, and methods, respectively. Sequences are written with an overline (e.g. f),

and optional parts are enclosed in brackets [¢]. The complete grammar of SmartML is given
n [15].

P:=AREL (program)
Az=da tatype adt {constructor{ fn :: adt} F} (datatype)

F =7, n(7 w) {d} (ADT function)
d == if(e){e}else{e} | return e | n( ) | switch e {case e : d; default : d} (ADT expression)
R = resource Res {constructor(f : 7){this.f = f} M} (resource)

E := exception Exc [(T=7)] (exception)

L == contract C [extends D] [uses Res] {f : 7; K; M} (contract)
K == constructor([g=7,] f: 7) {[super(9); } is.f = f} (constructor)
M =7, m(TT) {s} (method)

s u=if(e){s}[else{s}] | while(e){s} | let z := rhsin s (statement)

| assert(e) | « == rhs | x == x.m(T) | x.m(T) | return [e]
| throw e | try so abort {s1} success {s2} | $1; 2

e=uv| ey opes | e; bop ey | sender | amount | res (expression)
vi=z || v.f|true | false | d | thisc (value)
rhs == e | new C(7) (right-hand side)
opi=—+|—| x|+ (arithmetic operator)
bop 1= <|>| && | | |=|# (boolean operator)

Figure 2 Excerpt of the syntax of SmartML, including the constructs relevant to this paper.
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A program consists of a sequence of ADT, resource, exception, and contract declarations.
ADTs declared with datatype define immutable structured data and pure ADT functions
built from conditionals, pattern matching, and function calls. Resource declarations provide
an abstract notion of transferable assets; each resource defines fields, a constructor, and
methods for manipulating the asset independently of any concrete blockchain.

Contracts are declared using contract C [extends D] [uses r1 ... rk] { ... } and may inherit
from a single parent. A contract contains field declarations, a constructor that initializes
them (and optionally invokes the superclass constructor), and a set of methods defining the
contract’s behavior.

Statements include the usual imperative constructs (if, while, assignments, return, throw)
as well as assertions and pattern-matching catch clauses. SmartML also provides an explicit
transaction construct: try s abort sl success s2. This form models an external call whose
effects are committed only on success; on failure, the abort block is executed and intermediate
state updates are rolled back. Method calls can additionally specify resource transfers and
access predefined values such as sender, amount, and res. Expressions follow standard syntax,
and field access is restricted to the current object this for simplicity of the operational model.

Semantics. We do not show the semantic rules here, as they are quite extensive. The full
operational semantics can be found in [15]. At a high level, a SmartML contract follows a
simple state-based memory model: the persistent state consists exclusively of the contract’s
fields, while local variables and method parameters are transient. Field updates are the only
observable state changes and may be rolled back when executed inside an aborted transaction.
There is no shared mutable state or direct field access across contracts.

Overall, SmartML combines expressive modeling constructs with a rigorous operational
semantics. These characteristics are crucial for the translation described in Section 4, where
SmartML contracts are mapped to Java Card for verification with KeY.

2.2 KeY

To verify smart contracts, we use the deductive verification tool KeY [2]. It enables the veri-
fication of programs by checking that a Java program adheres to its Java Modeling Language
(JML) specification. Beyond standard Java, KeY also supports the Java Card dialect. JML
supports method contracts, class and object invariants, and auxiliary specifications such
as loop invariants and specification-only fields (ghost fields) . The specification is written
entirely within Java comments, so it does not affect the compilation of the Java program itself.
When loading a program into KeY, proof obligations based on the program and specification
are created. If these can be verified, the program adheres to its specification.

For reasoning, KeY core uses a sequent calculus for Java Dynamic Logic (JavaDL), which
adds Java programs and the modalities [.] (“box”) and (.) (“diamond”) to a first-order logic
(FOL) with a type hierarchy called Java first-order logic (JFOL). For a Java program p
and JFOL formulae ¢ and 4, [p]y states that if p terminates, ¢ holds in the final state.
Dually, (p)i states that p terminates in a state in which ¢ holds. Method contracts for
total correctness can therefore be expressed as ¢ — (p)1, where ¢ denotes the contract’s
precondition, p the method body, and 1 the postcondition. KeY operates by building a proof
tree, where nodes are sequents containing JavaDL formulas.

KeY provides different strategies and macros for automatic proof search, which are often
able to find proofs without any user interaction involved. However, since finding the proof
automatically is not always possible, it also grants the user the ability to manually examine
and interact with the proof. Therefore, KeY provides a GUI that visualizes the past and
currently loaded proofs, the current proof tree, the sequent showing the current formula
which is to be proven, and the source code of the loaded file.
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3 Specification with SmartJML

This section introduces SmartJML, our JML-inspired specification layer for SmartML.
SmartJML provides a set of JML-style specification constructs that can be embedded directly
into SmartML programs. In the following, we introduce these constructs step by step using
small, focused examples. SmartJML is written as comments inside the SmartML code.

Method contracts. The basic building block of SmartJML is a method contract with pre-
and postconditions, analogously to JML:

contract Counter {
int val;

1
2
3
4 /*@ requires val >= 0;

5 @ ensures val == \old(val) + 1;

6 @ assignable val; @/

7 inc() { val =val + 1; }

8 }

SmartML 4 SmartJML —

Here the requires clause constrains the state before the method call, while the ensures
clause describes the state afterwards. Furthermore, the assignable clause records the program
locations that can change during method execution and the expression \old(val) refers to
the value of val in the pre-state, as in JML.

Access to contract state and parameters. SmartJML expressions range over the fields
and parameters of the contract, while local variables and temporary computations are not
visible in specifications. This ensures that specifications refer only to the observable state of
the contract. For example, a method that transfers funds and records the recipient can be
specified as follows:

1 /+#@ requires amount > 0 && r != this;

2 @ ensures balance == \old(balance) - amount && lastRecipient == r;

3 @ assignable balance, lastRecipient; @/

4 pay(address r) { /* SmartML code manipulating balance and lastRecipient */ }

SmartML + SmartJML —

Invariants. SmartJML allows the specification of invariants, which describe properties of
contract fields that must be maintained across method executions. For example:

1 //@ ghost int length;
2 //@ public invariant (length > 0);

SmartML + SmartJML —

The invariant semantics follows KeY: invariants are assumed in the pre-state of a method
call and must be re-established in the post-state; invariants of other objects can be referenced
via \invariant_for(o).

Moreover, expressions in SmartJML are fully compatible with JML expressions [9], allowing
for formal reasoning about contract behavior within a familiar framework. SmartJML also
supports specification-only variables (ghost variables).
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3.1 Transactional Specifications

A key feature of SmartML is the explicit notion of transactions. Statements of the form
try ... abort ... success ... execute in a transactional context and can either commit or
abort. As a rollback occurs in case a transaction aborts, the specification has to differentiate
between the behavior of a transactional commit and a transactional abort. To be able to
address both cases separately in the specification, SmartJML introduces two modifiers for
method contracts.

transaction_success. The modifier transaction_success marks a contract as describing the
post-state in the case where the surrounding transaction commits. Consider a simplified
deposit operation:

/*@ transaction_success
@ ensures (balance == \old(balance) + amount) && (\result == true);
@ assignable balance;
@*/
bool deposit() {
try BankCoin$(amount).transfer(sender, this);
abort { return false; }
success { balance = balance + amount; return true; }

O O~NOOTHS WN =

SmartML + SmartJML —

The ensures clause talks only about the state when the transaction commits and the
success branch is reached. If the external transfer fails and control flows to abort, this
contract does not apply.

transaction_abort. The transaction_abort modifier allows one to specify the expected state
of the contract when a transaction is aborted, complementing the usual postconditions for
successful execution. It is particularly useful for reasoning about operations that may fail
and need to roll back any state changes. For example:

/*@ transaction_abort
@ ensures \result == false;
@ assignable \nothing; @/
bool deposit() {
try BankCoin$(amount).transfer(sender, this);
abort { return false; }
success { balance = balance + amount; return true; }

O~NOOTPA WN =

SmartML + SmartJML —

In practice, one may either give two separate specification cases — one for the commit
outcome (transaction_success) and one for the rollback outcome (transaction_abort) — or
restrict attention to the commit case when an abort restores the pre-state and no additional
guarantees are required beyond signaling failure. During translation, both modifiers are
preserved and mapped to corresponding JML annotations in the generated Java Card
program.
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4 Translation to Java Card/JML

KeY reasons about Java programs annotated with JML and provides dedicated support for

the Java Card dialect; it has no native notion of SmartML contracts, resources, or transactions.

We therefore translate each SmartML construct into a Java Card/JML counterpart that
simulates its semantics. The translation is defined on top of the formal operational semantics
of SmartML, and we only sketch its main ideas here.

From a semantic perspective, a SmartML program is executed according to the operational
semantics defined in [15]. A method contract in SmartJML therefore represents a partial
correctness specification over these semantics: a precondition P and postcondition @) constrain
the set of reachable configurations before and after evaluating a SmartML method. In
particular, SmartML’s transactional execution model induces two kinds of postconditions,
depending on whether a transaction commits or aborts. This distinction is reflected explicitly
in SmartJML.

The goal of our translation is to ensure that such specifications are preserved under
translation: iff a SmartML program satisfies a SmartJML contract with respect to its formal
semantics, then the generated Java Card program satisfies the corresponding JML contract
with respect to the Java/JML semantics implemented in KeY. Formally, for a method m, we
can write

CEsP,— (mQ, <<= T(C) ke P,— (Mm)Q,,

where p € {success, abort} captures the transactional outcome and 7' denotes our translation.

Therefore, in this section, we outline the design choices and requirements that make this
preservation feasible.

4.1 Contracts

Every SmartML contract becomes a Java class with the same fields and a single constructor.

The methods and corresponding JML contracts are obtained from the SmartML methods
and SmartJML contract by a straightforward syntactic translation; we reuse JML syntax
wherever possible so that the user sees the same specification in both representations. For
instance, the Counter contract from above is translated to a Java class:

public class SL Counter {
private int val;
/*@ requires val >= 0;
@ ensures val == \old(val) + 1;
@ assignable val; @/
public void inc() {
val = val + 1;
}
}

OoO~NODO A, WN

Java Card + JML —

Execution Context: sender, amount, and res. In SmartML, methods implicitly have access
to the caller address sender, the transferred amount amount, and the corresponding resource
type res. Java methods, in contrast, have only explicit parameters. The translation therefore
introduces additional parameters for these context variables. For example, the SmartML
method pay is translated as follows:
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1 pay() { 1 public void pay(Address sender, int amount, Resource res) {

2 // SmartML code 2 // Java code

3} 3}

—— SmartML + SmartJML — Java Card + JML —

Here, Address and Resource are Java classes generated from the corresponding SmartML
declarations. This makes all contextual information explicit for verification.

Transactions. The try ... abort ... success ... construct is one of the most characteristic
features of SmartML. The following example is given:

1 try externalCall();
2 abort { S_abort }
3 success { S_success }

SmartML + SmartJML —

When externalCall () succeeds, the success branch executes and its effects are committed;
otherwise, control flows to the abort branch and all persistent state changes since the
beginning of the transaction are reverted.

In the generated Java Card program we realize this behavior using Java Card’s transac-
tional memory mechanism [11]. Verifying transactions in this way is only possible with Java
Card, not Java. Conceptually, the translation wraps the body of the transaction with calls
to the Java Card API:

JCSystem.beginTransaction();

try {
externalCall()
// S_success translated to Java
JCSystem.commitTransaction();

} catch (Exception e) {
JCSystem.abortTransaction();
// S_abort translated to Java

}

OO0 WN =

Java Card + JML —

KeY supports reasoning about Java Card transactions by internally maintaining a separate
heap for rollback [2]. This allows us to prove the transactional properties that were specified
in SmartJML using transaction_success and transaction_abort. We do not allow for the
translation of nested transactions within a method as they are not supported by Java Card.

Assertions in SmartML also have a rollback mechanism in case of failure. However, as
Java Card does not allow for nested transactions within a method, implementing assertions
as transactions is not feasible. We still allow assertions to be used as the first and last line of
a method, as is commonly done for smart contracts. These are translated into further pre-
and postconditions, respectively.

4.2 Resources

A resource in SmartML is a construct representing a finite currency that can be traded
between contracts. While syntactically similar to contracts, once a resource is declared, a
singleton instance of the resource is automatically created. To ensure in Java that only one
instance of each resource exists, we translate all resource declarations into classes which
adhere to the singleton design pattern. That is, each resource is translated to a Java class
with a static field whose type is the resource class, a single private constructor, and a static
method get() which checks if the field has been instantiated, instantiates it if necessary, and
returns the instance.
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4.3 Algebraic Data Types

SmartML supports algebraic data types (ADTs), which allows users to define their own data
types and perform pattern matching on them. These ADTs are immutable by nature and
are created and expanded in a recursive manner. Consequently, functions that operate on
ADTs frequently use recursion. ADTs are translated into immutable Java classes with one
constructor per SmartML constructor and an additional tag field used to simulate pattern
matching. The ADT Java classes are marked as pure in JML. The full encoding is omitted
for brevity, as it is straightforward and does not affect the presentation of our main results.

In the current implementation, ADT specifications cannot yet be expressed purely at
the SmartML level and instead must refer to the translated Java encoding for technical
reasons. As future work, we plan to extend SmartJML with complete ADT support, enabling
specifications written in terms of SmartML ADT structure and pattern matching to be
translated into corresponding JML specification functions over the generated Java classes.
This will likely require additional proof support (e.g., automatically generated lemmas) to
bridge the abstract ADT view and its concrete Java representation.

5 Implementation

The implementation follows the theoretical translation principles introduced in the previous
section and produces a Java Card program annotated with JML. This program can then
be loaded directly into KeY for verification. We also provide a repository containing our
implementation®.

SmartML Model | parse | SmartML+SmartJML| translate | Java Card+JML
SmartJML Spec AST AST

U Jgonerate

specify properties (user)
Java Card Applet
+ JML Specification

Figure 3 Translator workflow.

The translator is implemented in Java and follows a structure similar to that of a source-
to-source compiler: it takes a SmartML program as input, parses it into a parse tree which
our translator turns into an abstract syntax tree (AST), transforms this AST into a JML-
annotated Java Card AST, and finally generates Java Card source code compatible with
KeY. The workflow of our translator is illustrated in Figure 3.

Our translator also translates SmartJML specifications to JML. This feature does not
yet cover all possible SmartJML constructs, which is planned as future work. While not a
fundamental limitation of the approach, some auxiliary specifications — such as loop invariants
— currently need to be written directly in the generated Java Card program. In practice,
this affects only a small portion of the specifications: in our case study, loop invariants
were required only for recursive operations over ADTs, while the remaining contracts were
translated automatically without manual intervention.

! https://github.com/TudorBalan/SmartJML
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In the implementation, our translator uses ANTLR [12] and JMLParser?, which extends
JavaParser [14] to include functionality for parsing and generating JML code. The parser is
generated using ANTLR and the code generation is almost completely handled by JMLParser.
This only leaves us having to implement the translation of the two ASTs by hand, for which
both ANTLR and JMLParser again provide useful functionality. The choice of our tools led
to a major reduction in required development time. Furthermore, following best practices for
building a source-to-source compiler, such as the usage of the visitor pattern and designing
the translator modularly, has led to a robust code base that is easily extendable for when
SmartML is expanded in the future.

6 Case Study

To illustrate our verification workflow, we consider a practical example: a SmartML escrow
contract. Escrow contracts are commonly used in online marketplaces, where a third party
holds the buyer’s funds until the promised goods are delivered. Our case study shows how
to model the contract in SmartML, specify its properties in SmartJML, translate it to Java
Card, and verify it using KeY.

Contract Requirements. The escrow contract should satisfy the following functional re-
quirements: (i) Receive a deposit from the buyer; (ii) Hold the funds securely until delivery;
(iii) Allow the buyer to confirm receipt of the goods; (iv) Release the funds to the seller upon
confirmation; (v) Allow the buyer to cancel the transaction before confirmation.

The contract maintains three fields: buyer, seller, and funds. The funds field also acts
as an implicit flag for ongoing transactions: funds = 0 indicates no active transaction, and
funds > 0 indicates an ongoing transaction.

SmartML Model and SmartJML Specification. Listing 1 shows the SmartML escrow
contract together with its SmartJML specifications. FEach method contract uses the
transaction_success keyword, since all operations are executed only upon successful transac-
tion completion. In cases where the preconditions are violated, one could also define a dual
contract based on transaction_abort. These additional contracts are omitted due to space
constraints.

Properties to Verify. We aim to verify two main properties:

1. Functional correctness: Each method performs the intended operations. This is
ensured by the SmartJML method contracts.

2. Escrow transaction integrity: The funds field correctly indicates the transaction
state: funds = 0 when no transaction is active and funds > 0 during a transaction.
Formally, for operations constructor CC, startTransaction ST, confirmArrival CA,
and cancelTransaction CT, a simplified proof obligation would be:

C Es({funds =0} — (ST) {funds > 0}, A ({funds > 0} — (CA){funds = 0},)
A ({funds > 0} — (CT) {funds = 0},) A ({true} — (CCY{funds = 0},)).

For modularity, this is split by KeY into several individual proof obligations. When all
of them are proven, we obtain the correctness guarantee that funds works as specified and
that we can rely on it as an implicit flag for ongoing transactions. After translation, the
automatic proof strategy in KeY is sufficient to verify all method contracts without manual
intervention, provided no ADTs are used.

2 JMLParser repository on GitHub: https://github.com/jmltoolkit/jmlparser
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Listing 1 Escrow contract.

1 contract Escrow uses CoinInfo {

2 address seller;

3 address buyer;

4 int funds;

5

6 /*@ ensures funds == 0; @/

7 constructor() { funds = 0; }

8

9 /*@ transaction_success

10 @ ensures funds == amount && seller == _seller & buyer == sender;
11 @ assignable funds, seller, buyer; @+/

12 startTransaction(address _seller) {

13 assert((amount > 0) & (funds == 0));

14 try CoinInfo$(amount).transfer(sender, this);
15 abort {}

16 success { funds = amount; seller = _seller; buyer = sender; }
17 }

18

19 /*@ transaction_success

20 @ ensures funds == 0;

21 @ assignable funds; @/

22 confirmArrival() {

23 assert(sender == buyer & funds > 0);

24 try CoinInfo$funds.transfer(this, seller);
25 abort {}

26 success { funds = 0; }

27 }

28

29 /*@ transaction_success

30 @ ensures funds == 0;

31 @ assignable funds; @/

32 cancelTransaction() {

33 assert(sender == buyer & funds > 0);

34 try CoinInfo$funds.transfer(this, buyer);
35 abort {}

36 success { funds = 0; }

37 }

38 }

SmartML + SmartJML —

Extending to Multiple Transactions with ADTs. To demonstrate verification in the presence
of recursive data structures, we extend the escrow contract from handling a single active
transaction to supporting multiple concurrent transactions. Instead of storing one triple
(buyer, seller, funds) in the contract state, the extended model maintains a collection
of escrow entries represented as a list-like ADT. Each entry captures the participants and
locked funds of one transaction, together with an identifier that uniquely distinguishes it
from other active transactions. Contract operations are generalized accordingly: initiating an
escrow adds a new entry to the collection, while confirming delivery or canceling a transaction
updates the state of the corresponding entry and releases the associated funds.

Listing 2 shows the ADT definition together with SmartJML specifications. The length
ghost field and class invariant track the depth of each node, while the measured__by clause
in recursive methods ensures termination. Methods such as getIndex allow the contract to
locate specific transactions in the list.

After the translation to Java Card and JML, the model is successfully verified in KeY.

A quantitative evaluation of the proven method contracts from Listing 1 and Listing 2
can be seen in Table 1. All contracts of the escrow model in Listing 1 are proven fully
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Listing 2 ADT of a list. As discussed in Section 4.3, ADT specifications currently refer to the
translated Java encoding rather than the original SmartML ADT syntax.

1 datatype EscrowList {

2 //@ public ghost \bigint length;

3 /*@ public invariant (0 <= length) && (sl_isNil <==> length == 0) &&

4 @ (sT_isNil <==> tail == null) &&

5 Q@ (tail !'= null ==> (length == tail.length + 1 &&

6 @ \invariant_for(tail))); @*/

7

8 constructor { nil :: EscrowList | cons(int transactionID, address seller, address buyer,
9 int funds, EscrowList tail) :: EscrowlList }
10

11 /*@ requires \invariant_for(list);

12 @ ensures \invariant_for(list) && (list.sl_isNil ==> \result == -1) &&

13 Q (!list.s1_isNil && list.transactionID == n ==> \result == 0) &&

14 @ ('list.s1_isNil && list.transactionID != n &&

15 Q@ getIndex(list.tail, n) == -1 ==> \result == -1) &&

16 Q@ (!list.s1_isNil && list.transactionID != n &&

17 Q@ getIndex(list.tail, n) >= 0 ==> \result == getIndex(list.tail, n) + 1) &&
18 @ (-1 <= \result <= list.length) && (\result == getIndex(list, n));

19 @ measured_by list.length; @/

20 int getIndex(EscrowList list, int n) { ... }

21}

SmartML + SmartJML —

automatically by KeY’s proof strategy in under one second. For the extended version using
recursive ADTS, the proofs become more complex and require a small number of manual
proof steps. This increase in complexity is reflected in the larger proof trees and longer
average step times shown in the table. From a user perspective, this indicates that simple
SmartML contracts without recursive data structures can typically be verified with little
knowledge of the underlying proof calculus, as the automatically generated proof obligations
are handled by KeY’s automated strategies. More complex models involving ADTs and
recursion, however, may require additional user interaction and a deeper understanding of
the KeY proof framework.

Table 1 Quantitative evaluation of case study method contracts.

Auto. time Avg. step time

Method Proof steps Interactive steps

(ms) (ms)
startTransaction 292 0 901 3.096
confirmArrival 254 0 785 3.102
cancelTransaction 254 0 833 3.292
getIndex 1,883 8 71,154 37.807

The integration of deductive verification into the SmartML language enables the verification
of a wide range of smart contract properties. Many important safety guarantees already follow
from the design of SmartML itself. For instance, the language provides protection against
reentrancy attacks [15] and mitigates unchecked external calls through its transactional
construct try ... abort ... success .... Because these mechanisms make the control flow of
external interactions explicit, many correctness and security properties can be expressed
directly as simple pre- and postconditions over the contract state. In practice, as illustrated
by the escrow case study, such specifications can often be verified automatically by KeY
without requiring deep knowledge of the underlying proof calculus.



T. C. Balan, W. Pfeifer, and A. Veschetti

In addition, KeY allows reasoning about method parameters and arithmetic operations.

This makes it possible to verify that smart contracts enforce appropriate input validation
through preconditions and that arithmetic operations do not cause integer overflow or
underflow. In practice, such properties can often be expressed using simple constraints in the
method specifications. For more complex properties, auxiliary specifications may be required
to guide the proof.

To put our verification workflow into context, Figure 4 illustrates which classes of
vulnerabilities from the widely recognized OWASP Smart Contract Top 10® can be addressed
by our approach.

SC01:2025 | Access Control Vulnerabilities
SC02:2025 | Price Oracle Manipulation
SC03:2025 | Logic Errors

SC04:2025 | Lack of Input Validation
SCO05:2025 | Reentrancy Attacks
SC06:2025 | Unchecked External Calls
SC07:2025 | Flash Loan Attacks
SC08:2025 | Integer Overflow and Underflow
SC09:2025 | Insecure Randomness
SC10:2025 | Denial of Service (DoS) Attacks

Figure 4 OWASP Smart Contract Top 10 (2025) Coverage.

7 Related Work

Due to the safety and security of smart contracts being of utmost importance, given the
financial incentives involved, numerous approaches have been proposed for the purpose
of verifying the behavior of smart contracts and preventing attacks. The use of KeY
for the deductive verification of smart contracts is discussed in [7]. This work shows
that multiple classes of correctness properties are suitable for verification with KeY. The
authors also present an approach for the deductive verification of Hyperledger Fabric smart
contracts with KeY in [6]. They achieve this by extending KeY with functionality for Fabric
ledger implementations, which differs from our translation approach. Another verification
methodology that is quite similar to ours is proposed in [8], which focuses on verifying smart
contracts written within the EVM environment and uses Dafny instead of KeY.

A similar approach to the translator which we have built is seen in Javadity [4], a
translator for Solidity programs to Java including JML for the purpose of verifying these
programs using KeY. Solidity is a programming language designed for the development of
smart contracts which run on the Ethereum Virtual Machine (EVM). Consequently, Javadity
is only capable of verifying smart contracts which have been written in Solidity and are
therefore designed to run on the EVM. SolidiKeY [3] is a verification tool for smart contracts
written for Solidity and based on KeY, which is also limited to the verification of smart
contracts written in Solidity. The process of translating SmartML and SmartJML to Java

3 https://owasp.org/www-project-smart-contract-top-10
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Card and JML differs notably from previous approaches that translate Solidity programs to
Java for verification with KeY. One key difference is that SmartML now provides a dedicated
specification language (SmartJML), allowing contracts to be annotated with verification
properties directly at the modeling level before translation. Furthermore, SmartML includes
language constructs that do not have direct counterparts in Solidity, such as the explicit
transactional statement try ... abort ... success ..., which models rollback semantics for
external calls. The translation therefore needs to encode these semantics explicitly using Java
Card’s transactional memory mechanism. In addition, SmartML follows a simplified state
model in which the persistent state consists only of contract fields and no shared mutable
state across contracts. These characteristics lead to different translation challenges compared
to Solidity-based approaches.

Another approach of verifying smart contracts is through the use of model checking,
as in [5] the authors propose a formal method to construct models for smart contracts in
ProMeLa. These models can then be verified using the SPIN model checker. Similarly,
in [1] the authors employ a statistical model checking approach in which the smart contracts
as well as the users and the decentralized ledger are all represented as timed automata.
Furthermore, static analysis techniques are used for smart contracts, as for example seen
with Oyente [10]. Oyente is a tool used for bug finding that has the capacity to perform
reentrancy detection as well as other analyses. However, this method relies on symbolic
execution which makes it unable to guarantee the absence of false negatives. This approach
is also not compositional, thereby disabling verification that is independent of the external
contract’s behavior. Consequently, Oyente is incapable of blocking cross-contract reentrancy,
thereby hindering the ability to protect against cross-contract reentrancy attacks. Since
SmartML is blockchain-agnostic, our approach is not tied to the EVM and supports expressive
first-order specifications beyond typical finite-state model-checking workflows.

8 Conclusion

In this paper we proposed a verification workflow to deductively verify SmartML smart
contract models using the well-established verification tool KeY. We did this by developing a
translation from SmartML smart contract models to Java Card to allow the use of KeY for
SmartML models. We found that the translation cannot be fully equivalent in every case
due to assertions reverting fields in SmartML. Therefore, we are able to translate a subset of
SmartML that does not allow nested transactions within a method and limits assertions to
the first and last line of a method. We also extended SmartML with SmartJML to allow for
specifications to be written within SmartML programs. Furthermore, we developed a tool
that automates the translation process from SmartML and SmartJML to Java Card and JML.
Some SmartML programs still require manual translation of some SmartJML expressions,
especially when working with algebraic data types. Lastly, we have also shown our verification
workflow in action through the context of a case study.

The main advantage of our verification workflow is that it allows smart contracts to be
deductively verified, demonstrating the absence of errors, not just their presence, in addition
to the safety and security guarantees already provided by SmartML. Meanwhile, its main
drawback is that it becomes increasingly complex to prove properties about a program the
larger it gets. Especially when working with algebraic data types, the effort required to verify
a smart contract model increases substantially due to KeY’s increased proof complexity when
dealing with recursion. Nonetheless, having the ability to formally verify smart contract
models, thereby increasing the functional correctness and security of critical applications
such as smart contracts, is highly useful.
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As of now, the translator only supports a subset of SmartJML specification. Expanding

the translator’s SmartJML to JML translation would further increase the accessibility and
usefulness of writing specification in SmartJML.
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A  Appendix

Listing 3 Escrow contract translation.

class Escrow extends Address {

private Address seller;
private Address buyer;
private int funds;

/+@ normal_behavior
@ ensures funds == 0; @/
public Escrow(){
this.funds = 0;
}

/*@ normal_behavior
@ requires (JCSystem.getTransactionDepth() == 0) & ((amount > 0) && (funds == 0));
@ ensures ((funds > 0) && (funds == amount) && (seller == _seller) &&
@ (buyer == sender)) || ((funds == \old(funds)) &&
Q@ (seller == \old(seller)) & (buyer == \old(buyer)));
@ assignable funds, seller, buyer; @/
public void startTransaction(int amount, CoinInfo res, Address sender, Address _seller) {
try {
JCSystem.beginTransaction();
CoinInfo.transfer(sender, amount, this);
JCSystem.commitTransaction();
funds = amount;
seller = _seller;
buyer = sender;
} catch (Exception e) {
JCSystem.abortTransaction();
}
}

/*@ normal_behavior
@ requires (JCSystem.getTransactionDepth() == 0) & ((sender == buyer) && (funds > 0));
@ ensures (funds == 0) || (funds == \old(funds));
@ assignable funds; @/
public void confirmArrival(int amount, CoinInfo res, Address sender) {
try {
JCSystem.beginTransaction();
CoinInfo.transfer(this, amount, seller);
JCSystem.commitTransaction();
funds = 0;
} catch (Exception e) {
JCSystem.abortTransaction();
}
}

/*@ normal_behavior
@ requires (JCSystem.getTransactionDepth() == 0) && ((sender == buyer) && (funds > 0));
@ ensures (funds == 0) || (funds == \old(funds));
@ assignable funds; @/
public void cancelTransaction(int amount, CoinInfo res, Address sender) {
try {
JCSystem.beginTransaction();
CoinInfo.transfer(this, amount, buyer);
JCSystem.commitTransaction();
funds = 0;
} catch (Exception e) {
JCSystem.abortTransaction();

}

Java Card + JML —
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—— Abstract

Blockchains are decentralized systems that provide trustable execution guarantees. Most modern

blockchains offer smart contracts, programs governing the functionality and logic of blockchain
transactions. The model of computation of smart contracts is typically transactional: either
transactions immediately revert or immediately commit. When transactions commit, the effect of
executing them becomes permanent and cannot be undone.

Future monitors were proposed as a defense mechanism that enables smart contracts to state
properties across multiple transactions. By delaying the consolidation of a transaction, future
monitors wait for future transactions to occur before committing or failing.

Optimistic Rollups provide the perfect environment to implement future monitors. These systems
are layer-2 solutions proposed for scaling blockchains, and they delay transaction effects in order to
allow observers to challenge and remove malicious block proposals.

In this paper, we describe an implementation of future monitors in Optimistic Rollups. We
propose a succinct way to encode all potential future states in rollup blocks. We provide novel
fraud-proof mechanisms designed to arbitrate the high-level algorithm that determines the effect of
transactions using future monitors. Finally, we present winning strategies for honest players, proving
that our fraud-proof mechanisms preserve the guarantees of Optimistic Rollups while enabling future
monitor capabilities.
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1 Introduction

Blockchains [17] were introduced as a distributed infrastructure that removes the need for
a trusted third party in cryptocurrency exchanges. Modern blockchains incorporate smart
contracts [24, 26], which are immutable and deterministic programs that describe the logic
that governs the execution of blockchain transactions. Smart contracts enable sophisticated
applications, such as decentralized finances (DeFi). Since smart contracts are immutable,
errors and vulnerabilities can lead to huge losses (e.g. [20]), so ensuring the correct behavior
of smart contracts is crucial. Several static [23, 19, 1, 18, 5, 12, 4, 2, 21, 22] and dynamic
techniques [13, 3, 15, 9, 27] have been proposed to increase the reliability of smart contracts.

Future monitors [10] are a dynamic monitoring technique that allows to state properties
over a sequence of transactions within a bounded period of time, called the monitoring window.
For example, future monitors enable flexible loans that can be repaid in later transactions
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but within the monitoring window. In contrast, current state of the art implementing flash
loans require that loans must be repaid within the same transaction. Unfortunately, future
monitors cannot be directly implemented in current blockchains.

Optimistic Rollups are a Layer-2 (L2) solution introduced to improve blockchain scalability.
Optimistic Rollups (L24r) are ideal to implement future monitors, they already delay
transaction consolidation and L2, implementations consist on a few smart contracts in the
underlying blockchain. Blocks in L2y are optimistically assumed to be correct unless proven
fraudulent via games arbitrated by L1 contracts. Candidate blocks are posted accompanied by
stakes. Any agent can challenge L2,y blocks by placing a stake, initiating a fraud-proof game.
When a player loses a game, her stake is removed and the winning player is compensated.
Blocks only consolidate if they survive a pre-determined challenge period, typically one week.
As long as at least one honest agent proposes valid blocks and challenges all invalid blocks,
L24gs inherit the security guarantees of the underlying blockchain.

L2ogs are a perfect fit for implementing future monitors, because the monitoring windows
are negligible compared to the challenge period of L2,gs. For example, in Arbitrum [14] (a
prominent L2,5) blocks are posted every few seconds, while the challenge period lasts two
weeks. A monitoring window of 100 blocks requires delaying the verdict of future monitors
for just few (around 2) minutes.

Future monitors delay computations in the semantics of smart contracts execution. In
L24gs, the effect of transactions is known by all observers as soon as they are published in L1,
without the need to wait for the challenging period to expire. In L2ygs with future monitors,
the effect of a transaction that depends on future monitors is known (in general) only after
all transactions within its monitoring window have been posted.

In this paper, we describe how to implement future monitors in L2yzs. In our system,
transactions have a similar effect as in existing L2,zs except that their consolidation can be
delayed by future monitors. This change of the semantic requires new fraud-proof games
and representation of L2,y states. Executing transactions generates a branching in the
evolution of the blockchain capturing both possible outcomes of transactions: commit or
fail. Therefore, the state of our system is represented by a tree, called the monitoring tree.
Each level of the tree corresponds with a pending transaction, and each node represents a
possible L2,y state configuration. The root of the monitoring tree is the last consolidated
L2, state. Eventually, exactly one node per level will consolidate depending on whether the
corresponding transaction fails or commits, and the corresponding path in the tree forms the
blockchain. We propose a succinct representation of monitoring trees, that we call Monitoring
Merkle Trees, allowing their inclusion in L2,y blocks and their use in fraud-proof games.

Transaction execution involves (1) applying a transaction to all the leaves of the current
monitoring tree, extending the monitoring tree with a new level; (2) removing nodes that are
known to never consolidate; and (3) when a monitoring window expires, deciding whether
the transaction should commit or fail, by looking at all leaves that assume the transaction
commits and checking if the future monitor fails or commits in that state.

To ensure the correct evolution according to the algorithm described above, we introduce
novel fraud-proof games. Classic fraud-proofs are used to arbitrate the correct execution
of arbitrary smart contracts in L2,zs by bisecting low-level execution traces described, for
example, in WASM. In contrast, our fraud-proof games are designed to arbitrate specific
pre-fixed high-level algorithms, namely the construction and pruning of a monitoring tree.
Disputes in these algorithms reduce to verifying the presence or absence of nodes in Monitoring
Merkle Trees. For this reason, our fraud-proof games leverage the purpose-specific membership
game on Merkle trees presented in [8]. As a result, our fraud-proof games are clearer, simpler
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to understand, and more suitable for formal verification. A potential future work is to
extend [11], a LEAN library that models arbitration games, to include future monitoring
fraud-proof games. Finally, we define winning strategies for honest players, guaranteeing
that a single honest player can enforce the correct evolution of our system.

Contributions. To sum up, the contributions of the paper are: (1) a new proof-of-concept
Optimistic Rollup with future monitor capabilities; (2) novel fraud-proof games and their
strategies that guarantee that a single honest player can enforce the correct evolution.

2 Preliminaries

We first introduce Optimistic Rollups, Merkle trees and Merkle Patricia tries.

L2 Optimistic Rollups. L2 blockchains are an attempt to improve the scalability of block-
chains, like Ethereum [26] (hereon Layer-1 or L1). L2 ensure correctness while minimizing
the interaction with L1s — both in frequency and data size — by executing most computations
off-chain. There are different types of L2s, including ZK and Optimistic Rollups. Our
approach is based on the latter, which we refer to as L2gy.

L2,k operate in two stages. First, users submit transaction requests, which are collected,
ordered, and posted to the L1 by a sequencer, fixing the order in which L2,y transactions
execute. Then, agents known as L2, miners or “State Transition Functions (STFs)” execute
off-chain these transactions and post the results to L1, encoded as L2, blocks. As in Lls,
the execution of L2,y transactions is deterministic so there is a deterministic function, called
applyTx, that takes an L2y state S and a transaction ¢, and computes the result of executing
t at state S. Each L2, block includes a reference to the transactions executed, a link to the
previous L2,; block, and the state after executing the last transaction (encoded as the root
of the Merkle Patricia trie). L2,y blocks posted are optimistically assumed to be correct,
delegating the elimination of incorrect blocks to fraud-proof games. Because L2y blocks
may be invalid (posted by an incorrect or even malicious STF), a fixed challenge period
is provided during which STFs can dispute a proposed block. If a challenge succeeds, the
disputed block and all dependent blocks are removed. Conversely, if a block survives all
challenges, it consolidates extending the L2, chain.

The fraud-proof games for L2y are derived from Refereed Delegation of Computation [6, 7].
These are combinatorial games between a proposer and a challenger, arbitrated by L1
contracts. Both players take turns bisecting the challenged L2, block until the dispute is
narrowed down to a single transaction. At this stage, both players agree on the current L2qy
state S and the transaction ¢ to be executed but disagree on the resulting state produced by
applyTx(S,t). The game then advances again by bisecting the execution trace of applyTx (.S, t),
represented in WASM [25], until only one instruction remains in disagreement. Finally, the
defender must submit a one-step proof, which is verified by the L1 contract arbitrating the
game. If the proof is valid, the defender prevails; otherwise, the challenger wins. These
fraud-proof games ensure that an honest participant can always win, thereby guaranteeing
the correct evolution of the L2y system as long as at least one honest STF exists.

Merkle Trees. Merkle trees [16] are data structures in which each leaf node stores the hash
of its underlying content, while every internal node stores the hash of the concatenation of the
hashes of its child nodes. Merkle trees enable efficient (logarithmic in the number of elements)
membership authentication, which we leverage as part of our fraud-proof mechanisms (see
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Section 4.2). Given the root hash r of a Merkle tree, commonly referred as Merkle root, a
proof that the i-th leaf has value x consists of the index i, the value z, and the sequence
of sibling hashes along the path from the i-th leaf to the root. Verification is performed by
iteratively computing the hashes along this path in a bottom-up manner using the values
provided in the proof. Assuming that the hash function used is collision-resistant, the final
computed hash matches the root hash r if and only if x indeed is the content of the i-th leaf.

Merkle Patricia tries. Merkle Patricia tries are a variant of Merkle trees used to represent
the state of smart contracts blockchains, like Ethereum. Paths in a Merkle Patricia trie
represent account addresses and values at leaf nodes represent account states. Merkle Patricia
tries are deterministic and cryptographically verifiable: identical states produce the same
root hash, while any change to the state results in a different root, making computationally
infeasible to construct distinct states that yield the same root hash.

3 Reuvisiting Future Monitors

We give here an overview of future monitors. For more details, see [10]. Future monitors
can predicate on sequences of future transactions during a bounded period of time. This
period of time, called the monitoring window, is a predefined fixed number k of transactions.
Future monitors constrain the behavior of the blockchain only by making transactions fail.

Extension to Smart Contracts. To enable future monitors, each smart contract is augmented
with a map failmap, and a function timeout. Map failmap records, for each transaction that
has invoked the contract, whether the associated future monitor is active and, if so, its current
status: commit, fail, or undecided. By default, smart contracts have future monitoring
disabled. Smart contracts can update their failmap in two ways: (1) to enable the future
monitor associated with the current transaction, or (2) to commit or fail previously undecided
future monitors corresponding to past transactions whose monitoring window has not ended.
If a contract marks a past transaction’s failmap entry as fail, the corresponding transaction ¢
fails and the branching caused by ¢ is resolved. The timeout function is invoked at the end
of the monitoring window to resolve the undecided monitor by either committing or failing
it. This mechanism ensures that no transaction remains pending beyond the predefined
monitoring window.

Transaction Execution. Transactions may still commit or fail immediately — as in legacy
blockchains — or make the outcome depend on the actions of future transactions that occur
within the monitoring window. Therefore, the execution of a transaction can result in one of
the following outcomes:

a new blockchain state as an immediate commit,

a new blockchain state as an immediate fail,

two possible new blockchain states, one corresponding to a committing and another to a

failing state, knowing which one will materialize depends on future transactions.
Function applyTx is extended to capture the above behavior by detecting whether future
monitors are activated during transaction execution.

Blockchain State. The execution of transactions with future monitors generates pending
transactions: transactions whose outcome is uncertain and whose monitoring window is
active, producing a branching in the evolution of the blockchain. To capture this behavior,
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we introduced monitoring trees, denoted by 7, encoding all configurations reachable from the
last consolidated blockchain state. Each node of 7 corresponds to a blockchain state, and
each edge represents the execution of a transaction. Exactly one path of 7 will eventually
consolidate, determined by the commit or fail outcome of each pending transaction. Nodes
at the same depth represent the alternative blockchain states that could result from the
commit or revert of pending transactions up to that level.

Each non-leaf node has at most two successors: the committing successor and the failing
successor, which represent the corresponding state reached after committing or failing. We
refer to the subtree rooted at the committing successor as the committing subtree, and to the
subtree rooted at the failing successor as the failing subtree. For any node n, we refer to the
set of all leaves in the subtree rooted at n as the set of all futures of n.

The height of 7 is bounded by k. In the initial steps of the blockchain from the Genesis,
the height of the tree grows from 1 up to k. Once the first k transactions have been processed,
the tree maintains a constant height of k: as the oldest transaction consolidates, a new
transaction is attached to the leaves, preserving the depth of the branching future.

Blockchain Evolution. The evolution of a blockchain with future monitor capabilities is
defined by function step, which takes a monitoring tree 7 and a transaction ¢ to produce a
new monitoring tree.

Function step(r, t) starts by invoking attach(r, ), which extends every leaf of 7 by applying
transaction ¢, increasing the tree height by one. If this results in a monitoring tree 7" of
height k or less, then 7’ is the new monitoring tree. Otherwise, the monitoring window for
the oldest transaction ¢z in 7’ has expired, and a decision about ¢z is computed as follows.

First, we remove impossible nodes from 7’. Impossible nodes are those that will never
commit because the outcome of a pending future monitor is already decided. Concretely, let
n be a node in 7/ and t’ its outgoing transaction. If ¢’ future monitor is known to commit
across all futures of n committing subtree (i.e., the failmap entry for ¢’ is set to commit for all
smart contracts that monitor ¢'), n failing subtree becomes unreachable and all its nodes are
impossible. Conversely, if in all futures of n committing subtree ¢ future monitor is known
to fail (i.e., the failmap entry for ¢’ is set to fail for some smart contract monitoring '), then
all nodes in the committing subtree of n are impossible. Function prune; removes impossible
nodes at depth ¢, assuming no impossible nodes exist at depths greater than 4, by inspecting
all futures in committing subtrees of nodes at level i. To ensure that we do not incorrectly
deduce a monitor output due to an impossible future, step invokes prune; iteratively for
depths 4 from k + 1 down to 1.1

Once the tree is pruned, step invokes function decide to determine the outcome of the root
transaction tz, if it still uncertain. Function decide inspects all futures in the committing
subtree. If the future monitor for tx commits in every future leaf, the transaction commits
and the committing subtree becomes the new monitoring tree. Otherwise, tx fails, and
the failing subtree becomes the new monitoring tree. If a contract monitoring tx remains
in the undecided state at the end of the monitoring window, decide invokes the contract
timeout function to force a final resolution. The resulting monitoring tree becomes the new
monitoring tree, with its root presenting the latest consolidated state.

! In [10] prune is described as a recursive function. Here we described an iterative, bottom-up version of
this function, because it leads to clearer and more intuitive fraud-proof games. It is straightforward to
verify that both approaches to pruning monitoring trees yield the same result.
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Figure 1 Blockchain with future monitor capabilities evolution.

Properties. These functions guarantee that the resulting monitoring tree preserves the
ordering and information of pending transactions. In particular, the resulting tree is a
monitor-subtree of the original one, except for the last level, which contains the effect of the
new transaction. Moreover, the pruning function removes all impossible nodes, ensuring that
the resulting monitoring tree contains no impossible nodes. Furthermore, step guarantees
progress of the blockchain: once more than k transactions have been processed, the earliest
pending transaction becomes permanent. Formal proofs of these properties are given in [10].

Example. We illustrate evolution of a blockchain with future monitor capabilities with a
simple example where the monitoring window has length £ = 2. Consider a monitoring
tree 19 consisting of a single node with three contracts a, b, and ¢ such that both a and b
initially own one token each. Contracts a and b use future monitors and only transfer their
token to c¢ if they will receive it back within two transactions.

Suppose the following transactions are executed in sequence: t, . where a sends its token
to ¢, tp. where b sends its token to ¢, and . (4 where ¢ returns the tokens to a and b.

After executing t,., the resulting monitoring tree, 7, has two leaves: N{ where the
transaction commits (the token is transferred to ¢) and le where the transaction fails (and a
keeps its token). See Fig. 1(a). Executing ¢, . branches the tree again, resulting in monitoring
tree 7o with four possible futures corresponding to all combinations of outcomes for the first
two transactions (see Fig. 1(b)):

At node N§°, the commit successor of N{, contract ¢ has both tokens, as transactions

ta,c and tp . are assumed to commit in this scenario.
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At node N;f , the failing successor of N{, contract b has its token and contract ¢ has

contract a token, as transaction ¢, . is assumed to commit while ¢; . is assumed to fail.

At node Ngc, the committing successor of le , is the dual case of the previous one.

At node Nf , the failing successor of V. 1f , contracts a and b have their tokens, as transactions

tq,c and tp . are assumed to fail.
When the third transaction . 43 is executed, the monitoring window for ¢, . expires,
therefore we also describe the intermediate steps of the algorithm. We execute transaction
teapy in all four leaves of 7, resulting in a single successor in all cases, as no contract
monitors transaction t. (). There is only one state where contract ¢ has enough tokens
to perform £, (4 5y, N3¢, and thus, in its committing successor, N5, tokens are returned to
a and b. At the other configurations, NJ°, N5/ and N transaction te,(ap) fails, and thus,
all the remaining leaves have only a failing successor. The intermediate monitoring tree
resulting from attaching transaction t. (, 3y at 72, 75, is shown in Fig. 1(c-attach).

The monitoring window for transaction ¢, . has ended and a decision has to be made.

To that end, function step invokes first function prune to remove all impossible nodes. The
future monitor for transaction at NY, t ., commits if b receives its token back before its

monitoring window end, which happens in N§°, the only future in N{ committing subtree.

Therefore, all nodes in the failing subtree of Ny are impossible and hence removed by function
prune (see Fig. 1(c-prune)). Since the future monitor for transaction at Ny, ¢, ., commits if a
receives its token back before its monitoring window end, which happens in Ny, the only
possible future in Ny committing subtree, function decide returns the pruned subtree at Ny
as the new monitoring tree, 73, committing transaction ¢, . (see Fig. 1(c-decide)). Notice
that if node N;ﬁ had been considered when deciding to commit or fail transaction ¢, ., its
future monitor would have incorrectly failed, as a token is not returned in the node N;ﬁ ,
but that node is impossible.

4 Implementing Future Monitors in Optimistic Rollups

In this section, we extend L2o; to implement future monitors. We present: (1) a succinct
way to represent monitoring trees for the encoding of L2, blocks; (2) novel fraud-proof
mechanisms tailored to detect incorrect executions of function step; and (3) proofs that
honest players can always win the new fraud-proof mechanisms and enforce the correct
evolution of the new L2y5.

4.1 Representation of Monitoring Trees

We propose to represent the L2, not using a single Merkle Patricia trie, but with a monitoring
Merkle tree, where each node of the tree contains the root of a Merkle Patricia trie. Therefore,
L2, state are encoded by the root of a monitoring Merkle tree. Given a monitoring tree 7

the Monitoring Merkle Tree (MMT), denoted with MMT(7), has the same structure as 7.

Leaves in MMT(7) have the same content as the corresponding leaf in 7, and internal nodes
contain the hash of the concatenation of (1) their children nodes (2) the root of the Merkle

Patricia trie of the node and (3) the transaction corresponding to the level. See Figs. 2 and 3.

For simplicity, we work with monitoring Merkle trees that are complete. If a node tree
has a single successor (e.g., because the transaction does not use future monitors), we encode
the missing successor and all its descendant as H(0). We use H;(0) for the hash of the node

that represents a deleted node at height 7. Hashes H;(0)) are computed upfront by all agents.

Membership proofs in MMTs are logarithmic. However, since we added content to the
nodes, proving that elements are in a given leaf consists not only of the hashes of sibling
along the path to the root, but we also require the content of all nodes on that path in
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hy =
H(ps, t2, p7, ps)

hy =
H(pi, t1, h3, hy)

hy =
H(pa, t2, po, p10)

hy =
H(po, to, h1, ha)

hs =

fo H(ps, ts, p11, p12)
hy =

’ H(pa, t1, hs, he)

he =
H(ps, t2, p13, p14)

Figure 2 Monitoring tree 7. Figure 3 Monitoring Merkle tree MMT(7).

the underlying monitoring tree 7. Furthermore, since we assume that the hash function is
collision-resistant, each monitoring Merkle tree is associated with a single monitoring tree.
In symbols, if 7 # 7/, then MMT(7) # MMT(7'). Therefore, L2,y states are encoded as the
root of an MMT and its height.

To simplify notation, given a node n in an MMT with hash h, we will also use h to refer
to the hash itself, the monitoring Merkle subtree rooted at n and the monitoring subtree
associated with the monitoring Merkle subtree rooted at n.

4.2 Fraud-Proof Mechanisms

We present now novel fraud-proof mechanisms (also referred as fraud-proof games or FPs)
used to discard fraudulent L2, blocks. A graphical representation of the games can be
found in Appendix A. As in traditional L2, fraud-proof games, our FPs are arbitrated by
L1 contracts.? However, traditional L2o; FPs bisect the low-level execution trace of the
disputed transaction while our approach arbitrates high-level special purpose algorithms,
which results into simpler, and more modular and clear fraud-proof games.

Our FPs are finite turn-based games played between a defender (the STF that posted
in L1 an L2y, block) and a challenger (an STF disputing the validity of the block). Each
game consists of positions and moves. After a player moves, one of the following can occur:
(1) the arbitrator contract immediately determines the winner; (2) the game moves to another
position within the same game; (3) the players engage in another game. The last possibility
was introduced for clarity, but all our games can be flatten into a single game. Players
alternate turns with a predetermined total time per game, decreasing only in their turn,
similar to chess clocks and as used in existing L2,z. We describe next each game.

Step Game. Given a dispute over an .24, block, the players first reduce the disagreement
to a single transaction, as in traditional L2,g. This corresponds to disputing step(r,t) = v.

To arbitrate such disputes, we introduce a stepGame® that decomposes the execution of

. . . h(rt ()
step(7,t) into a sequence of high-level functions: 7 attach(r,t) 7 P Mgl -+ prune, (2),

2 We use “traditional L2og” to refer to L2or without future monitor capabilities.
3 This game is only used after k transactions. For the first k transaction function step coincide with
function attach, and thus, the attachGame (explained below) should be used in those cases.
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decid
M L(’“% v. The game stepGame (see Fig. 5 in App. A) bisects the sequence of intermediate

monitoring trees (encoded as the root of monitoring Merkle trees) until it is reduced to a
single high-level function. At that point, the game continues as the specialized fraud-proof
game for either attach, prune; or decide.

Initially, the posts a claim of the form (hy,t, h,) where h; is the root MMT(7)
and h, is the claimed root MMT(step(7,t)). The challenger can dispute the claim using
move bisectSubtrace by posting a hash h,,, asserting it to be the root of the MMT at the
midpoint of the execution trace of step(7,t). This bisects the trace and moves the game to
bisectedSubtrace where the uses selectSubtrace to select a subtrace, whose size is
half of the original trace. After a logarithmic number of moves, the dispute reduces to a
single high-level function. To reach a final verdict the players play a specialized sub-game
depending on the point in the trace under dispute:

attachGame, using move initAttachGame, if the dispute is over the first step in the trace;

decideCame, using move initDecideGame, if the dispute is over the last step in the trace;

pruneGame_i, USing move initPruneGame, in all other cases.

We now describe these games.

Attach Game. The game attachGame (see Fig. 6 App. A) resolves disputes over the addition
of a transaction ¢ to the leaves of 7 to produce ) = attach(r,t). The game begins with the
posting a claim (Appe, t, post), Where hpre is the root of MMT(7) and Ay, is the
claimed root of MMT(n). While the challenger can detect an incorrect hyys by recomputing
attach(r,t) locally, it does not know the specific incorrect node (to provide a succinct proof
to the L1 arbitrator) because the challenger does not know which tree hp,s represents.
Therefore, the must reveal the immediate successors and metadata associated with
both root hashes using move revealbData with (pg, to, hp,.e‘ . hopre_, Ppost - Rpost, ), claiming that:
po is the root of the Merkle Patricia trie in the node represented by hashes hpr. and hpost,
to is the transaction in the outgoing edges from those nodes,
Rpre ; and Ay are the hashes of the failing and committing successors of hpye, resp., and
Rpost ; and hyes, are the hashes of the failing and committing successors of hpost, resp.

Since attach only modifies the leaves of 7, the state py and the outgoing transaction ¢
are the same in both trees. Then, the game is at position openSubtree, where the challenger
can dispute one of the following:

(1) the data provided does not hash to hpp Or hpose. The L1 arbitrator resolves this
immediately deciding the winner.
(2) hpost ; is not the failing successor of node hpys:. In other words, hpost ; is not the root of

the monitoring Merkle tree MMT (attach(fyre . 1))

(3) hpost, is not the committing successor of node hpyg. In other words, hpost, is not the

root of the monitoring Merkle tree MMT (attach(hye_, 1))

In cases (2) and (3), the challenger can use move selectSuccessor to transition to posi-
tion challengedSubtree where the claim corresponds to successor nodes ((hpref,t, hpostf) or
(hpre,, ts Ppost, ), respectively), decreasing the height of the disputed tree by one. This process
can be iterated reducing the dispute to a leaf of 7. When h. is a leaf of 7, the node
becomes an internal node in the new tree 1. The uses move reveallLeaf to post a
tuple (hpostf, Rpost,) claiming that:

Bpost, and hyest, are the failing and committing successors of hyost, that is, hpost =

H(hp're; t7 hpostf ) hpostc)~

Ppost, and hpest_ are obtained by applying transaction ¢ at hyy., that is, apply Tx(hpre, t)

= (hpostf ; hpostc )

7:9
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This leaves the game in openLeaf where the challenger can dispute the first claim using move
chData (resolved immediately by the arbitrator contract), or the second claim using move
initApplyTx, moving to a traditional L2,z FP that arbitrates the execution trace of applyTx.

Prune Game. The game pruneGame_i (see Fig. 4) resolves disputes regarding the pruning
of level ¢ from a monitoring tree where impossible nodes at depth greater than ¢ have been
removed. That is, it arbitrates function prune;(n;41) = ;.

The game pruneGame_i is similar to attachGame, but the main difference between the two
games is that monitoring trees n;+1 and prune;(n,4+1) can only differ at level i (instead
of differing at the leaves as in attachGame), where some nodes from 7,41 may be removed.
Accordingly, pruneGame_i is the same as attachGame until hpr and hpos represent node at
depth 7 — 1 in n;4; and 7;, respectively, and h,,. successors might be removed in 7;. At this
point, the can transition the game to position openNode using revealNode, posting
a tuple (p,t;—1, hpref,hprec7bf,bc) that represent a state, outgoing transaction, successor
hashes, and two impossibility bits (bs, b.) claiming that:

1. Apre ; and hg,r_ are the failing and committing successors of hy.e, that is, hpre =

H(p, ti—h hpref ) hprec))-

2. by and b, are as follows:

If by is true, the claims that the failing successor of h,,s is an impossible

node, meaning that:

a. in all futures from h,.._ transaction ¢;_; is known to commit, and

b. the failing successor must be removed from 7);: hpostf = H(D).

If by is false, the claims that the failing successor of hy,st is not impossible:

c. (1) hpre_ is an empty subtree or (2) in some future from node h,e_ transaction ¢;_;

is not known to commit, and

d. that the failing successor of hp,s must be preserved in 7;: hpos: .= hpre »

If b. is true, the claims that the committing successor of hys: is an impossible

node:

e. in all futures if hy._ transaction ¢;_; is known to fail, and

f. must be removed from 7;: hpost, = H(D).

If b, is false, the claims that the committing successor of A, is not impossible:

g. in some future of hy.  transaction ¢;_; is not known to fail, and

h. must be preserved in 7n;: hpost, = hpre, -
If the challenger plays chData to dispute the first claim or claims 2.b, 2.c.1, 2.d, 2.f, 2.h, the
arbitrator contract can decide immediately, by checking whether the data provided hashes to
hpre and hpost. If the challenger disputes plays initImpossible disputing any of the remaining
claims, the game moves to ImpossibleGame (explained below). In case of 2.a and 2.e, the
players swap their roles in ImpossibleGame.

Impossible Game. In impossibleGame (see Fig. 7 in App. A), the claims that the
successor s is an impossible node in a monitoring tree A where the committing successor was
not removed and ¢ is the root outgoing transaction.

If s is the failing successor, then claims that in all futures of the committing
successor of h the future monitor of transaction ¢ is known to commit. In this case, the
challenger can use move revealWitness to provide a witness: a hash h;, a position pos and a
smart contract sc, claiming that: (1) h; is the leaf at pos in the committing sub-tree of h
and (2) sc monitors transaction ¢ but does not commit ¢ in the future represented by leaf h;.
Then, the games transition to position openSubtree where can dispute claim (1)
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pruneGame_i claim := (hpre, hpost, depth = 0) challenger := B = A

revealData(p, t, hpre s> hpre,s Bpost > fpost,.)

@(?r 1, hpre, hDV‘Ef’ hprecs hpostx hpostf, hpostcx depth) -0 'EhPéEa'()- - -

selectSuccessor(s)

if (s == f) {

h_pre = h_pre_f; i -
h_post := h_post_f; depth <i-1 and

h_pre = h_pre_c;

h_post := h_post_c;

3

} else { . revealData(p, 1, hp,ej., hpregs hpost/whpostc)

E chpbata()

depth := depth+1; revealleaves(p, ti-1, hpre» hpre.s be, by)

d depth=i—1 ’
challengedSubtree (hpre, Apost, depth) and dep ! @e,,ﬂ, ti—1, hpre]., hpregs hposts by, be)

if (b_s) {ch := B; de := A;},

else {ch := A; de := B;}! initImpossible(s)
vand hore, # Hy—;(0)

{initial_claim := (hpre, ti-18,k — i),

challenger := ch, := de} |

ImpossibleGame

Figure 4 Positions and allowed moves in game pruneGame. Positions are represented as ovals and
sub-games with squares. The initial position of the game is init, marked with a double oval. Arrows
represent moves, whose destination can be positions in the same game or other games. In the latter
case, the initial claim and the role of player are provided. Arrows with no destination represent
disputes that are resolved immediately by the arbitrator contract. Orange arrows represent enabled
moves for the , while red dashed arrows indicate enabled moves for the challenger.

by continuing the game as a membership proof game on monitoring Merkle tree h using
move chStatus, or dispute claim (2) by continuing the game as membership proof on the
Merkle Patricia trie h; using move chLeaf. In both cases, the player roles are reversed. Both
membership games are similar to the game for Merkle trees described in [8]. The case of s
being the committing successor is analogous, but in move revealWitness the challenger does
not provide any smart contract. Instead, the smart contract that fails transaction ¢t must be
provided by the defender in move chStatus.

Decide Game. The decideGame resolves disputes regarding the selection of the new monitor-
ing tree when the monitoring window for the oldest transaction expires. In other words, this
game arbitrates whether decide(n;) = v, where in 7; all impossible nodes are pruned.

The initial claim is (Rpre, hpost), Where hyre is the root of MMT (1) and hpes
is the claimed root of MMT(v). To dispute this claim, the challenger must play revealData
providing three hashes, p, hpre ; and pre,, a transaction ¢ and a bit b, asserting that:

1. pis the root of 7, t is the outgoing transition at 7; with failing and committing successors
Bpre, and hyre, . In symbols, hpre = H(p, T, hpre, s hpre, )-

2. If b is false then the committing successor is the decided one, so (a) hpre, = hpost and (b)
in all futures of Ay the future monitor of ¢ commits with timeout.

3. If b is true then the failing successor is the decided one, so (a) hpre ;= hpost and (b) in
some future of Ay the future monitor of ¢ fails with timeout.
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If the disputes claim 1, 2(a) or 3(a) playing chData, the winner is decided immedi-
ately. If the disputes any of the remaining claims playing initCommitwithTimeout, the
game transitions to commitWithTimeoutGame. If the disputed claim is 3(b) the players change
roles in commitWithTimeoutGame.

Commit with Timeout Game. In commitWithTimeoutGame (see Fig. 9 in App. A) the

claims that the future monitor of h commits in all futures, or the timeout function commits ¢.
The challenger can move to position openSubtree playing revealWitness providing a witness:
hash h;, a position pos and a smart contract sc claiming that (1) h; is the leaf at pos in
the committing subtree of h, and (2) sc fails ¢ (using timeout function if still undecided)
in h;. Then, the can dispute claim (1) with chStatus to continue the game as a
membership proof game on a MMT, or dispute claim (2) with chLeaf to continue the game
as membership proof on a Merkle Patricia trie. In both cases, the player roles are reversed.

4.3 Honest Strategies

We provide now winning strategies for the honest player. Our honest strategies build upon
honest strategies of the FPs used as building blocks. In particular, we assume that the
traditional L2qy fraud-proof game that arbitrates the execution trace of applyTx has a winning
strategy for an honest defender and a winning strategy for an honest challenger. Furthermore,
a winning strategy for the honest player in the membership-game on Merkle trees appears
in [8], and can be easily extended to Merkle Patricia tries and monitoring Merkle trees.

Step Game. The initial claim is a tuple (hy,t, h,.). Both players agree that Ay
is the root of the monitoring Merkle tree associated with a known monitoring tree 7, but

disagree that h, is the root of the monitoring Merkle tree MMT (step(, t)).
attach(7,t)
Honest Challenger Strategy: An honest challenger follows the sequence 7 ————=

decid
M) Met1 - - - pruney (72) m ecide(rm) v that form the step function’s trace. Upon

request, the challenger provides the correct intermediate monitoring Merkle root from

the local computation of the step trace using move bisectSubtrace. Eventually, when
the disputed trace is reduced to a subtrace of length 1 the game moves to a specialized
sub-game. For games attachGame and pruneGame, the challenger becomes the

Since the challenger is honest and agrees with both extremes of the disputed subtrace, the
function execution challenged is correct. Therefore, the challenger can win the stepGame.
Otherwise, for decideGame, the challenger maintains its role. In this case, the challenger
proposed the left extreme of the challenged subtrace and the right extreme remains the
initial h,.. Since the challenger is honest, the initial claim in the decideGame is incorrect,
and the challenger can win decideGame by following the honest strategy of the challenger.
Honest Defender Strategy: An honest maintains the invariant that the left
extreme belongs to the challenged trace but not the right extreme. This is achieved by
selecting the appropriate subtrace using the move selectsubtrace (st), where st is left
if she does not agree with the intermediate monitoring Merkle root proposed by the
challenger, and right otherwise. When the disputed trace has length 1, the game moves
to a specialized sub-game as before.

In games attachGame Or pruneGame, since the is honest and did not agree with the
right extreme of the subtrace, the initial claim in the subgame is incorrect. Therefore,
the can win the by following the challenger’s honest strategy in those games.
Otherwise, for decideGame, the maintains its role and the right extreme remains
the initial h,, and the can win by following the honest strategy in that game.



M. Capretto, M. Ceresa, and C. Sanchez

Attach Game. The initial claim is a tuple (hppe, t, hpost, Reight). Both players
agree that Ay is the root of the MMT tree associated with a known monitoring tree 7 of
height height, but disagree that hpes is MMT (attach(7,t)).

Honest Defender Strategy: An honest defender can win by ensuring that hy,y. and Apes:
belong to MMT(7) and MMT (attach(7,t)), and that hpese = MMT (attach(hpre, t). At
each turn, except when height is 0, the provides (p, t, hpref,hprec, hpostf, Ppost, )
corresponding with currently challenged nodes hy,. and hp,s:. Because the is
honest and knows both MMTs, these elements will satisfy the hash check of the L1
arbitrator contract (if challenged). In spite of which successor the challenger disputes,
the selected nodes will belong the challenged MMT.

Upon reaching a leaf node hp,., the provides (hpostf,hpostc) that represent the
successors of hpes and satisfy (hpostf, Ppost,) = applyTx(hppre, t), passing the hash check
of the L1 arbitrator if challenged. If the game continues with applyTxGame, the defender
can follow the honest defender’s strategy for that sub-game.

Honest Challenger Strategy: An honest challenger keeps the invariant that hpes: is not
the MMT associated with attach(hyye, t), for all challenged tuples (Apyre, t, hpost, ) in the
game. When the game is at position openSubtree (p, b Pepres Popre ;s Bopre, s Ppost » Ppost, ),
the challenger first verifies the hashes and invokes the arbitrator to win immediately if
they do not match. Otherwise, since H is collision-free, at least one of hpst ; or hpost,
must not be the successor of hp,s, and the challenger selects the offending successor.
When a leaf hy,. is reached at position openLeaf (hpre,t,hpost,hpostf,hpostc), the pair
(hpostf,hpostc) must either violate being the successors of hpes or (hpostf,hpostc) =
applyTx(hpre, t). The first case can be checked by the arbitrator contract when us-
ing move chData, and the second reduced to applyTxGame, where the challenger can follow
the winning strategy.

Prune Game. The honest strategy for the and challenger for pruneGame_i are
analogous to those for attachGame. The honest player maintains a consistent invariant while
traversing the MMT toward the nodes at depth i affected by the pruning operation. The
honest defender maintains the invariant that the challenged nodes are part of the original
MMTs, while the honest challenger maintains that ks is not the result of pruning impossible
nodes at level ¢ from monitoring Merkle tree h,,.. The only difference is that when the
challenged nodes are at depth 7 — 1, the game moves to impossibleGame.

Impossible Game. We consider both cases separately.

Honest Defender Strategy: The claim of the in impossibleGame is (h,t, s, height),
asserting that h is the root of an MMT of height height where the committing successor
was not removed, t is the root’s outgoing transaction, and the successor s is an impossible
node.
If s is the committing successor, the claim implies that for all futures of the committing
subtree of h, there is a smart contract whose future monitor fails ¢. The challenger
proposes h; and a position pos and transitions to position openSubtree. If h; is not
the leaf at position pos of the committing subtree of h, the plays chLeaf to
transition the game to membershipGame, with roles reversed. Otherwise, if h; is indeed
one of the futures, then there is a contract sc whose future monitor fails ¢ in h;. The
can obtain sc by inspecting the failmap of all contracts invoked during the
execution of transaction ¢ and then play chStatus to provide sc and transition to

membershipPatriciaGame.
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If s is the failing successor, then for all futures in the committing subtree of h, all
smart contracts that monitor transaction ¢ commit the future monitor. The challenger
proposes a hash h;, a position pos, and a smart contract sc and moves to position
openSubtree. The proceeds as follows:
If h; is not the leaf at position pos of the monitoring tree represented by h, the
plays chLeaf to transition to membershipGame, with roles reversed.
Otherwise, h; is indeed one of the futures of h, and since transaction t is known
to commit in all futures, the future monitor of smart contract sc for transaction
t cannot be in state fail or undecided. Therefore, the moves to pos-
ition membershipPatriciaGame playing chStatus, where can win following
the strategy of the challenger proving that sc’s failmap entry corresponding to
transaction ¢ is not in state fail or undecided.
Honest Challenger Strategy: The challenger agrees that h is the root of a monitoring
tree of height height where the committing successor was not removed and all impossible
nodes that are not immediate successors of the root have been removed, t is the root
outgoing transaction, but disagrees on the successor s being an impossible node.
If s is the committing successor, for some future h; of the committing successor of h
no smart contract fails the future monitor of transaction ¢. The challenger uses move
revealWitness to propose a hash h; and its position pos in the committing subtree of h.
If the moves to position membershipGame, the challenger can win by following
the honest strategy because h; is indeed the leaf at position pos. If the moves
to membershipPatriciaGame — independently of the smart contract sc that the
proposes — the challenger can win because there is not smart contract that fails the
future monitor of ¢.
If s represents the failing successor, then for some future h; of h there is a smart
contract sc, whose future monitor fails t. The challenger proposes a hash h;, its
position pos in the committing subtree of h, and the smart contract sc. Again, the
challenger can play the winning strategy in each sub-game.

Decide Game. This game reduces to the commitWithTimeoutGame, which is impossibleGame
when the successor is failing, with the only difference that the witness also takes in account
the timeout function.

5 Conclusions

Future monitors are a defense mechanism that enables smart contracts to state properties
across bounded future time. The decision to commit or fail transactions may depend on
transactions that will execute in the future, delaying transaction consolidation. Future
monitors were inspired by Optimistic Rollups — a Layer-2 solution for scaling blockchains —
where the effect of transactions is already delayed to allow the use of fraud-proof games to
determine the correctness of rollup blocks. Unfortunately, future monitors cannot be directly
implemented in L1 blockchains or in existing Optimistic Rollups.

We showed in this paper how Optimistic Rollups can be adapted to implement future
monitors. We introduced monitoring Merkle trees, that represent monitoring trees in a
succinct way, and support efficient membership proofs. We developed novel fraud-proof
mechanisms that arbitrate at high-level the building blocks of the algorithms that govern
future monitors, leveraging purpose-specific membership game on Merkle trees already
presented in [8]. We described strategies for honest players, showing thay a single honest
participant can always enforce the correct evolution of Optimistic Rollups with future
monitors capabilities.
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Fraud-proofs over concrete high-level algorithms are simple and easy to formalize. An

interesting future work is to formalize our fraud-proofs using theorem provers, for example
by extending the LEAN library that models arbitration games [11] for our specific games.

This paper demonstrates that supporting future monitors does not require significant

modifications to Optimistic Rollups. A potential obstacle for a real implementation is that
in principle the size of monitoring tree can be exponential in the monitoring window, forcing
STFs to store a huge amount of information. We expect that, in practice, transactions are
mostly independent, opening the door for concise encoding of monitoring trees, which we
plan to study as future work, along with ways to limit the size of the tree.
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stepGame claim := (h;,t,h,) challenger := B = A

'
bisectSubtrace(h,,) E

! (I+r)/2=1+1and

(I+r)/2=1and [ =0and ' 1<I<k+2and

'

'

'

initAttachGame () initPruneGame(left)
attachGame S iy Taim 1= (hy £ k), = (bt 3~ 12

{initial_claim : h

challenger := A, 1= B} challenger := A, := B}
bisectedSubtrace(hy, t, hy, hypn, L, 1)

r=k+4and(I+r)/2=k+3and (I+r)/2=r—-1and2 <r < k+3and

. initDecideGame initPruneGame(right
0 (right) pruneGame

{initial_claim := (hpm, h;), {initial_claim :=

|
:
challenger := B, = A} , (s bk +3 = (147)/2),
A challenger := A, 1= B}
'
,
'
r—I1>2and! selectSubtrace(st)
bisectSubtrace (i) | if (st == left) {h_r := h_m; r := (1+r)/2;}
' else {h_1 := h_m; 1 := (1l+r)/2;}
'

( challengedSubtrace(hy, t, hy,L,r) D

Figure 5 Positions and allowed moves in game stepGame.

attachGame claim := (hpre, t, hpost, levels) challenger := B = A

revealData(p, hpre . hpre Apost - fpost,.)

hDat.
¢ - - SARR0), . opensubtree (p. i1 hore, e . Horeg: hoosts hpost . Bpost, 1eveTs)

selectSuccessor(s)
levels >0 and if (s == f) { h_pre := h_pre_f; h_post := h_post_f; }
revealbata(p, 1, hprep, hpre.» hpost - Bpost, ) else { h_pre := h_pre_c; h_post := h_post_c; }
levels := levels-1;

challengedSubtree (hpre, ¢, hpo@

levels =0 and
revealLeaves(hpostf, hpost, )

{initial_claim := (hpre,?, hpostf, hpost, ) »

A
} N applyTxGame

. chbata()

Figure 6 Positions and allowed moves in game attachGame.
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impossibleGame claim := (h,t,s,height) challenger :

s==f and s==c and
revealWitness(hy, pos, sc) revealWitness(hy, pos)
state := {fail, undecided} state := {fail}

{initial_claim := (hj, sc,state,t),
challenger := A, := B}

s == f and chStatus n Y
@(h, t,s,height, hy, p@ f 0 |membersh1pPatr1c1aGame
s == c and chStatus(sc)

{initial_claim := (hj, sc,state,t),
challenger := B, 1= A}
{initial_claim := (h,height, h,pos),

challenger := A, .= B} chLeaf()

| membershipMerkleGame |

Figure 7 Positions and allowed moves in game impossibleGame.

decideGame claim := (hpre, Bpost) challenger := B = A

revealData(p, hpre . hpre,. £, b)

openSubtree(p, ¢, hpre, hp,ef, hpre b) chbata()

if (b) { ch := A; de := B;}

else {ch :=B; de := A} initCommitWithTimeout ()
{initial_claim := (hpre,,t,k),

challenger := ch, := de}

[commi twithTimeoutGame |

Figure 8 Positions and allowed moves in game decideGame.

commitWithTimeoutGame claim := (h,t,height) challenger := B = A

j
:
:
:
revealWitness(h;, pos,sc) | status := {fail, undecided+timeout=fail}
:
,
|
:
,

openSubtree(h, t,s, height, hy, pos, sc, status)———— cF\Status() |membershipPatriciaGame
{initial_claim := (hy,sc, status,t)
, challenger := A, := B}

{initial_claim := (h,height, h;, pos),

challenger := A, := B} chLeaf ()

| membershipMerkleGame |

Figure 9 Positions and allowed moves in game commitWithTimeoutGame.
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—— Abstract

Reentrancy remains one of the most critical vulnerabilities affecting Ethereum smart contracts.
While many existing analysis tools focus on detecting classical single-function reentrancy, more
complex forms such as cross-function reentrancy are harder to identify because they depend on
execution semantics and interactions between multiple functions. In this work, we study reentrancy
at the level of Ethereum Virtual Machine (EVM) execution traces. We extend the TXSPECTOR
framework with new Datalog-based detection rules designed to capture cross-function reentrancy
patterns. To support this analysis, we also modernize the trace extraction component by adapting it
to recent versions of the Ethereum client and updated EVM instructions. The proposed approach
is evaluated on real Ethereum on-chain transaction traces. The results show that our method is
able to detect cross-function reentrancy behaviors that are not captured by the original TXSPECTOR
rules, demonstrating the effectiveness of pattern-based logic detection at the EVM execution level.
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1 Introduction

Blockchain technology has evolved rapidly since the introduction of Bitcoin in 2009 [25],
enabling not only decentralized payments but also the execution of programmable logic
through smart contracts. Smart contracts are programs deployed on a blockchain whose
execution is enforced by consensus, allowing mutually distrusting parties to interact without
trusted intermediaries. While this paradigm offers transparency and autonomy, it also intro-
duces severe security challenges. Smart contracts often hold cryptocurrencies of significant
value, which makes them attractive targets for malicious actors. At the same time, once
deployed they are immutable and cannot be patched; therefore, vulnerabilities discovered
after deployment cannot be eliminated by modifying the vulnerable code. Among smart
contract vulnerabilities, reentrancy is one of the most critical. It occurs when a contract
transfers control to an external entity before completing its own execution, allowing the
callee to re-enter the caller within the same transaction and exploit its intermediate state.
The DAO attack in 2016 [37], which resulted in the loss of more than three million Ether,
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represents the first and simplest instance of this vulnerability. Since then, research has
shown that reentrancy can occur in more complex and compositional forms, involving subtle
interactions between control flow and state updates.

In response to reentrancy threats, numerous approaches and tools have been proposed
to detect and mitigate such vulnerabilities. Formal analysis techniques commonly rely on
methods such as symbolic execution, taint analysis, fuzzing, and constraint solving [29].
Beyond bug-finding, smart-contract security has also been studied through information-flow
properties: noninterference-based analyses aim at formally ruling out unwanted influence
across security levels in contract behaviors [16, 5. The notion of interference has been
studied in other formal settings as well, including behavioral preorders explicitly sensitive
to interference; we build on this general intuition and instantiate it to EVM-level smart-
contract executions [8, 13]. Several well-known static analysis tools, including Oyente [22],
Securify [39], and Mythril [33], analyze smart contract code to identify patterns associated
with reentrancy vulnerabilities. Ethor [32] extends this line of work by abstracting the
semantics of EVM bytecode using Horn clauses to verify reachability properties. These
approaches are complemented by dynamic analysis frameworks such as ContractFuzzer [17]
and sFuzz [26], which explore contract behavior at runtime using fuzzing techniques. More
advanced analyzers, such as Clairvoyance [43] and SmartDagger [20], specifically focus on
detecting vulnerabilities arising from cross-contract interactions.

Most existing tools focus on detecting single-function reentrancy, where the callee re-
enters the same function while the contract is in an inconsistent intermediate state. In this
work, we analyze reentrancy at the EVM bytecode level using execution traces. We extend
Txspector [28], which currently detects vulnerabilities such as Reentrancy, UncheckedCall,
and Suicidal contracts but is limited to single-function reentrancy. Our goal is to extend
its detection capabilities to identify a more advanced and dangerous form of attack, cross-
function reentrancy, where the callee re-enters a different function before the initial execution
completes. This work is guided by the following research question: how does reentrancy
manifest at the level of EVM execution semantics, particularly in complex and compositional
scenarios?

Based on the observations above, this paper makes the following contributions:

1. We define new patterns for cross-function reentrancy, and based on these patterns, we
design a set of logic detection rules for its identification.

2. We modernize the TxSpector framework by updating its source code to support recent
libraries and EVM changes introduced by newer Ethereum hard forks.

3. We implement the proposed rules in the TxSpector detector component using Datalog
and evaluate them through experiments on real-world Ethereum transactions.

2 Background

Smart contracts in Ethereum execute on the Ethereum Virtual Machine (EVM), a stack-based
runtime environment. They are typically written in high-level languages such as Solidity [35]
and compiled into bytecode, which is the only representation available after deployment
unless source code is explicitly published [4]. The bytecode is distributed via contract creation
transactions and executed by every node in the network whenever a contract function is
invoked. The EVM is designed to ensure deterministic execution across all nodes and follows
a stack-machine architecture, where instructions operate on a data stack or constant operands.
During execution, a contract can use three memory regions. The stack is a volatile region
manipulated by dedicated instructions. Memory is a volatile, byte-addressable heap that



S. Guesmi, C. Piazza, A. Gasparetto, M. Rizzo, and S. Rossi

persists only during a transaction. Storage is a persistent key-value store mapping 256-bit
words to 256-bit words and represents the only state preserved across transactions. Each
contract invocation occurs within a transaction. Transactions can be issued by external
accounts or by other contracts. To prevent abuse and ensure termination, Ethereum employs
a gas mechanism, where each instruction consumes a predefined amount of gas paid by the
transaction sender. This mechanism also protects the network from infinite loops.

In Ethereum, smart contracts interact with external contracts and transfer Ether through
message calls using primitives such as call, transfer, and send. These instructions trigger
the fallback (or receive) function of the recipient contract, which may execute additional
operations depending on the gas forwarded. The send and transfer instructions forward a

limited gas stipend of 2300 gas, restricting the callee’s ability to perform complex operations.

In contrast, call forwards all remaining gas by default, enabling arbitrary code execution
and making it the primary source of reentrancy vulnerabilities. Other call-related instructions
also exist such that delegatecall executes the code of another contract in the context of the
caller, meaning that the caller’s storage, address, and balance are preserved, and Staticcall

performs a read-only external call and does not allow state modification during execution.

In Solidity, such interactions are commonly expressed such as a.call{value: x}("fun"),
where a is the callee address, the string specifies the function signature, and x is the amount
of ether transferred.

Prior work has classified smart contract vulnerabilities into three layers: the blockchain
layer, the virtual machine layer, and the solidity layer [31]. In this work, we argue that
reentrancy detection fundamentally belongs to the virtual machine layer because reentrancy is
not only a coding mistake, but a runtime behavior induced by the EVM call semantics, which
temporarily transfers control to external code and can dynamically alter the transaction’s
control flow before the original execution completes [34]. As a result, reentrancy depends
on the concrete sequence of call frames, returns, and storage operations during transaction
execution, and is therefore more naturally captured at the bytecode and execution level rather
than solely at the source-code level. More generally, our choice to perform bytecode-level
analysis is motivated by several additional reasons. First, the source code of deployed
contracts is often unavailable, as the blockchain stores only the compiled bytecode. Second,
certain properties relevant to vulnerability analysis are observable only at the bytecode level
(e.g., gas consumption defined by EVM instructions). Third, compiler optimizations may
alter the structure of the generated bytecode, which can affect the reliability of analyses
performed at the source-code level, making post-compilation analysis more appropriate.

3 Related Work

Smart contract vulnerabilities have been widely studied, with reentrancy recognized as one
of the most severe threats. Prior work classifies vulnerabilities into the blockchain, virtual
machine, and Solidity layers [31]. Recent work has also investigated reentrancy from a formal
information-flow viewpoint, modeling reentrant behaviors through noninterference to capture
semantic dependencies across executions [5]. Reentrancy fundamentally arises at the EVM
layer, as it is caused by execution semantics and inter-contract interactions rather than
source-level syntax, motivating low-level analysis approaches.

Static analysis tools have been extensively used for reentrancy detection. Vandal [7]
analyzes EVM bytecode by translating semantic relations into Datalog, enabling scalable
detection of multiple vulnerabilities, including reentrancy. Securify [39] follows a similar
logic-based approach but applies conservative violation patterns that often flag any state
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update after an external call as vulnerable, leading to false positives. Source-level tools such
as SmartCheck [36] and Slither [12] rely on syntactic or rule-based detection, which limits
their ability to capture complex execution behaviors and cross-contract interactions.

Symbolic execution has also played a central role in smart contract analysis. Oyente [3],
followed by Mythril [9], Manticore [38] and Osiris [19], explores execution paths at the EVM
level to detect reentrancy and other vulnerabilities. However, symbolic execution suffers
from path explosion and scalability limitations, forcing a trade-off between precision and
coverage that reduces its effectiveness for large or compositional contracts.

Dynamic approaches aim to complement static analysis. ReGuard [21] applies fuzzing by
translating contracts into C++ and generating randomized transactions to detect reentrancy
from execution traces. While effective for certain execution-dependent bugs, fuzzing suffers
from limited coverage and difficulty in triggering complex vulnerability conditions.

Runtime monitoring tools such as Sereum [30] and ECFChecker [15] detect reentrancy
during execution by tracking control and data flows, achieving high precision but focusing
on detection and prevention rather than abstraction and reuse.

Recent work has explored compositional and cross-contract reentrancy detection. Sail-
fish [6], Pluto [23], and SISE [42] extend analysis across contract boundaries, improving
coverage of complex interactions. Nevertheless, these approaches rely on ad hoc detection
rules and lack a unified abstraction that explains different reentrancy behaviors in a systematic
manner.

Existing approaches either rely on conservative heuristics, suffer from scalability issues,
or focus solely on detection at runtime. None provides a pattern-based characterization
of reentrancy grounded in EVM execution semantics, together with precise and reusable
detection logic. This paper addresses this gap by defining a design-pattern—based taxonomy
of reentrancy vulnerabilities and implementing logic rules for their detection.

4 Reentrancy Vulnerability

Reentrancy is one of the most critical and widely studied vulnerabilities affecting Ethereum
smart contracts. It arises when a contract transfers control to an external contract before
completing its own state updates, allowing the external contract to call back into the original
contract and manipulate its state while it is in an inconsistent intermediate state [2] [30] [34].
The practical severity of reentrancy has been demonstrated by several real-world incidents.
The most prominent example is The DAO attack in 2016, which ultimately led to the
Ethereum hard fork [2] due to its massive financial and ecosystem impact, with losses
estimated at around USD 60 million. The vulnerability resided in the DAO contract’s
withdrawal function [11], which transferred Ether to the user before updating the user’s
internal balance. A malicious contract exploited this flaw by repeatedly re-entering the
withdrawal function during fallback execution before the balance update took place. Similar
reentrancy-based exploits have continued to affect major decentralized finance platforms,
including Uniswap [27] and Lendf.Me [10] in April 2020, and BurgerSwap [44] in May 2021,
with losses ranging from hundreds of thousands to millions of dollars.

Reentrancy vulnerabilities can arise in several forms depending on how control returns to
the vulnerable contract. In single-function reentrancy [5], the attacker repeatedly re-enters
the same function before its state is updated. In cross-function reentrancy [40] [30], the
re-entry occurs through a different function within the same contract, affecting shared state
in a less obvious way. Cross-contract reentrancy [41] involves multiple interacting contracts
and more complex call chains. Reentrancy may also occur through DELEGATECALL [18], where



S. Guesmi, C. Piazza, A. Gasparetto, M. Rizzo, and S. Rossi

external code executes in the caller’s storage context, creating risks especially in proxy-based
designs. Finally, although less common, reentrancy can also emerge during contract creation
through CREATE or CREATE2 [30], when initialization logic enables unexpected callbacks before
deployment is fully completed.

Several protection mechanisms have been adopted to mitigate reentrancy vulnerabilities
in smart contracts. The most widely recommended practice is the Checks-FEffects-Interactions
(CEI) pattern, which requires contracts to first validate conditions, then update their internal
state, and only afterward perform external calls. By ensuring that critical state changes
are completed before control is transferred outside the contract, CEI reduces the risk of
reentrant execution. Another common defense is the use of a mutex-based guard, usually
implemented through a shared lock variable or a nonReentrant modifier, which prevents a
function from being invoked again before the current execution has finished. Historically,
Solidity’s send and transfer primitives were also considered safer because they forward
only a limited amount of gas to the callee, thereby restricting reentrant behavior, although
this protection is no longer considered fully reliable under evolving gas semantics. Other
mechanisms, such as onlyOwner access control and isHuman checks, may reduce exposure by
limiting who can invoke sensitive functions, but they do not provide complete protection
against reentrancy, especially in more complex cross-function or cross-contract scenarios.

5 Reentrancy Patterns

In this work, we adopt the definition of a pattern proposed by Destefanis et al. [24], who
describe a design pattern as “a typical solution to a recurring design problem.” The notion of
pattern originates from architecture then later transferred to software engineering and became
formally established in object-oriented design [14]. A design pattern is generally characterized
by three main elements: a name, which provides a clear and memorable reference; a problem,
which defines the recurring issue and the conditions under which the pattern applies; and a
solution, which presents an abstract but reusable approach for resolving the problem without
prescribing a single concrete implementation.

5.1 Baseline Reentrancy Pattern (TxSpector)

We first restate the baseline reentrancy pattern implemented in TxSpector [45] to clarify its
detection scope and serve as a reference for the extended patterns introduced later.

The pattern presented in Table 1 is effective for detecting DAO-style reentrancy attacks,
as it precisely captures executions in which control-flow decisions rely on stale storage values.

Depth indicates the nesting level of calls, that is, the call-stack level at which an opcode is executed; it
increases on external calls and decreases on return.

Call number records the number of calls that have occurred before a given opcode, thereby identifying
the call instance to which the corresponding opcode belongs.

Index denotes the position of an opcode in the execution flow graph and determines the execution order
of the corresponding instruction.
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Table 1 Baseline reentrancy pattern as implemented in TXSPECTOR.

Field Description
Name Single-Function Reentrancy
Problem A function reads a storage variable (e.g., user balance) and later makes an

external call. The execution flow of the function depends on the value read
from storage. During the external call, a malicious contract re-enters the same
function before the original execution completes. As a result, the storage value
used in the control-flow decision becomes stale, allowing the attacker to exploit
the inconsistent contract state.

Detection Rules The detection rules are divided into two main conditions. Condition 1 checks
the SLOAD—JUMPI dependency: it verifies whether a value read from storage
through SLOAD is subsequently used in a control-flow decision, namely as part
of the condition of a JUMPI. To ensure that both instructions belong to the
same execution frame, the SLOAD and JUMPI must have the same depth® and call
number?. Condition 2 checks the SLOAD-SSTORE dependency: it first determines
whether there is an SSTORE that updates the same storage address previously
read by the SLOAD satisfying Condition 1. It then verifies that the SSTORE occurs
after the SLOAD and after the return from an external call, by checking both
index® and depth. In particular, the SLOAD index must be smaller than the
SSTORE index, and the SLOAD depth must be greater than the SSTORE depth.
Finally, the rules ensure that SLOAD, SSTORE, and JUMPI all belong to the same
contract.

5.2 New Reentrancy Patterns

Table 2 Cross-function reentrancy pattern as implemented in TXSPECTOR.

Field Description
Name Cross-Function Reentrancy
Problem A function reads a storage variable and performs an external call before

updating the contract state. During that call, a malicious contract re-enters
the same contract through a different function that modifies the same or a
related state variable. Since the original execution has not yet completed, the
contract may enter an inconsistent state that can be exploited.

Detection Rules The detection is divided into two phases. Phase 1 identifies the outer function
fa: it checks whether a function reads a storage variable using SLOAD, whether
the loaded value is used in the condition of a JUMPI, and whether a call-related
opcode is subsequently executed. The execution order must satisfy SLOAD
index < JUMPI index < CALL index, and all three instructions must share
the same depth and call number, indicating that they belong to the same
execution frame. Phase 2 identifies the re-entered function fp: it checks
whether another function, with a different function signature from f,, updates
a storage variable using SSTORE. It then verifies that f, and its SSTORE execute
in the same frame, and that their depth and call number are greater than those
of the outer function, indicating re-entry into a deeper call context. In addition,
the SSTORE must occur after the external call, that is, SSTORE index > CALL
index. Finally, the rule requires that f,, f», SLOAD, JUMPI, the call-related
opcode, and SSTORE all belong to the same smart contract.

We now extend the baseline single-function pattern by introducing new reentrancy patterns
that capture beaviors spanning multiple functions within the same contract. In particular,
we formalize cross-function reentrancy, whose pattern is presented in Table 2.
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The detection rules rely on relations that encode low-level execution events and data
dependencies as logical facts. In particular, opcode relations such as op_SLOAD, op_SSTORE,
and op_JUMPI capture the execution of specific EVM instructions together with their operands,
program location, and execution context, identified by the call number and call depth.
For example, op_SLOAD(_, sload__addr_var, sload_wval, sload_loc, depthA, cnA) denotes
an SLOAD instruction where the first argument is an unused parameter, sload__addr_var
represents the storage address being accessed, sload_wval is the value loaded from storage,
sload_loc is the program location of the instruction, and depthA and cnA identify the
depth and the call number of that opcode. Other relations capture higher-level execution
properties. FunctionSelector identifies the selector of the function executed in a given
frame, CallOperator represents external call instructions that may transfer control outside
the contract, and depends expresses a data dependency between two variables. These
relations are encoded in Datalog [1] as follows:

Listing 1 Auxiliary relations.

CallOperator(target_val, call_loc, call_cd, call_cn) :-

(op_CALL(_, _, target_var, _, _, _, _, _, _, call_loc, call_cd, call_cn);
op_STATICCALL(_, _, target_var, _, _, _, _, _, _, call_loc, call_cd, call_cn);
op_DELEGATE(_, _, target_var, _, _, _, _, _, _, call_loc, call_cd, call_cn);
op_CALLCODE(_, _, target_var, _, _, _, _, _, _, call_loc, call_cd, call_cn)),

value(target_var, target_val).

// Eztract function selector from CALLDATALOAD(0)
// The selector is the first 4 bytes of calldata (located at offset 0)
.decl FunctionSelector(cn:number, depth:number, loc:number, selector:Variable)

FunctionSelector(cn, depth, loc, selector) :-
op_CALLDATALOAD(_, index_var, selector, loc, depth, cn),
value(index_var, "0x0").

Listing 2 Detection rule for the outer function.

.decl OuterFunction(
cnA:number, depthA:number, selA:Variable,
sload_addr_var:Variable, sload_val:Variable, sload_loc:number,
jumpi_cond:Variable, jumpi_loc:number,
call_loc:number

OuterFunction(cnA, depthA, selA, sload_addr_var, sload_val, sload_loc, jumpi_cond,
jumpi_loc, call_loc) :-—
// Function A selector
FunctionSelector(cnA, depthA, sel_loc, seld),
// SLOAD in Function A - reads state
op_SLOAD(_, sload_addr_var, sload_val, sload_loc, depthA, cnA),
// JUMPI +in Function A that depends on the SLOAD wvalue
op_JUMPI(_, _, jumpi_cond, jumpi_loc, depthA, cnA),
depends (jumpi_cond, sload_val),
// Ezxternal call in Function A
CallOperator(_, call_loc, depthA, cnA),
// Ordering
sel_loc < sload_loc,
sload_loc < jumpi_loc,
jumpi_loc < call_loc.
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Listing 3 Detection rule for the re-entered function.

.decl ReenteredFunction(
cnB:number, depthB:number, selB:Variable,
sstore_addr_var:Variable, sstore_loc:number

ReenteredFunction(cnB, depthB, selB, sstore_addr_var, sstore_loc) :-
// Function B selector
FunctionSelector(cnB, depthB, sel_b_loc, selB),
// SSTORE in Function B - modifies state
op_SSTORE(_, sstore_addr_var, _, sstore_loc, depthB, cnB).

Listing 4 Detection rule for cross-function reentrancy.

.decl CrossFunctionReentrancy(
cnA:number, depthA:number, selA:Variable,
cnB:number, depthB:number, selB:Variable,
sload_loc:number, sstore_loc:number,
jumpi_loc:number, call_loc:number,
sload_storage_addr:Value, sstore_storage_addr:Value
)

.output CrossFunctionReentrancy

CrossFunctionReentrancy(cnA, depthA, selA, cnB, depthB, selB, sload_loc, sstore_loc,

jumpi_loc, call_loc, sload_storage_addr, sstore_storage_addr) :-

// Outer function pattern

OuterFunction(cnA, depthA, selA, sload_addr_var, sload_val, sload_loc, jumpi_cond,
jumpi_loc, call_loc),

// Re-entered function pattern

ReenteredFunction(cnB, depthB, selB, sstore_addr_var, sstore_loc),

// Reentrancy condition

cnB > cnA,

depthB > depthA,

// Different functions

selA != selB,

// Temporal ordering

sload_loc < sstore_loc,

// State modification after external call

sstore_loc > call_loc.

5.3 Build Variable Dependency Graph

Algorithm 1 constructs a variable dependency graph to determine whether state variables
read via SLOAD influence control flow decisions. The algorithm computes the transitive closure
of definition-use chains by establishing reflexive dependencies, identifying direct dependen-
cies within statements, and then computing transitive dependencies through intermediate
variables.

5.4 Extract Function Selectors

Algorithm 2 extracts function selectors by identifying CALLDATALOAD operations that read
from offset 0, which contains the 4-byte function selector. For traces without explicit function
dispatch, it falls back to using the call context (¢n,depth) as a function identifier.
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Algorithm 1 Build Variable Dependency Graph.

Require: Execution trace T'
Ensure: Dependency relation D : Variable x Variable — {true, false}
D+ 0
// Reflexive dependencies
for each variable x in T' do
D(z,x) < true
end for
// Direct dependencies (def-use chains)
for each statement stmt in 7' do
for each def(x, stmt,...) and use(y, stmt,...) do
D(z,y) < true
end for
end for
// Transitive closure
repeat
changed < false
for each variables z,y, z do
if D(x,y) A D(y,z) A —~D(z,z) then
D(z,z) + true
changed < true
end if
end for
until —changed
return D

Algorithm 2 Extract Function Selectors.

Require: Execution trace T'
Ensure: Function mapping F : (CallNumber, Depth) — Selector

F+—0
for each op_ CALLDATALOAD(index, result, loc, depth, cn) in T' do
if value(inder) = 020 then > First 4 bytes of calldata
F(cn, depth) < value(result)
end if
end for

// Fallback: use call context as identifier
for each op_ SLOAD or op_SSTORE at (loc, depth, cn) do
if F'(cn, depth) is undefined then
F(cn, depth) < (cn, depth) > Use context as identifier
end if
end for
return F'

FMBC 2026
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5.5 Cross-Function Reentrancy Detection

Algorithm 3 identifies cross-function reentrancy by matching two function patterns: Func-
tion A reads state via SLOAD, uses it in a conditional jump, and makes an external call;
Function B modifies state via SSTORE. A vulnerability is detected when both functions are
different, Function B is re-entered after Function A’s call (indicated by increased call number
and depth), and temporal ordering is satisfied (read before write, write after call).

Algorithm 3 Cross-Function Reentrancy Detection.

Require: Execution trace T' = {op1, 0ops, ..., 0pn} with metadata (loc, cn, depth, vars)
Ensure: Set of cross-function reentrancy vulnerabilities R
// Step 1: Build variable dependency graph
D < BUILDDEPENDENCYGRAPH(T)
// Step 2: Extract function selectors
F < EXTRACTFUNCTIONSELECTORS(T)
// Step 3: Identify Function A patterns
A+
for each op_ SLOAD(addra,vala,locsiad,da, cna) in T do
selg < F(cna,da)
if Jop_ JUMPI(cond, locjumpi,da, cna) where D(cond,vala) then
if 3CallOperator(target, loccair, da, cna) where locsiad < 10Cjumps < l0Ccq then
A+ AU{(cna,da, sela, addr a, locsioad, l0Cjumpi, l0Ccair) }
end if
end if
end for
// Step 4: Identify Function B patterns
B+ 0
for each op_ SSTORE(addrg, valp, locsstore, dB, cnp) in T do
selp «+ F(cnp,dB)
B + BU{(¢nB,ds, sel, addrg, locsstore) }
end for
// Step 5: Detect cross-function reentrancy
R+ 0
for each (¢na,da, sela, addra, locsicad, l0Cjumpi, l0Ccan) € A do
for each (cnp,ds, selp, addrp, locssiore) € B do

if sels # selp then > Different functions
if eng > cna Adp > da then > Reentrancy condition
if loCsioad < loCsstore N l0Csstore > loCcqn then > Temporal ordering
R+ RU
{(cna,da, sela, cnp,dp, selB, l0Csioad, l0Csstore, l0Cjumpi, 10Cear, value(addra))}
end if
end if
end if
end for
end for
return R

6 Implementation

We evaluate our rules by implementing and testing them within TxSpector, which consists of
four main components: the Trace Extractor, the Execution Flow Graph Generator, the Logic
Relation Builder, and the Attack Detector. Our contribution mainly concerns the Trace
Extractor and the Detector.
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For the Trace Extractor, which replays Ethereum on-chain transactions using a Geth node
and records execution traces, we found that the Geth version originally used by TxSpector
was outdated and did not support several newer EVM opcodes. In addition, some of the
libraries required for extraction were no longer available. To address this limitation, we
migrated the extractor to a newer version of Geth and applied the necessary modifications to
restore compatibility with TxSpector while supporting recent EVM changes. These updates
required modifications to several source files responsible for MongoDB initialization and
transaction storage, transaction execution, state prefetching, EVM interpretation, opcode
execution, and trace persistence.

We also updated the Detector component so that it recognizes newer call-related opcodes
during the analysis, and we extended it with new user-defined Datalog rules for detecting
cross-function reentrancy. We then evaluated the extended tool on real Ethereum on-chain
transactions. The following example was successfully detected by our approach. Figure 1
illustrates the process flow of the detector component. The complete implementation of these
modifications along the examples used to validate the proposed detection rules, is publicly
available on GitHub.

Geth trace lines

!

parse each line — build EVMOp objects

} ops = List [ EVMOp ]

group ops into basic blocks (control-flow)

l List [ EVMBasicBlock ] : EFG graph

convert to Three-Address Code

l List [ TACBasicBlock ] : TAC graph |

extract data & ies as logic

l facts/*.facts files |

Pattern matching using logic rules : run Souffle

L attack detection result |

Figure 1 Process flow of the TXSpector detector component.

6.1 Example: Detected Cross-Function Reentrancy

To illustrate the detection algorithm, we present a concrete example of a cross-function
reentrancy vulnerability identified in our analysis. Table 3 shows the raw output from the
detection system.

Table 3 reports the output produced by our detection rule for a cross-function reentrancy
instance. The result shows that the outer function f,, executed with call number 2 at depth 2,
reads a storage value through SLOAD at program location 666 and later performs an external
call at location 732. During this external interaction, a second function f;, executed with
call number 3 at depth 3, is re-entered and writes to storage through SSTORE at location 771.
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Table 3 Detection output for cross-function reentrancy. cnA and cnB denote the call numbers
of the outer function f, and the re-entered function f3, while dA and dB represent their call depths
in the execution stack. sload__idx, sstore__idx, and call__idx indicate the program locations of
the corresponding EVM instructions. Contract denotes the address of the analyzed smart contract.
Sel. A and Sel. B represent the function selectors identifying f, and f3, respectively. A function
selector corresponds to the first four bytes of the Keccak-256 hash of the function signature.

cnA[dAcnB[dB[sload_idx[sstore_idx[call idx Contract Sel. A Sel. B
2 2 3 3 666 771 732 OxBf4de...ca754[0xa..cbb|[0xb..a905

This execution is classified as cross-function reentrancy because all required conditions
are satisfied. First, the reentrancy condition holds, since the second function executes in a
deeper call context and with a higher call number than the first one, that is, 3 > 2 for both
call number and depth. Second, both functions access the same storage address, indicating
that the state modified by f; is the same state previously read by f,. Third, the temporal
ordering is consistent with a reentrancy scenario: the storage read occurs before the storage
write (666 < 771), and the storage write occurs after the external call (771 > 732).

Overall, this output illustrates the characteristic pattern of cross-function reentrancy: one
function reads a state variable and performs an external call before completing its execution,
while a different re-entered function modifies that same state variable during the intermediate
execution window. This may invalidate the assumptions made by the outer function and
lead to exploitable inconsistent behavior.

7 Discussion

This work shows that reentrancy vulnerabilities cannot be fully captured by traditional
single-function or source-level analyses. By operating directly on EVM transaction traces, our
approach characterizes reentrancy as an execution-level phenomenon arising from concrete
control-flow and data-dependency relations. This perspective enables precise reasoning about
behaviors that depend on call context, temporal ordering, and shared persistent state.

A key contribution is the formalization and detection of cross-function reentrancy, where
re-entry occurs through a different function of the same contract. Such vulnerabilities
are missed by existing tools that assume reentrancy to be confined to a single function.
By explicitly modeling call depth, call number, and storage access ordering, our logic
rules accurately identify these behaviors without relying on conservative heuristics, thereby
reducing false positives.

The pattern-based abstraction adopted in this work provides a structured and extensible
framework for reentrancy detection. New variants can be incorporated by defining additional
patterns and logic rules, without modifying the underlying trace extraction pipeline. While
the approach is inherently limited by trace coverage, it complements static and symbolic
techniques and is well suited for analyzing real-world transaction executions.

8 Conclusion

This paper presented a pattern-based approach for detecting reentrancy vulnerabilities
at the level of EVM execution traces. We extended an existing execution-trace analysis
framework with new logic rules designed to capture cross-function reentrancy, a more subtle
and dangerous variant of the classical reentrancy vulnerability. Unlike traditional analyses
that focus primarily on single-function patterns or source-level code, our approach operates
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directly on execution traces and models reentrancy as a runtime phenomenon involving
control-flow dependencies, storage access ordering, and call-context relations.

To enable this analysis, we modernized the underlying infrastructure by updating its
trace extraction component to support recent versions of the Ethereum client and newer
EVM instructions. We then implemented the proposed detection rules in Datalog within the

detector module and evaluated the extended system on real Ethereum transaction traces.

The experimental results demonstrate that our approach successfully identifies cross-function
reentrancy patterns that are not captured by the baseline rules.

Beyond the specific case of reentrancy, the pattern-based methodology proposed in this
work provides a flexible framework for describing and detecting execution-level vulnerabilities
in smart contracts. Future work includes extending the pattern taxonomy to cover additional
classes of vulnerabilities, improving trace coverage, and integrating the approach with
complementary static and symbolic analysis techniques to further enhance detection accuracy.
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correct and safe execution of programs. A powerful approach to testing is property-based testing that
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contracts are also characterized by important non-functional aspects, such as the gas consumption
required to execute their functions. Static gas analyzers are able to obtain parametric gas bounds
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1 Property-based Testing and Smart Contracts

Property-Based Testing (PBT) [12] extends the classical testing paradigm to enable the
specification of expected behaviors of code using a set of properties. Although the idea was
proposed earlier, it is mainly known due to the QuickCheck [10] library implementation for
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the Haskell programming language. Over time, the same principles have been adopted in
several other programming languages, including Erlang, Scala, Java, Python, and even smart
contracts [21].

PBT occupies a useful middle ground between example-based unit testing and heavier-
weight formal verification techniques [13]. This intermediate position is reflected in the way
PBT is performed. In PBT, developers define formal specifications, called properties [13],
that capture invariants or behavioral rules that a program should satisfy. For example, a
property may specify that the balance of an account should never become negative, regardless
of the sequence of operations applied to it. These properties are then automatically checked
against a large number of inputs generated by randomized and structured generators [19, 20].
When a property violation is detected, testing frameworks typically report a counterexample,
which is often minimized to a simpler failing input [10]. Such counterexamples provide
concrete evidence of property violations and often offer valuable insight into the underlying
causes of faulty behaviors. As a consequence, properties can be executed as specifications
that both validate program behavior and document its intended semantics.

Because of having to systematically search over large input spaces, PBT has been observed
to effectively discover corner cases which are less probable to be anticipated or manually
expressed than other test cases [21]. This becomes even more significant when it concerns
state transition behaviors, such as within smart contracts. Indeed, PBT is especially relevant
in testing complex components and systems whose correctness depends on a sequence of
operations [13]. Furthermore, when applied prior to verification, PBT aids in pointing out
inconsistencies and errors in a system prior to start the verification process, which in turn
lowers verification costs [9]. For instance, in the case of smart contracts, where vulnerabilities
are widespread in complex execution paths as well as concurrent execution between contracts,
traditional unit testing has been found inadequate by some studies. However, PBT has been
successful in detecting vulnerabilities in smart contracts when paired with formal verification
tools [17]. This naturally raises the question of whether PBT can be extended beyond
functional correctness to also account for quantitative aspects of execution, such as resource
usage and execution cost.

In this context, it is important to distinguish between functional properties, which describe
the expected behavior of a program, and non-functional aspects, which concern quantitative
characteristics of execution such as resource usage or cost [15]. In the context of blockchain
applications, gas consumption represents a particularly relevant non-functional aspect.

2 Gas Analysis of Smart Contracts

Gas is a measure of the computational and persistent storage resources needed by a transaction
to be executed on the Ethereum blockchain. The gas consumed by a function, invoked within
a transaction, depends on the EVM opcodes it executes. The cost of each of the different
opcodes is precisely specified by the Ethereum gas cost model [24, 2]. Those opcodes that are
computationally more expensive or that access the replicated (persistent) storage consume
more gas. For instance, storing a value to the persistent storage may consume up to 22,100
units of gas, while storing a value on the operational stack only consumes 3 units of gas.
When executing a transaction, if the user provides less gas than the gas required to run
the function invoked within the transaction, the execution is aborted and an out-of-gas
exception is raised. Besides, the state is reverted and the user loses all gas provided. Hence,
it is of utmost importance to have tools that are able to infer sound estimates on the gas
consumption for each public function within a smart contract.
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Gas analysis [5, 7] takes as input a smart contract and infers an upper bound for the gas
consumed by its public functions. These upper bounds are parametric expressions defined
in terms of the arguments of the function analyzed, the global contract variables and even
certain blockchain information. Importantly, gas analyzers infer sound gas upper bounds,
i.e., none execution of the public function will exceed the bound computed by the analysis.
State-of-the-art gas analyzers [5, 7] compile the source level program into bytecode form and
build a system of recurrence equations that define the gas consumption from the bytecode
using the Ethereum cost model. After that, they use solvers [4, 22] to compute closed-form
upper bounds from the recurrence equations. As an example, for a loop like for (uint i
=0; 1 < a; i++){ sum = sum + i; }, where a is an input parameter to the function,
GASTAP [5] infers 2224-24276-(a) as gas upper bound. While it is intuitive that the bound
is linear on the value of a, the concrete constants that measure the cost of each iteration
(24276) and the base case (222) require the understanding of the translation of the source
level intructions into bytecode and also of the gas model of the opcodes. We refer to [5] for
the technical details.

3 Combining Gas Analysis and Property-based Testing

The complementary nature of PBT and static gas analysis lies in their different focuses. PBT
aims to generate concrete executions that explore the various behaviours of a program, while
static gas analysis aims to produce sound static characterizations of the gas consumption
associated with a smart contract’s functions. The remainder of this section describes our
approach to combine these two complementary techniques within an integrated testing
framework. Specifically, PBT is intended to be used to generate test cases, while gas analysis
is used to associate gas-related information with the generated tests, as we will illustrate
along this section.

3.1 Motivation: Correctness, Cost and Test Generation

Simply having a smart contract that functions correctly is not sufficient to guarantee an
acceptable behavior once it is deployed on the blockchain. Unlike traditional software systems,
smart contracts operate under a strict cost model, where every executed opcode incurs a
monetary cost paid by users in the form of gas. For this reason, both developers and
users must be confident not only in the functional correctness of a contract, but also in the
predictability and affordability of its execution costs. Even when a smart contract behaves
correctly for all possible inputs, its gas consumption may vary significantly depending on
those inputs. Such variability can render the contract economically impractical or even
unusable due to excessive transaction fees.

From a testing perspective, this introduces a non-trivial challenge. Relying solely on worst-
case gas consumption estimates is insufficient, as developers need concrete and executable
test cases that expose unexpected or problematic gas behaviors. However, traditional testing
techniques are not designed to systematically generate execution scenarios that are critical
from a gas-consumption standpoint. Therefore, gas usage should be treated as a first-
class testable property. This paper proposes combining static gas analysis with PBT to
automatically generate meaningful test cases that assess not only functional correctness, but
also the economic viability and predictability of smart contract execution.
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2 contract RewardSystem {
4+ mapping(address => uint256) public userBalances;

¢  function claimRewards(uint256 points) public {

7 require(points > 0, "Points must be greater than zero");
8 uint256 currentBalance = userBalances[msg.sender];
9 if (points < 50) {

10 for (uint256 i = 0; i < points; i++) {

1 currentBalance += points;}

12 } else {

13 currentBalance = currentBalance + (points * 2);}
14 userBalances[ msg.sender] = currentBalance;

15 }

16

v}

Figure 1 Running example of a reward-based smart contract with input-dependent execution
paths.

3.2 Motivating Example

In order to clarify the issues discussed above, we introduce a running example presented
in Fig. 1, which describes a smart contract that is functionally correct for all inputs, yet
consumes gas in different ways depending on the input values. The contract RewardSystem
implements a simple incentive mechanism in which users can claim rewards by invoking the
function claimRewards at line 6, (L6 for short) with an input parameter points, representing
the amount of points to be redeemed. The function first performs a basic validity check
on the input (L7) and retrieves the current reward balance of the caller (L8). The core of
the function consists of a conditional statement (L9) that separates the execution into two
different paths, depending on whether a given threshold condition on the input is satisfied.
In one execution scenario (1.9-L11), the function executes a loop (L10) whose number of
iterations depends on the value of points, incrementally updating the user’s reward balance
(L11). In the alternative execution scenario (L12-L13), the function updates the user’s reward
balance through a constant number of arithmetic operations (L.13), without executing any
loop. In this case, the computational effort — and therefore the gas consumption — remains
largely independent of the input value.

Both execution paths are functionally correct and fulfill the intended behavior of the
smart contract, as they correctly update the user’s reward balance. However, their gas
usage patterns are vastly different, clearly illustrating that functional correctness alone is
insufficient to determine the acceptability of a smart contract when gas consumption is taken
into account. Identifying such gas-critical execution scenarios requires generating concrete
input values that drive the execution toward specific paths, which motivates the need for
automated test generation techniques that explicitly take gas consumption into account.

3.3 Using Gas Analysis for Property-based Testing

We now present our approach towards building a method for gas-aware testing in which
the gas consumption is treated as an identifiable and quantified aspect when executing
smart contracts, to allow developers to generate repeatable test cases characterised with
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Test 1 (loop path)
Input:
points = 1

Execution path:
branch condition points < 50 holds

iterative update of currentBalance

repeated arithmetic operations proportional

Fioravanti, and P. Gordillo

Test 2 (non-iterative path)

Input:
points = 50

Execution path:
branch condition points > 50 holds

single arithmetic update of currentBalance

Estimated gas:

to points 37.310

Estimated gas:
25.260

Figure 2 Test cases with the same gas upper bound instantiated.

costs, and enabling them to reason about both the functional correctness and gas cost of
their program. Consider again the example in Fig. 1, a first approach to gas-aware testing
would be to consider the global upper bound inferred by an off-the-shelf gas analyzer such
as GASTAP [5] without making any changes to the gas analysis. For our example, GASTAP
infers 2.6034+max([22.657 , 22.257+249-points|) as gas bound. Let us explain that the upper
bound contains two separate components: (i) the constant value 2.603 corresponds to the gas
consumed until the conditional instruction (L9) is reached, and (ii) the second component that
contains the maximum of two values, corresponds to the consumption of each of the branches
of the conditional instruction. In particular, the value 22.657 is an upper bound of the gas
consumed if the else-branch is executed, while the parametric expression 22.257+4249-points
is an upper bound of the gas consumed by the if branch. In this last case, the bound
is parametric on the variable points (the input argument of function claimRewards), as the
number of times that the for loop (L10) is executed depends on the value of that variable, as
seen in Sec. 2.

When the concrete inputs appearing in the generated tests are obtained, the parametric
bounds computed by the gas analyzer can be instantiated to obtain gas-aware tests that
include estimates of the gas costs of executing the corresponding inputs. This makes it
possible to compare different test cases based on the costs associated with distinct execution
paths. Fig. 2 shows two different test cases, Test 1 represents an execution in which the
variable points has the value 1 and Test 2 one in which points is equals to 50. Hence,
the first test case executes the if-branch (L9-L11 in Fig. 1) as points < 50. In order to
produce gas-aware test cases, we can instantiate the upper bound with points = 1, obtaining
25.260 (the result of 2.603+max(22.657 , 22.506)). The second test executes the else-branch
(L12-L13 in Fig. 1), obtaining 37.310 as upper bound from (2.603+max(22.657 , 34.707)).
The gas-aware tests allow a user to check that a specified amount of gas could be exceeded.

The precision of our gas-aware approach could be improved by feeding the gas analyzer
with path constraints gathered during testing. The problem is that considering the global
upper bound expression for the entire function may result in instantiated bounds that are not
tight for the considered inputs. This is reflected in the test cases shown in Fig. 2. The reason
is that the global upper bound does not contain information on the part of the bound that
corresponds to the if and the else-branches, they are just put together using the max. As a
consequence, when instantiating the expression with points = 1, as the gas consumption
of the else-branch (22.657) is higher than that of the if-branch (22.506), we take such cost
even if this path is not exercised by the test (the associated path constraint to this path is
points > 50). Similarly, in the second test, for which the else-branch should be executed,
the instantiation of the global bound for points = 50 corresponds to an upper bound on the
gas consumption of an unfeasible execution path in which the for-loop is executed 50 times.
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Test 1 (loop path)
Input:
points =1

Execution path:
branch condition points < 50 holds

iterative update of currentBalance

repeated arithmetic operations proportional

Test 2 (no-loop path)

Input:
points = 50

Execution path:
branch condition points > 50 holds

single arithmetic update of currentBalance

Estimated gas:

to points 25.260

Estimated gas:
24.860 + 249 - points

Figure 3 Test cases with the different upper bound depending on the execution path.

Our idea is to work on a better integration in which the gas analysis exploits the path
constraints of the execution used to generate each test case to obtain tighter upper bounds.
For instance, when the if-branch is executed we will have the path constraint points < 50,
the upper bound should correspond to 24.860+249-points, disregarding the component which
does not correspond to this path constraint. Similarly, for test cases in which the else-branch
is executed, the corresponding bound would be the component 25.260 that matches the path
constraint points > 50. Figure 3 shows the bounds for each test case if the upper bounds
were obtained by feeding the gas analyzer with the path constraints of each corresponding
execution path. This way, the bound for Test 1 in Fig. 3 would be 25.109 when instantiated
with the value 1, instead of 25.260, whereas in the case of Test 2 the bound would be 22.657
instead of 37.310.

Overall, the gas-aware test cases outline the envisioned outcome of the proposed research:
the ability to generate concrete and executable tests that are explicitly associated with
distinct execution paths and enriched with gas-related annotations. The overall goal is
to make gas consumption a first-class testing goal which, in turn, enables developers to
systematically reason about both functional correctness and cost-related behavior through
automatically generated tests.

4 Related Work and Conclusions

Smart contracts have different characteristics such as immutability, persistent state, and
gas-limited execution, that make traditional testing techniques insufficient. In the last years,
several tools [14, 3, 18, 8, 16, 6, 11, 23] and methods have been proposed to detect runtime
errors, security vulnerabilities, and undesired behaviors. Several tools rely on property-based
testing [14, 3, 16, 11]. These tools automatically generate inputs and transaction sequences
to explore execution paths and find vulnerabilities. Examples include ContractFuzzer [16],
Echidna [14], or Foundry [3] which allow specifying properties or invariants that must hold
during execution. Although Echidna [14] and Foundry [3] allow gas consumption to be
checked during the execution of test cases, they rely on executing concrete transactions on an
EVM. As a result, gas is treated only at runtime, and these tools cannot exploit parametric
information. SolAR [11] builds a test suite trying to maximize the path coverage. The
generated test cases consist of concrete sequences of transactions executed on an EVM and do
not check functional properties or reason about gas consumption. Method eth_estimateGas [1]
from Ethereum JSON-RPC API approximates the gas consumed by a transaction by per-
forming an iterative binary search and simulating the transaction execution on the EVM.
This simulation uses the blockchain state of the latest mined block. However, the gas inferred
by this method may be imprecise, as the state of the blockchain can change between the
time of estimation and the actual execution of the transaction.
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Other approaches [18, 23] use symbolic execution and SMT solvers to reason about branch
conditions and generate test cases where the executions are vulnerable. Mythril [18] and
Solitor [23] identify security issues and control-flow errors. Mutation testing has also been
applied to smart contracts [8, 6] to evaluate the quality of existing test suites. Tools like
Deviant [8] introduce errors into the code and measure whether tests detect them. Other
tools such as SuMo [6] define several mutation operators to modify the behavior of the
contract and evaluate the quality of the code. However, they do not define any operator that
takes into account the gas consumption of a smart contract.

As conclusion, we have proposed an integrated testing approach utilising both parametric

gas bounds (inferred via static analysis) and automatically generated concrete test cases.

Current testing approaches for smart contracts focus primarily on runtime gas usage, whereas
we aim to systematically associate cost with a series of specific execution paths. By treating
gas consumption as a first-class goal of testing, we are able to create a better basis for
comparing equivalent but economically divergent execution paths. Future research will focus
on implementing the gas-based testing framework following the proposed methods, as well as
exploring its applicability to more complex smart contracts and their related costs.
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