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— Abstract

This artifact accompanies our work “Remote Con-
colic Multiverse Debugging”. In this work we
present a novel multiverse debugger capable of ef-
fectively pruning redundant paths from the state
space to reduce the effect of state explosion. This
is accomplished by leveraging the power of concolic
execution which is able to reduce the number of
paths while ensuring full code coverage. Addition-
ally, this work uses a trace-based approach which

significantly reduces the overhead of multiverse de-

bugging. This approach differs from previous works
such as MIO, which uses a snapshot-based approach
and focuses on IO consistency instead of the state
explosion problem.

The artifact consists of three components which
are bundled in the form of a VM image. This image
consists of our prototype Remote Concolic Multi-
verse Debugger, an evaluation of our state-space
reduction system and a performance comparison
between trace and snapshot-based approaches.
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1 Scope

This artifact provides the source code for a prototype remote concolic multiverse debugger. This
debugger is built on top of our previous work MIO [3]. The debugger has been modified to use
a trace-based approach rather than the checkpointing system from MIO and now provides a
state-space reduction mechanism.

This artifact contains the debugger itself, which can be tested on example programs, a series
of benchmarks used to evaluate our state-space reduction technique and a test that compares the
overhead of our trace-based approach with the checkpointing approach from MIO.

The three main claims we make are that we have made a prototype remote concolic multiverse
debugger which can interactively explore the multiverse and suggest future execution paths with
full code coverage. Secondly, we evaluate the state-space reduction technique and argue that it
runs in a reasonable amount of time for most programs. Finally, we claim that the trace-based
approach we use has less overhead in comparison to MIO’s checkpointing approach.
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2 Content

The artifact package includes:
A modified version of the MIO debugger called rCMD which uses our trace-based approach
and offers a program analysis allowing all future execution paths in a program (up to a certain
depth) to be found. This modified version is open source and is being developed in the MIO
GitHub repository https://github.com/TOPLLab/MI0/tree/rcmd. To compile the software
from source, the guide in the README.md can be followed. In the artifact, the debugger and its
source code can be found in the $HOME/rcmd directory.
In addition to our project being open source and easy to recompile, we also believe it is
structured in a way that it can be reused for future work. Elements such as the trace-
based approach are implemented as a customizable ‘snapshot policy’ in the WARDuino [1, 2]
WebAssembly VM. The policy allows configuring when data should be sent to the client and
which data should be sent. Currently rCMD only configures this policy in one particular way,
but the customizable nature of the policy allows it to be used in other ways in the future. By
directly adding this functionality to WARDuino itself and making it customizable, we ensure
that this infrastructure can be reused by other tools in the future.
An evaluation of our state-space reduction technique used to produce Table 1 in the form of
benchmarks. These benchmarks can be found in the $H0ME/rcmd/benchmarks directory. They
are also publicly available in the MIO repository on the rcmd branch.
A comparison of the overhead of rCMD’s trace-based approach and MIO’s checkpointing
system. The source code for this comparison is located in $HOME/rcmd/src/test/kotlin/
benchmarks/TracePerformance.kt.

3 Getting the artifact

The artifact endorsed by the Artifact Evaluation Committee is available free of charge on the
Dagstuhl Research Online Publication Server (DROPS). The artifact is also available on Zenodo,
url: https://doi.org/10.5281/zenodo.19643542.

3.1 Getting started

Our artifact consists of three parts, a graphical debugger, an evaluation of our state-space
reduction technique and a comparison of the overhead with MIO. Since the debugger is a graphical
application, we provide everything in a Ubuntu 26.04 VM image. To get started load the .ova file
into VM software such as VirtualBox. We provide two VM images, one for arm (rcmd-armé4.ova)
and one for amd64 (rcmd-amd64.ova) machines. Once the VM has loaded you can start it, you
should automatically be logged in '. Open a terminal as pictured in Fig. 1 to start evaluating the
artifact.

3.1.1 Debugger

To start the debugger, run the command ./debugger.sh in the home directory. You will see the
start window shown in Fig. 2. You can select an example file using the Select program button from
the examples directory. This should start a debugging session for this program. More information
about evaluating the different features of the debugger can be found in Appendix A.1.

! The password for the VM is rcmd if you ever need it.


https://github.com/TOPLLab/MIO/tree/rcmd
https://doi.org/10.5281/zenodo.19643542
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remd@topllab: ~

Figure 1 Click the terminal icon in the top left of the screen.

rCMD

rCMD Debugger

for WARDuino

[/dev/cu.debug-console O
Use emulator

Select program

Figure 2 The start screen which you should see after running ./debugger.sh.

3.1.2 State-space Reduction Evaluation

In addition to the debugger itself, our state-space reduction technique can also be evaluated by
running the ./state-space-reduction.sh command in the home directory.

This allows producing a table similar to Table 1 in the paper. Detailed information about the
expected output can be found in Appendix A.2.

3.1.3 Overhead in comparison to MIO

Finally, we provide a comparison of the overhead with MIO. To run this evaluation you can run
the ./trace-performance.sh command in the home directory. Information about evaluating the
output can be found in Appendix A.3.

4 Tested platforms

The artifact has been tested on an M4 Pro MacBook Pro with 48GB of RAM running macOS
26.3.1. The debugger has also been tested on an x86 Linux machine with an i7-8565U and 16GB
of RAM running Ubuntu 25.10.
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5 License

The artifact is available under the Mozilla Public License 2.0.

6 MD5 sum of the artifact

ff735b349b8895d5bbab6e61£70f65ee

7 Size of the artifact

11.13 GB

A Experimental Claims

There are three main claims in our work. Firstly we present a prototype remote concolic multiverse
debugger. Secondly, we claim that the performance of our concolic analysis is reasonable with
the analysis taking less than a second to complete for most programs and in the range of a few
seconds for larger programs. Finally, we claim that the overhead of our trace-based approach is
much lower than the overhead added by MIO’s checkpointing approach.

A.1 Debugger

After setting up the VM you should have a functional debugger and WebAssembly runtime. To
evaluate the functionality of the debugger you can perform the following actions.

1. First you will have to start the debugger using the following command in the home directory:
./debugger.sh

This opens up the start screen as previously shown in Fig. 2. Select the upload.wasmn file from
the $HOME/rcmd/examples/temperature-indicator-advanced directory. This should start
a new debugging session as depicted in Fig. 3.
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export function main(): \ .
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chip_pin_mode(Pin.Rec
chip_pin_mode(Pin.Ore
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setColor(Pin. S
else if(readTemp(
setColor(Pin.
else {
setColor(Pin.
}
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pc i32 0x108
global 0 i32 15
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Figure 3 Screenshot of the debugger at the start of the debugging session.
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2. Next press the step line button as shown in Fig. 4. This should make the multiverse tree shown
in the right side of the window grow. You can also see that the current line (highlighted in
yellow) is now line 32 instead of line 31.
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2 }
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Figure 4 Screenshot of the debugger after pressing the step line button (highlighted in red).

3. The main feature our work adds in comparison to MIO is an automated state-space reduction
technique that can identify interesting paths in the program and automatically add these paths
to the tree. This feature can be activated using the Suggest paths button. Try pressing this
button and pan to the right by dragging with the mouse (or use the scrollbar), you should see
a tree similar to the one shown in Fig. 5.

chip_analog_read(12) 178

chip_analog_read(12) 106 { { { { { { { { { { { { () 616

773

Figure 5 Screenshot of the debugger after pressing the Suggest paths button.

4. Next we also have the Slide button which allows traversing the tree to explore a particular
state. Select a node such as the second chip_analog_read node by clicking it. Then traverse
to this node by pressing the Slide button. You should now see something similar to Fig. 6.

chip_analog_read(12) 178

chip_analog_read(12) - Oemm.—CD‘ 616

773

chip_analog_read(12) 178

ch|p,analog,read(12)106 { )~ = )H { { )~ = { )~ = )H {_) 616

773

Figure 6 Screenshot of the debugger after selecting a node and pressing the Slide button.
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5. Aside from going forwards into a path, you can also slide into a different branch, this will
restart the execution. Try this by clicking the bottom path for the first chip_analog_read(12)
node and then pressing Slide. Because the branch requires a different decision in the past the
debugger will ask to restart the execution. The result should be similar to Fig. 7.

178

chip_analog_read(12)
106 R A A A AT AT A T et16

chip_analog_read(12)

773

Figure 7 Screenshot of the debugger after sliding to a node in a different branch.

6. In subpaths you can also run the program analysis to suggest more interesting paths. To try
this you can press Suggest paths again at the current location. The result should look similar
to Fig. 8. This concludes the evaluation of the debugger itself.

chip_analog_read(12) o

616
chip_analog_read(12) 106

773, chip_analog_read(12) ,

® 1714,

Figure 8 Screenshot of the debugger after pressing the Suggest paths button in a different branch.

A.2 State-space Reduction Evaluation

To evaluate the state-space reduction system you run the . /state-space-reduction.sh command
in the home directory.
After the command has finished you should see a table in the terminal:

$ ./state-space-reduction.sh

Program & States & Paths & Max opts & Time (s) \\

arduino-crystal-ball & 16384 & 11 & 8 & 0.411 \\

arduino-knock & 4096 & 2 & 2 & 0.040 \\

arduino-touch-sensor-lamp & 4096 & 2 & 2 & 0.018 \\
arduino-switch-example & 4096 & 4 & 4 & 0.180 \\

arduino-keyboard & 4096 & 5 & 5 & 0.116 \\

arduino-love-o-meter & 4096 & 4 & 4 & 0.961 \\

arduino-while-no-calibrate & 4096 & 3 & 3 & 0.103 \\
arduino-while-example & 33554432 & 190 & 162 & 212.192 \\
arduino-knock-lock & 33554432 & 13 & 3 & 0.275 \\

arduino-zoetrope & 268435456 & 16 & 2 & 0.455 \\

gesture-robot & 1329227995784915872903807060280344576 & 31 & 2 & 1.263 \\
breakout & 39923308404415195681396920997395676366880543... & 3 & 3 & 6.718 \\

This table is also available as a LaTeX file as visualised in Table 1. The file should be located
in $HOME/rcmd/benchmarks/table.tex.

This table should be similar to Table 1 in the paper. The items are, in order, the program,
estimated state count, number of paths, the maximum number of options at one choicepoint and
the execution time. In the paper we also list the number of loop iterations executed for each of
the programs. The number of executed loop iterations are controlled by limiting the number of
symbolic variables or by creating modified versions of the programs specifically for the benchmarks.
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Table 1 Example of what the table should look like in LaTeX form.

Program States Paths Max opts Time (s)
arduino-crystal-ball 1.638x10* 11 8 0.411
arduino-knock 4.096x10% 2 2 0.040
arduino-touch-sensor-lamp ~ 4.096x10% 2 2 0.018
arduino-switch-example 4.096x10° 4 4 0.180
arduino-keyboard 4.096x10° 5 5 0.116
arduino-love-o-meter 4.096x10° 4 4 0.961
arduino-while-no-calibrate ~ 4.096x 103 3 3 0.103
arduino-while-example 3.355x107 190 162 212.192
arduino-knock-lock 3.355x107 13 3 0.275
arduino-zoetrope 2.684x108 16 2 0.455
gesture-robot 1.329%103° 31 2 1.263
breakout 3.992x10%° 3 3 6.718

The estimated state count, number of paths and maximum number of options at a choicepoint
should be the same for all programs with a few exceptions:

1. For arduino-crystal-ball you will see that the estimated state size in the paper is lower.

In the paper it is 32 = 2 - 2 - 8. This is because the program first reads a digital pin twice
which has two possible return values and then generates a random integer from [0, 8). This
is a manual state size estimate. Technically speaking however the state-space is much bigger
since the VM can generate any 32-bit integer. The reduction to 8 numbers is only done later
in the program using a modulo operation. Additionally, since WARDuino did not have a
random primitive at the time, the random number is treated as an analog input resulting in
the 16384 = 4096 - 2 - 2 states.

2. For arduino-while-example the numbers can be different. This is because this program
theoretically has an infinite number of paths and we bound the execution so it executes within
a reasonable amount of time. In the paper this is indicated with an asterisk. The main element

that should be clear is that this example takes much longer to analyse than the other programs.

This is caused by the calibration step as we claim in the paper. To prove this, we remove the
calibration step and run this as a separate example called arduino-while-no-calibrate. It

should be clear from the results that the analysis is much faster without this calibration step.

3. In terms of the execution time you will of course also see differences considering the hardware
variations and the use of a virtual machine (and how many resources this machine can use). The
important element here is that most programs can be analysed in a very short amount of time
(around one second) and for much larger programs such as breakout it also only takes around
5s (on our hardware). The main program that has a problem is arduino-while-example
which takes much longer to analyse as shown in the paper.

A.3 Overhead in comparison to MIO

Finally, our paper does a small performance comparison with MIO to evaluate the overhead
difference between tracing and checkpointing. This test runs the breakout program without
tracing or checkpointing, with tracing and with MIO’s checkpointing system and measures the
time every 10000 instructions. In the paper we evaluate this using a Raspberry Pi Pico running
the breakout game. Since this is difficult here we use WARDuino in emulator mode. Of course
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the time measurements differ with the emulator, but it is still very clear that snapshotting has a
lot more overhead in comparison to tracing. Run the ./trace-performance.sh command in the
home directory to start the test. The resulting output should resemble the output below:

$ ./trace-performance.sh
Starting a Gradle Daemon, 1 incompatible Daemon could not be reused, use --status ...

> Task :test

TracePerformance > test() STANDARD_OQUT
Policy No snapshotting
Sending 03

--- Test results ---

No snapshotting: [(10000, 497),
(50000, 2946)]
Tracing(states=[ProgramCounter], minimumArgCount=1):
(30000, 2421), (40000, 3159), (50000, 3941)]
Checkpointing(interval=65535): [(10000, 38643), (20000, 79701), (30000, 123986),
(40000, 172516), (50000, 224561)]

(20000, 1038), (30000, 1626), (40000, 2257),

[(10000, 1063), (20000, 1737),

Closing debugger connection...
Closing debugger connection...
Closing debugger connection...

BUILD SUCCESSFUL in 3m 59s

7 actionable tasks: 2 executed, 5 up-to-date
Consider enabling configuration cache to speed up this build: https://docs.gradle...

In this output it took 497ms to execute 10000 instructions without snapshotting or tracing.

It took 1063ms with tracing and 38643ms with snapshotting. This shows that our trace-based
approach has much less overhead in comparison to MIO’s snapshotting approach. You should be
able to draw the same conclusions when running the test.
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