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Abstract
This artifact consists of the MLscript implement-
ation of the generalized Pratt parser introduced
in the related article, together with a standalone
browser demo written in MLscript. The demo
parses full Caml Light programs, a lightweight pre-
cursor to OCaml, as well as examples with dynam-
ically extended syntax, and displays syntax trees,

tokens, parser traces, precedence information, syn-
tax diagrams, and parser errors. For convenience,
the package also includes the MLscript compiler
project used to rebuild the parser and demo, and
the tests that exercise the examples and generated
web-demo artifacts.
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1 Scope

The related article revisits handwritten recursive descent parsing through Pratt’s philosophy:
syntax should be meaningful, easy to read, and easy to parse. It gives a recipe for extensible
recursive-descent parsers that can cover the full syntax of a simple programming language and
produce readable syntax specifications. This artifact contains the implementation of that recipe.
The browser demo and the packaged tests show that the implementation handles ordinary
expression syntax, type syntax, pattern syntax, top-level definitions, Caml Light examples, and
runtime syntax extensions.

The artifact supports the related article’s executable claims rather than performance measure-
ments. In particular, it demonstrates that the parser can be organized around reusable parsing
rules, that built-in and extended syntax are parsed by the same rule representation, and that
parser errors remain visible and inspectable in the demo. The included source also documents
how the parser recipe is connected to the surrounding MLscript compiler infrastructure, which
builds the supplied .mls sources into the JavaScript modules used by the web interface.
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17:2 Recursive Descent Parsers (Artifact)

2 Content

2.1 Top-level components
The artifact package consists of the following top-level components:

web/: generated JavaScript modules and static assets for the standalone browser demo;
Dockerfile: a small static-server image for the demo;
scripts/: helper scripts for building and running the Docker image locally;
mlscript/: the Scala/MLscript project used to build and test the parser implementation and
regenerate the demo JavaScript files;
README.md: a detailed guide for loading, running, testing, and rebuilding the artifact.

2.2 Parser implementation
The parser implementation is located under:

mlscript/hkmc2/shared/src/test/mlscript-compile/apps/parsing/

The files most directly connected to the related article are:
Parser.mls: parser driver, Pratt-style parser loops, parser state, tracing, and error reporting;
Rules.mls: built-in term, type, pattern, declaration, and directive rules;
ParseRule.mls: the reified representation of built-in and extended syntax rules;
Extension.mls: support for #keyword, #extend, and runtime extension state;
Lexer.mls, Keywords.mls, Token.mls, and Tree.mls: lexical, keyword, token, and syntax-
tree structures;
PrattParsing.mls and RecursiveDescent.mls: small support interfaces corresponding to
the presentation in the related article;
ParseRuleVisualizer.mls: generation of precedence tables and syntax-diagram data for the
demo.
The mlscript/ directory is the MLscript compiler project, not only the parser artifact. It

is included because MLscript does not yet provide a standalone compiler executable or package
manager. The artifact therefore archives the compiler context needed to rebuild the parser demo
from the source files listed above.

2.3 Tests
Parser regression tests and web-demo snapshots are included under:

mlscript/hkmc2/shared/src/test/mlscript/apps/
parsing/
parsing-web-demo/

These tests exercise the parser examples, the generated JavaScript modules, and the browser-demo
outputs that are shipped in the artifact.

3 Getting the artifact

3.1 Online demo
The archival artifact is the Zenodo file artifact.zip, available at https://doi.org/10.5281/
zenodo.19783892. The browser demo is also available online at:

https://recursive-descent-parsing.mlscript.dev/

https://doi.org/10.5281/zenodo.19783892
https://doi.org/10.5281/zenodo.19783892
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3.2 Running the web demo from the ZIP
The extracted artifact ZIP can be served directly as a static site:

python3 -m http.server 3000 --directory web

The demo is then available at http://localhost:3000/.

3.3 Using the pre-built Docker image
The Docker image is available from Docker Hub:

docker pull mlscript/parser-demo:ecoop2026
docker run --rm -p 3000:3000 mlscript/parser-demo:ecoop2026

The image serves the demo at http://localhost:3000/. A Docker image tarball is also archived
as a separate Zenodo file for offline loading.

3.4 Building the Docker image locally
The extracted artifact ZIP also contains scripts for building and running the same Docker image
from the included Dockerfile:

./scripts/build-docker-image.sh

./scripts/run-docker.sh

3.5 Rebuilding the parser demo from source
The MLscript sources can be compiled and tested from the vendored compiler project:

cd mlscript
sbt test

The parser and web-demo test suites are part of this packaged test run. To regenerate the
JavaScript files used by the browser demo after editing parser source files, run:

sbt "hkmc2AppsTests/testOnly hkmc2.AppsCompileTestRunner -- -z parsing"

This command produces JavaScript files next to the corresponding .mls sources, including
Parser.mjs, main.mjs, and Examples.mjs. The README contains the detailed operational
guide for running these commands, serving rebuilt files, and interpreting the generated test
snapshots.

4 Tested platforms

The artifact was packaged and tested on macOS 26.3.1 on an Apple M1 Pro machine with 32 GiB
RAM and Docker 28.5.2. The browser demo is a static website that uses JavaScript and should
run in modern browsers with JavaScript enabled. A short demo session requires one CPU core,
512 MiB RAM, and approximately 300 MiB of free disk space after extraction.

Rebuilding the parser demo from source requires Java 21, SBT 1.12.x, Node.js 20 or later,
and several GiB of disk space for the compiler project and build cache. The archived Docker
image tarball is architecture-specific; if docker load reports an architecture mismatch, the image
should be rebuilt from the included Dockerfile.
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17:4 Recursive Descent Parsers (Artifact)

5 License

The project source is distributed under the MIT license. The bundled railroad-diagram renderer
is distributed under CC0, as documented in its source header.

6 MD5 sum of the artifact

16cef98b7354852887cb408876a4ffee

7 Size of the artifact

969.6 KiB (992876 bytes)
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