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Abstract
Abstract interpreters enable sound static analysis,
but are hard to develop. In recent years, researchers
have proposed a component-based approach to de-
veloping abstract interpreters, where different parts
of the abstract domain (e.g., numeric, call frame,
heap) are handled by isolated components. This
works well as long as components do not share or
expose their internal state: Any state update that
is locally sound is also globally sound. However,
some abstract domains require shared state, most
prominently relational abstract domains, which use
symbolic expressions such as 2x + 5 to represent
abstract values. As the relational component per-
forms a strong update of x, the abstract value 2x+5
can change non-monotonically, which breaks sound-

ness. We propose a novel solution to this problem:
A virtual recency abstractions that decouples the
relational component, supports strong updates, and
allows recursion. We prove that the virtual recency
abstraction restores soundness: Any shared state
wrapped in our virtual recency abstraction may
be locally updated non-monotonically, while global
soundness persists. We applied our approach to
develop the first relational WebAssembly analysis,
reusing many components from an existing inter-
procedural abstract interpreter. Furthermore, we
evaluate the recall, precision, and scalibility of this
analysis to demonstrate the practicality of the vir-
tual recency abstraction.

2012 ACM Subject Classification Software and its engineering → Automated static analysis
Keywords and phrases Relational Numerical Analysis, Recency Abstraction
Digital Object Identifier 10.4230/DARTS.12.1.3

Related Article Sven Keidel, Raphaël Monat, and Sebastian Erdweg, “The Virtual Recency Abstraction:
Strong Updates for Abstract Interpreters with Shared State”, in 40th European Conference on Object-
Oriented Programming (ECOOP 2026), LIPIcs, Vol. 372, pp. 14:1–14:30, 2026.
https://doi.org/10.4230/LIPIcs.ECOOP.2026.14
Related Conference 40th European Conference on Object-Oriented Programming (ECOOP 2026),
June 29–July 3, 2026, Brussels, Belgium
Evaluation Policy The artifact has been evaluated as described in the ECOOP 2026 Call for Artifacts
and the ACM Artifact Review and Badging Policy.

1 Scope

This artifact contains instructions to reproduce
Figures 2 and 3 in Section 5
Table 1 in Section 6.1
Figure 4 in Section 6.2
Table 2 in Section 6.3.
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2 Content

The artifact contains source code for the Tip and Wasm analyses described in the paper, as well
as evaluation scripts that reproduce the graphs in Sections 5 and 6.

Section 5
The source code of the Tip analysis can be found in
/evaluation/sturdy.scala/sturdy-tip/src/main/scala/sturdy/language/tip/ana ⌋

lysis/RelationalAnalysis.scala.
The source code of the Wasm analysis can be found in
/evaluation/sturdy.scala/sturdy-wasm/src/main/scala/sturdy/language/wasm/a ⌋

nalyses/RelationalAnalysis.scala.
Figure 2 and 3 is generated by with Jupyter notebook “count_reuse.ipynb”

Section 6.1: Soudness of the Relational WebAssembly Analysis
The source code of the WebAssembly 1.0 specification test suite can be found in
/evaluation/sturdy.scala/sturdy-wasm/src/test/resources/sturdy/language/wa ⌋

sm/spec-test-suite-wasm1/.
The scala test harness can be found in
/evaluation/sturdy.scala/sturdy-wasm/src/test/scala/sturdy/language/wasm/s ⌋

pecification/RelationalAnalysisTestScript.scala.
The data is written in CSV format to /evaluation/sturdy.scala/soundness.csv
The table is generated with Jupyter notebook soundness.ipynb

Section 6.2: Scalability of the Relational WebAssembly Analysis
The benchmarks can be found in
/evaluation/sturdy.scala/sturdy-wasm/src/test/resources/sturdy/language/wa ⌋

sm/benchmarksgame/src.
The Scala test harness can be found in
/evaluation/sturdy.scala/sturdy-wasm/src/test/scala/sturdy/language/wasm/b ⌋

enchmarksgame/BenchmarksgameRelationalPerformanceTest.scala
The data is written in CSV format to /evaluation/sturdy.scala/scalability.csv
Figure 4 is generated with Jupyter notebook scalability.ipynb

Section 6.3: Precision of the Relational WebAssembly Analysis
The WebAssembly code of the precision test can be found in
/evaluation/sturdy.scala/sturdy-wasm/src/test/resources/sturdy/language/wa ⌋

sm/precision.wast.
The C code of the precision test can be found in
/evaluation/sturdy.scala/sturdy-wasm/src/test/resources/sturdy/language/wa ⌋

sm/precision.c.
The data is written in CSV format to /evaluation/sturdy.scala/precision.csv, /ev ⌋

aluation/goblint/precision.csv, /evaluation/mopsa/precision.csv.
Table 2 is generated with Jupyter notebook precision.ipynb.

Reusability

The source code of the analyses presented in this paper is open-source and available on GitHub
(https://github.com/sturdy-analysis/sturdy/tree/relational-wasm).

The code can be recompiled using the Scala built tool SBT and the nix package manager:

git clone --recursive https://github.com/sturdy-analysis/sturdy
cd sturdy
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git checkout relational-wasm
cd sturdy-apron
nix build .#numerical-analysis-libraries
ln -s result/lib lib
cd ..
sbt compile

We recommend to develop the analyses within the IntelliJ IDE.

3 Getting the artifact

The artifact endorsed by the Artifact Evaluation Committee is available free of charge on the
Dagstuhl Research Online Publication Server (DROPS). In addition, the artifact is also available
at: https://doi.org/10.5281/zenodo.19614696.

Getting Started

To get started, first load the docker image of the artifact:

docker load -i virtual-recency-abstraction.tar.gz
docker load -i goblint/goblint.tar
docker load -i mopsa/mopsa.tar

Then start the docker container:

docker run -it --rm -p 8888:8888 virtual-recency-abstraction:latest

Open the link http://127.0.0.1:8888/tree?token=... shown in the command line output in
a web browser. This will open Jupyter included in the docker image. Within Jupyter file browser,
open the “soundness.ipynb” notebook. Evaluate each cells in the order how they appear in the
notebook with “ctrl+enter”. Alternative press the fast-forward button.

To get shell access to the container run

docker run -it --rm --entrypoint bash virtual-recency-abstraction:latest

4 Tested platforms

The artifact is built for X86 CPU architecture and has been tested on linux devices. Since the
artifact contains compiled native code, it cannot be executed on other CPU architectures, such as
ARM-based Macs.

We ran the benchmarks (Figure 4) on a machine with an AMD Ryzen Threadripper PRO
5975WX CPU, Ubuntu 24.0, and OpenJDK 21.0.9 with 100GB heap space and 1GB stack space.

5 License

The artifact is available under an open source MIT license

6 MD5 sum of the artifact

07372d6788f8ce57bdfd06f13189c6f3
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7 Size of the artifact

3.0 GB

A Section 5: Modularity and Reuse

Figures 2 and 3 can be reproduced with Jupyter notebook “count_reuse.ipynb”:
Open the Jupyter notebook “count_reuse.ipynb” following the steps in the getting started
section.
Reexecute each cell in the order how they appear in the notebook with “ctrl+enter”. Alternative
press the fast-forward button.
The cells return latex commands we used to generate Figures 2 and 3 in our paper.

B Section 6.1: Soundness of the Relational Wasm Analysis

Please note that the analysis of float\_exprs.wast requires a lot of RAM. Therefore,
we recommend the reviewers exclude this test. This is explained in more detail in
the Jupyter notebook.

Table 1 can be reproduced with Jupyter notebook soundness.ipynb:
Open notebook “soundness.ipynb” following the steps in the getting started section.
Reexecute each cell in the order how they appear in the notebook with “ctrl+enter”. Alternative
press the fast-forward button.
Table 1 can be found at the bottom of the notebook.

C Section 6.2: Scalability of the Relational Wasm Analysis

Please note that the benchmarks for Polyhedra and Octagons require a lot of RAM
to run. We ran the benchmarks on a machine with 100GB RAM. Therefore, we
recommend the reviewers only reexecute the benchmarks for intervals. This is
explained in more detail in the Jupyter notebook.

Figure 4 can be reproduced with Jupyter notebook “scalability.ipynb”.
Open notebook “scalability.ipynb” following the steps in the getting started section.
Reexecute each cell in the order how they appear in the notebook with “ctrl+enter”. Alternative
press the fast-forward button.
The parts of Figure 4 can be found within the evaluated notebook.

D Section 6.3: Precision of the Relational Wasm Analysis
To repeat the precision tests with the MOPSA analyzer run on the host machine:
cd goblint
docker run --rm -it -v $(pwd):/data --workdir=/data \

--entrypoint bash ghcr.io/goblint/analyzer ./analyze_tests.sh

To repeat the precision tests with the MOPSA analyzer run on the host machine:
cd mopsa
docker run --rm -it --mount type=bind,src=`pwd`,target=/home/mopsa/workspace \

--workdir=/home/mopsa/workspace mopsa/mopsa-analyzer ./analyze_tests.sh

Table 2 can be reproduced with Jupyter notebook precision.ipynb
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Open notebook “precision.ipynb” following the steps in the getting started section.
Reexecute each cell in the order how they appear in the notebook with “ctrl+enter”. Alternative
press the fast-forward button.
Table 2 can be found at the bottom of the evaluated notebook.
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