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Abstract
This artifact provides the means to validate and
reproduce the results of the associated paper “Char-
acterizing Type Feedback in Just-in-Time Compila-

tion”. It enables to reproduce experimental claims
made in the paper, including the claimed numbers
and contained figures.
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1 Scope

This artifact supports the empirical study of type feedback in the Ř JIT compiler described in
the accompanying paper. It enables reproduction of all experimental claims made in the paper,
including:

The characterization of feedback slot participation in speculation, type accuracy, and usage
(Sec. 4, Figs. 7, 8, and Table 1).
The evaluation of the Conservative set and the Optimistic sets for reducing feedback recording
overhead while preserving performance (Sec. 5, Figs. 9, 10, 11, and Table 2).

2 Content

The artifact constists of a Docker [2] image, and a README.md with instructions for loading the
image and running the experiments. All our contributions and dependencies are in the /opt
directory in the Docker image, whose structure is as follows:
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4:2 Characterizing Type Feedback (Artifact)

run_experiment.sh: A script to run all experiments and analysis
scripts: Scripts to run the individual experiments
analysis: All analysis sources
rir: Ř virtual machine
rir/src: Ř sources
rir/external: Ř external dependencies
inputs: The experiment corpus
inputs/Benchmarks: Ř benchmark suite
inputs/kaggle: Kaggle notebooks (external dependecy)
inputs/recommenderlab: Recommenderlab [1] package (external dependecy)
ReBench: Benchmark harness (external dependency)
.venv: Python virtual environment required for experiments (external dependency)
flake.nix: Nix environment used for analysis
flake.lock: Version lockfile for flake.nix

3 Getting the artifact

The artifact endorsed by the Artifact Evaluation Committee is available free of charge on the
Dagstuhl Research Online Publication Server (DROPS). In addition, the instrumented Ř source is
available online at: https://github.com/reactorlabs/rir/tree/feedback-in-jits.

4 Tested platforms

Any system with Docker available is able to load the image and execute all experiments and
analysis. It was tested on a machine featuring two Intel Xeon Gold 6136 stepping 4, microcode
0x2007006 with 12 cores and 24 threads (24 cores and 48 threads total), 252 GB of RAM, 1 TB
of disk space, and Ubuntu 20.04.6 on a 5.4.0-216-generic Linux kernel. The used Docker runtime
is version 27.5.0, build a187fa5.

The execution of experiments and analysis takes approximately 6 hours and does not generate
results of size more than 100 MiB.

5 License

The artifact is freely available under GPL-2.0 license.

6 MD5 sum of the artifact

bf4ac2448a82945cc9dc679a0cdd6460

7 Size of the artifact

4.79 GB

References
1 M. Hahsler. Recommenderlab: An R framework

for developing and testing recommendation al-
gorithms. CoRR, 2022. doi:10.48550/arXiv.
2205.12371.

2 Dirk Merkel. Docker: lightweight Linux containers
for consistent development and deployment. Linux
J., 2014(239), 2014.

https://github.com/reactorlabs/rir/tree/feedback-in-jits
https://doi.org/10.48550/arXiv.2205.12371
https://doi.org/10.48550/arXiv.2205.12371

	1 Scope
	2 Content
	3 Getting the artifact
	4 Tested platforms
	5 License
	6 MD5 sum of the artifact
	7 Size of the artifact

