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Abstract
This artifact accompanies the paper “Language-
Integrated Recursive Queries,” which introduces
λRQL, a calculus that derives properties of embed-
ded recursive queries from the host-language type
system, and TyQL, its Scala 3 implementation. The

artifact provides Docker image that runs the 16-
query Recursive Query Benchmark (RQB) via JMH
and produces CSV files containing the benchmark
results.
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1 Scope

The artifact as a Docker image is available on Zenodo: https://zenodo.org/records/19642590.
The artifact supports two kinds of evaluation:

Performance. Running the artifact produces one cleaned CSV per input size
(small / medium / large) containing, for each of the 16 RQB queries, the average execu-
tion time and JMH error margin of four implementations: Scala Collections (“Coll”), ScalaSQL,
hand-written JDBC SQL strings (“SQL-Str”), and TyQL (“TyQL”). These CSV files are the raw
execution time data data from which the “vs” speedup columns of Table 4 and the aggregated
ratios in Table 5 are derived. An Excel workbook (artifact-tables.xlsx) is included as a
convenience for assembling the paper’s exact table layout from the CSVs, and to automatically
report the difference between the author’s run and the reviewer’s run.
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Implementation. The TyQL source code is included in full, both inside the image and at
https://github.com/aherlihy/tyql/tree/artifact-eval. Key locations:

src/main/scala/tyql/query/Query.scala – the restrictedFix combinator shown in Fig-
ure 14.
src/test/scala/test/query/PaperExampleTests.scala – the example queries of Fig-
ure 11.
src/test/scala/test/query/InsertIntoCompileTest.scala – the example error message
in the implementation description.
src/test/scala/test/query/ – 347 unit tests covering type-level constraints (linearity, mono-
tonicity, κ, constructor-freedom, etc.), SQL generation, error messages, that can be run with
sbt test.

Out of scope. Table 1 and 3 summarize cross-RDBMS feature support and error detection
coverage. These were obtained by running the 16 queries on DuckDB, Postgres, SQLite, and
MariaDB. The benchmark harness shipped here targets only DuckDB (the system used for the per-
formance numbers in Tables 4–5). The DuckDB SQL text is present under bench/data/<query>/
for inspection.

2 Content

The artifact is supplied as a built Docker image that contains:

Dockerfile, docker/entrypoint.sh All dependencies are resolved at image-build time. The
benchmarks can be run end-to-end with docker run, as described in the README, which
invokes the benchmark driver and post-processing scripts.

run_all_bench.sh Benchmark driver. Accepts -S / -M / -L for input size and
-skipTimeout to skip configurations that hit the 10-minute JMH cutoff. Produces
bench/benchmark_out_<size>.csv (raw JMH output) and bench_<size>.out (full log).

postprocess.sh Cleans the raw JMH CSV into a column layout suitable for import. Works on
both macOS and Linux. Scans the log for non-TimeoutException errors and warns if any are
found.

bench/ JMH benchmark classes, DDL schemas, and all three input datasets (small, medium,
large).

src/ The TyQL implementation and test suite.
artifact-tables.xlsx Convenience workbook: import the cleaned CSVs and the paper’s tables

auto-generate.
README.md Full reproduction instructions.

Datasets. All three input datasets (small, medium, large) are included in the pre-built Docker
image. The datasets are also independently archived on Zenodo (https://zenodo.org/records/
19237643) for building from source; the README.md contains instructions for this.

Mapping outputs to paper tables.
Each cleaned CSV (out/<size>_clean.csv) corresponds to one row-group (S / M / L) of
Table 4.
Table 5 aggregates the ratios across all queries in these CSVs.
The Excel workbook computes the exact speedup and summary columns from the CSVs for
convenience; reviewers may also inspect or process the CSV data directly.

https://github.com/aherlihy/tyql/tree/artifact-eval
https://zenodo.org/records/19237643
https://zenodo.org/records/19237643
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3 Getting the artifact

The artifact endorsed by the Artifact Evaluation Committee is available free of charge on the
Dagstuhl Research Online Publication Server (DROPS). The implementation is open-source
(https://github.com/aherlihy/tyql/tree/artifact-eval) and distributed under Apache-2.0.
The full TyQL source code is included in the artifact and can be rebuilt with sbt. The benchmark
code is included in the artifact, and the datasets used for evaluation are publicly archived and
also bundled in the submission package.

4 Tested platforms

Authors’ machine. Intel Xeon Gold 5118 @ 2.30 GHz (2 × 12-core), 395 GB RAM,
Ubuntu 22.04 LTS (kernel 5.15.0-27-generic). JVM: GraalVM Community JDK 17.0.9 (OpenJDK
64-Bit Server VM 17.0.9+9-jvmci-23.0-b22), heap -Xmx8G. Build: sbt 1.9.9, Scala 3.8.2.
Benchmarks: JMH 1.37, -wi 5 -i 5. Database: DuckDB v1.2 (JDBC 1.2.1).

Docker image. The shipped Docker image contains Ubuntu 22.04, GraalVM CE 17.0.9, sbt 1.9.9,
Scala 3.8.2, JMH 1.37, pinned to linux/amd64. The JVM heap and JMH warmup/measurement
counts are set identically by run_all_bench.sh.

Kick-the-tires (Small size dataset). Load the pre-built image and run the small suite:

docker load < tyql-artifact-image.tar.gz
mkdir -p out
docker run --rm -v "$(pwd)/out:/out" tyql-artifact

This produces cleaned CSVs in ./out/ and raw logs in ./out/raw/. The small suite completes in
a few minutes.

Full reproduction. All datasets are included in the image.
-S: a few minutes (kick-the-tires).
-M: ∼4 hours.
-L: ∼10 hours.

Table 4 of the paper reports all three sizes. Running -S, -M, or L reproduces the small, medium,
and large rows. The README.md also contains instructions for building the Docker image from
source and importing the datasets from Zenodo if needed.

Excel-generated tables. For convenience, an Excel file (artifact-tables.xlsx in the arti-
fact, also here: https://github.com/aherlihy/tyql/blob/artifact-eval/artifact-tables.
xlsx) reproduces the exact tables and provides a summary of the % difference between the latest
run, the bare-metal run reported in the paper, and the results the authors obtained from following
these steps on the dockerized version.

Open artifact-tables.xlsx with Excel (tested with Version 16.76 / 23081101).
Add an empty sheet to import the data into.
In that new sheet, navigate to Data > Get Data (Power Query) > From Text (Legacy)
and select out/small_clean.csv > “Get Data”.
In the text import wizard click “Delimited” > next > select “Comma”; do not treat consecutive
delimiters as one.

DARTS
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Copy the imported data into the “small” sheet where it is indicated in yellow.
Repeat the above steps for out/medium_clean.csv and out/large_clean.csv in their re-
spective sheets.

The “EXACT TABLE” sheet generates Tables 4 and 5, with the exception of the number of
iterations. We did not include instructions for reproducing iteration counts because it requires
running all benchmarks a second time with print-lines uncommented, and the number of iterations
is a property of the query, data, and backend database implementation, not of TyQL.

The “compare-with-submitted” sheet shows the difference in speedup between the bare-metal
submitted benchmarks and the reviewer’s run, as well as the difference between the authors’
dockerized run and the reviewer’s run. Cells are highlighted in red if the difference exceeds
0.5x/1.5x, which is expected depending on how much the reviewer’s machine differs from our
machine.

Due to the JIT there is some variability in the calculated speedups, but the numbers should
be within the same order of magnitude and consistent, relative to each other, with the ones in the
paper.

Known compatibility. Docker Desktop users may need to increase VM memory for -M / -L to
accommodate the 8 GB JVM heap plus overhead. The numbers submitted in the paper are the
benchmarks from this repository run on bare metal with the hardware described in “Authors’
machine” above. When the authors reran the benchmarks on Docker to conform to the ECOOP
artifact recommendations we found that the speedups were all within the reported trends and
order of magnitude: most reported speedups were within a ±30% range of the bare-metal results,
with a few queries higher or lower but none exceeding 2x. This level of variation is consistent with
the overhead introduced by containerization and JIT variation, and does not affect the paper’s
conclusions.

5 Reuse Scenarios

Beyond reproducing the paper’s results, we envision the following reuse scenarios for the artifact.

Adding new database backends. TyQL generates SQL strings from a typed AST via an inter-
mediate representation. A new backend (e.g., Oracle, SQL Server) can be added by implementing
the Dialect trait in src/main/scala/tyql/dialects/Dialect.scala, which controls identifier
quoting and type-cast syntax. Dialect-specific feature gates (e.g., whether INSERT...SELECT is
supported) are modeled as type-class instances in DialectFeature.scala; the compiler statically
rejects queries that use unsupported features for the active dialect.

The backend-specialization branch of the GitHub repository further extends the artifact
with multiple database dialects (PostgreSQL, MySQL, SQLite, MariaDB), advanced SQL feature
support (e.g., INSERT...SELECT, UPDATE, DELETE), and richer compile-time error reporting. This
branch demonstrates how TyQL can be extended to target heterogeneous database environments
while preserving the type-level guarantees described in the paper.

Adding new query operators. Expression-level operators are case classes extending Expr in
src/main/scala/tyql/expr/Expr.scala. Query-level operators (e.g., flatMap, filter) are case
classes in the Query companion object in src/main/scala/tyql/query/Query.scala. Adding a
new operator requires: (1) defining the AST node, (2) adding a match case in QueryIRTree.scala
to lower it to the relational IR, and (3) implementing toSQLString() on the corresponding
RelationOp in ir/RelationOp.scala.



A. Herlihy, A. Shaikhha, A. Ailamaki, and M. Odersky 9:5

Extending the type-level constraint system. Each recursive-query restriction (monoton-
icity, linearity, κ, constructor-freedom, mutual recursion) is a sealed trait hierarchy in
RestrictedQuery.scala with corresponding match-type predicates in Query.scala. A new
restriction follows the same pattern: define a marker trait, write a match type that computes
the constraint, and add it as an evidence parameter to fix. The @implicitNotFound annotation
provides a domain-specific error message when the constraint fails.

Reusing or adding benchmarks to the RQB. Each of the 16 benchmarks im-
plements the QueryBenchmark trait in bench/src/main/scala/TimeoutQueryBenchmark
/QueryBenchmark.scala, each implementing five methods – one per implementation strategy
(Collections, ScalaSQL, JDBC, unrestricted TyQL, restricted TyQL). Adding a new recursive
query to the suite amounts to creating a new class that extends this trait and placing the input
data under bench/data/<name>/data/. The JMH harness and post-processing scripts pick it up
automatically. The benchmarks themselves can be reused for other work in the recursive query
area.

Using TyQL as a library. TyQL is a standard Scala 3 library with no code generation or
compiler plugins. A downstream project adds the dependency, defines Table[RowType] values, and
composes queries using the collection-like API (map, flatMap, filter, fix). Calling toSQLString
produces the SQL text; calling run (with a JDBC connection) executes it. The test suite in
src/test/scala/test/query/ provides over 300 worked examples.

6 Reproducing Experimental Claims

This section maps each experimental claim in the paper to the concrete steps needed to reproduce
it.

Table 4/5 – (Section 7). Run the Docker pipeline:

docker load < tyql-artifact-image.tar.gz
mkdir -p out
docker run --rm -v "$(pwd)/out:/out" tyql-artifact # -S (small)
docker run --rm -v "$(pwd)/out:/out" tyql-artifact -M # medium
docker run --rm -v "$(pwd)/out:/out" tyql-artifact -L # large

Each run produces a cleaned CSV in ./out/ corresponding to the execution times reported in
Table 4.

Table 5 – Performance statistics (Section 7). Table 5 aggregates the ratios from the Table 4
CSVs. The included artifact-tables.xlsx workbook computes these automatically.

Figure 14 – restrictedFix signature. The signature is at src/main/scala/tyql/
query/Query.scala in the companion object method Query.restrictedFix on line 423. Compile
and run the test suite with sbt test (300+ tests) to verify all type-level constraints.

Figure 11 – Example queries (Section 6). The three queries are implemented in
src/test/scala/test/query/PaperExampleTests.scala and are exercised by sbt test. Each
test asserts that the generated SQL matches the expected pattern.

DARTS
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Error messages (Section 6.1). The error message comparison in the implementation section is
tested in src/test/scala/test/query/InsertIntoCompileTest.scala.

7 License

The artifact is distributed under the Apache-2.0 license.

8 MD5 sum of the artifact

a0be75e7c26d1cc1394ab8fa2adcb2af

9 Size of the artifact

840 MB
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