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— Abstract

Many of today’s real-time embedded systems are
increasingly relying on GPUs for Al-related comput-
ing. However, existing GPU scheduling solutions for
spatially shared GPU systems are still mostly open-
loop and rely on worst-case execution time (WCET)
estimation for offline schedulability analysis, which
cannot adapt to online workload variations. Al-
though adaptive scheduling has been proposed to
handle runtime execution time variations, prior ap-
proaches target either CPU or time-slicing GPUs,
where only one task can execute on the GPU within
a time slice. In contrast, spatial sharing enables
concurrent kernel execution via Streaming Multi-
processor (SM) partitioning, allowing better GPU
resource utilization. Therefore, new adaptive solu-
tions must be designed for spatially shared GPU
systems.

In this paper, we propose DySM, a closed-loop
response time control algorithm for spatially shared
GPUs in soft real-time systems. In face of runtime
workload variations, DySM leverages dynamic SM
scaling to control task response times with low
runtime overhead. To model GPU resource conten-
tion among tasks, we analytically derive a multi-
input-multi-output (MIMO) system model that cap-
tures the impact of SM scaling on the response times
of different tasks. Based on this model, DySM is de-
signed using feedback control theory for guaranteed
system stability and control accuracy. Experimental
results on an Nvidia GPU testbed demonstrate
that DySM outperforms state-of-the-art solutions by
providing runtime real-time guarantees. Compared
to the best-performing baseline, DySM can reduce
the deadline miss ratio by up to 90.93%.
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1 Scope

This artifact supports the experimental evaluation presented in the accompanying ECRTS 2026

paper, DySM: Dynamic Scaling of GPU Streaming Multiprocessor in Spatially Shared Real-Time
Embedded GPU Systems. The artifact implements DySM, a closed-loop response-time control
framework for spatially shared GPU systems. DySM dynamically adjusts Streaming Multiprocessor
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DySM: Dynamic Scaling of GPU Streaming Multiprocessor (Artifact)

(SM) allocations at runtime using a feedback-control-based scheduler to regulate task response
times under workload variations. The artifact enables reproduction of the experimental results
reported in the paper, including the evaluation of SM scaling, runtime response-time control,
deadline miss ratios, and scheduler overhead. In particular, the artifact reproduces the results
corresponding to Figures 1, 3, 4, 5, and 6 of the paper.

2 Content

The artifact package contains the following components:
Scheduler/: implementation of the DySM runtime scheduler, controller, monitoring infra-
structure, and response-time control framework [3].
application/: CUDA workloads and benchmark applications used in the evaluation [2].
experiment/: scripts and configurations for reproducing all experiments presented in the
paper.
benchmarking_tpc/: utilities and benchmarks for evaluating the impact of SM/TPC scaling
on kernel execution time.
libsmctrl/: SM partitioning and masking library used to dynamically control GPU resource
allocation [1].
INSTALL.md: detailed installation and setup instructions.
requirements.txt: Python dependencies required by the experimental scripts and plotting
utilities.
Plotting scripts and generated figures used to reproduce the evaluation results.

3 Getting the artifact

The artifact endorsed by the Artifact Evaluation Committee is available free of charge on the
Dagstuhl Research Online Publication Server (DROPS). The artifact is publicly available at
https://github.com/srinivasans74/DySM. The version associated with this paper is release vO
(commit fee7b4b).

4 Tested platforms

The artifact has been tested on systems with the following configuration:

Operating System: Ubuntu 20.04.6 LTS

Linux Kernel: 5.15.0-139-generic

GCC: 9.4.0

CMake: 3.19.6

NVIDIA Driver: 560.35.03

CUDA Toolkit: 11.6.124

GPU: NVIDIA RTX 3090
The artifact depends on the included libsmctrl library for SM/TPC partitioning on NVIDIA
GPUs. A Python environment with the packages listed in requirements.txt is required to
run the experimental scripts and generate plots. Approximately 16 GB of system memory is
recommended.

5 License

The artifact is released under the MIT License.
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MD5 sum of the artifact

64442¢cb4c3672ce03376740d4c75afle

Size of the artifact

106 MiB
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